
                                                                                                                 

 

 

 

 

 

 

 

European Data 
Grant agreement number: RI-283304 

 

D7.3: Evaluation of existing interfaces to data archives, 
roadmap for evolution towards a standard 

 

Author(s) Martin Hellmich (CERN), Maciej Brzeźniak (PSNC) 

Status Final 

Version v.1.0 

Date 10/04/2013 

 

Abstract:  

In the current scientific data landscape, we find a variety of different data access and 
management methods and techniques. To build a collaborative data infrastructure it is most 
important to use a standard interface to archives to lower the barriers between the sciences 
and to abstract from the technical structure underneath. Such an interface must be general 
and match the requirements of the scientific communities to be useful. It must also be 
maintainable over a longer time frame and extensible to adapt to changes in the data 
landscape. In the following, we show a roadmap toward a standard interface based on the 
needs of scientific users, best practices, and current trends in computing and storage. 

 

  



EUDAT – 283304  D7.3: Evaluation of existing interfaces to data archives, roadmap for evolution towards a standard 

 

Copyright © The EUDAT Consortium  PUBLIC 2 / 29 

Document identifier: EUDAT-DEL-WP7-D7.3 

Deliverable lead CERN 

Related Work package WP7 

Author(s) Martin Hellmich (CERN), Maciej Brzeźniak (PSNC) 

Contributor(s)  Shaun De Witt (STFC) 

Due date of deliverable 31/03/2013 

Actual submission date 10/04/2013 

Reviewed by John Kennedy (RZG), Jani Heikkinen (CSC) 

Approved by PMO 

Dissemination level PUBLIC 

Website www.eudat.eu 

Call FP7-INFRA-2011-1.2.2 

Project Number 283304 

Instrument CP-CSA 

Start date of Project 01/10/2011 

Duration 36 months 

 

 

Disclaimer: The content of the document herein is the sole responsibility of the publishers and it does not necessarily 
represent the views expressed by the European Commission or its services. 

While the information contained in the document is believed to be accurate, the author(s) or any other participant in 
the EUDAT Consortium make no warranty of any kind with regard to this material including, but not limited to the 
implied warranties of merchantability and fitness for a particular purpose. 

Neither the EUDAT Consortium nor any of its members, their officers, employees or agents shall be responsible or 
liable in negligence or otherwise howsoever in respect of any inaccuracy or omission herein. 

Without derogating from the generality of the foregoing neither the EUDAT Consortium nor any of its members, their 
officers, employees or agents shall be liable for any direct or indirect or consequential loss or damage caused by or 
arising from any information advice or inaccuracy or omission herein. 

http://www.eudat.eu/


EUDAT – 283304  D7.3: Evaluation of existing interfaces to data archives, roadmap for evolution towards a standard 

 

Copyright © The EUDAT Consortium  PUBLIC 3 / 29 

TABLE OF CONTENT 

EXECUTIVE SUMMARY .......................................................................................................................4 

1. INTRODUCTION ......................................................................................................................5 
1.1. Purpose and Structure ...................................................................................................................... 5 
1.2. Statement of Problem ....................................................................................................................... 5 
1.3. Aims and Objectives .......................................................................................................................... 6 

2. THE LANDSCAPE OF DATA ARCHIVE INTERFACES ......................................................................7 
2.1. Definition of an Archive .................................................................................................................... 7 

2.1.1. Different Types of Storage Systems .......................................................................................... 7 
2.1.2. Storage federations ................................................................................................................... 8 

2.2. Aspects of an Archive Interface ........................................................................................................ 9 
2.3. Examination of Data Management Interfaces ................................................................................ 10 

2.3.1. SRM Functionality and its Use in the WLCG............................................................................ 10 
2.3.2. Cloud Interfaces ...................................................................................................................... 11 

2.4. What standards exist ...................................................................................................................... 12 

3. EVALUATION OF NEEDS AND CONSTRAINTS OF SCIENTIFIC COMMUNITIES ............................. 15 
3.1. Assessment of Community Needs .................................................................................................. 15 
3.2. Summary ......................................................................................................................................... 16 

4. TECHNICAL CONSIDERATIONS FOR ARCHIVE INTERFACES ....................................................... 17 
4.1. Interface Design in Practice ............................................................................................................ 17 
4.2. Future and Suitability of Existing Technologies .............................................................................. 18 
4.3. Benefits and Risks from a Unification ............................................................................................. 19 

5. A PROPOSAL FOR AN INTERFACE TO ARCHIVES ...................................................................... 21 
5.1. A Proposal ....................................................................................................................................... 21 

ANNEX A. EVALUATION OF RESEARCH COMMUNITIES DATA INFRASTRUCTURES ......................... 23 
A.1. VPH .................................................................................................................................................. 23 
A.2. CLARIN ............................................................................................................................................. 24 
A.3. EPOS ................................................................................................................................................ 25 
A.4. ENES ................................................................................................................................................ 25 
A.5. PaNdata ........................................................................................................................................... 26 
A.6. WLCG ............................................................................................................................................... 26 
A.7. PRACE .............................................................................................................................................. 27 
A.8. EUDAT ............................................................................................................................................. 27 

ANNEX B. GLOSSARY ................................................................................................................. 28 
 

 



EUDAT – 283304  D7.3: Evaluation of existing interfaces to data archives, roadmap for evolution towards a standard 

 

Copyright © The EUDAT Consortium  PUBLIC 4 / 29 

EXECUTIVE SUMMARY 

Big Data is the defining expression of our time. In science as well as in business, analysis of large 
amounts of data is the key to success. Sciences become data sciences dealing with Petabytes of data to 
achieve better results, and businesses juggle with the same, if not more, data to achieve higher profits. 
Breakthroughs have been made on both sides for the distributed storage and processing of enormous 
amounts of data by scientific collaborations as well as companies like Google, Facebook, or Amazon, 
now maybe the largest storage provider in the world. 

For researchers, the ability to work with more data than ever before, is a fantastic asset. The challenge 
now lies in making these data available across institutional and disciplinary boundaries. This, and to 
assist scientific communities, which are just entering the Big Data age, is why a common data 
infrastructure for researchers is needed. But interdisciplinary research can only prosper if the data is 
easily accessible, manageable and searchable.  

The data archive interface of this collaborative data infrastructure becomes the entry point to 
knowledge and its compatibility with other infrastructures decides about the scientific possibilities. It 
has to follow the trends in the communities as well as the technological trends. The interface also 
separates the users from underlying technological changes, allowing the infrastructure to evolve. 

Through interviews, we could make out the following trends in scientific fields: data is mostly saved in 
files in hierarchical namespaces and metadata is kept separate in a database, so a separation between 
the interface to access metadata and the one to access data already exists. With OAI-PMH, there is also 
a clearly preferred method to make metadata available to researchers, which can be adopted to make 
metadata available to other disciplines. Data is often accessed through portals or web-based services 
and some communities either use commercial cloud services or have private clouds for computing and 
storage. This encourages the use of HTTP-based technologies on the storage side, since it would simplify 
the interaction with the data. Federated identity management is a concern for all communities, 
Shibboleth is a good candidate, but the implementations are mostly work in progress. 

To bring this together with the technology available, we studied the use of the Storage Resource 
Manager (SRM), the data management interface used in the WLCG. It becomes clear that the SRM 
protocol, although it serves well providing cross-implementation data management features, was 
created too complex to create a truly homogeneous data landscape and parts of its functionality have 
been retired over the years. Many data management features provided by SRM can also be found in 
cloud data management interfaces. A lot of work has been invested in the recent years, most notably 
into the proprietary S3 interface from Amazon and the Cloud Data Management Interface standard 
CDMI. By comparing SRM to cloud interfaces we see that some features have moved from the data 
management protocol into the data access protocol and that others have disappeared. 

Given the evaluations of the community interviews and the change in data centre organisation including 
the use of private or public clouds, we argue to follow the principles set by current cloud interfaces and 
to provide a simple and direct way to interact with the archives. One trend that we are seeing is that 
using HTTP-based interfaces will be a necessity when interacting with modern virtualized systems. On 
the other hand, there is and will be the requirement from communities to access their data through 
other interfaces, for example GridFTP, as a mountable endpoint, or with more community-specific 
interfaces, which must still be provided by the archive. We argue to provide an HTTP-based data 
management interface and data access, as well as data access through other channels. For compatibility 
with existing applications, the data access mechanism should be accessible directly without any 
additional layers. 
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1. INTRODUCTION 

1.1. Purpose and Structure 

This document represents the EUDAT Deliverable Document D7.3. The EUDAT project is split into seven 
work packages, each of which is split into several tasks. This document presents the research from the 
first 18 months of task 7.2 of Work Package 7 (WP7) “Addressing Scalability and Preservation”.  

This paper attempts to give an overview of data archive interfaces and standards currently in use, 
provide an assessment of their suitability to the needs of selected research communities and propose a 
strategy for future research on unified archive interfaces including a candidate proposal. 

Section 1, this section, introduces the background of this task in the EUDAT project and the interest in 
the participating research communities. 

Section 2 introduces the basic concepts that we are using in this paper. Different types of digital archives 
are introduced in order to describe which functionalities an archive interface must or may provide. We 
further refine the definition of an archive interface into different aspects for different purposes. While 
the rest of the paper focuses on the data management part of the interface, we show the relationship to 
the other components, for example accounting or extended metadata management. This is taken up in 
Section 4 where a possible unification of these aspects is considered. The second part of Section 2 
contains an introduction of currently widely used data management interfaces. 

Section 3 describes the uses of archives of selected research communities now and in the three to five 
year timescale as far as this is possible. Every community has a slightly different definition of an archive 
due to different organizational structures leading to varying requirements for long-term preservation, 
metadata management, or access performance. In the second part, the existing interfaces introduced in 
Section 2 are assessed against the community needs. 

Section 4 focuses on the technical aspects of a data archive interface. The specification of the interfaces 
largely influences the complexity of its implementation, which is an important aspect for interoperability 
in inhomogeneous environments. We summarize the experiences with the implementations of SRM and 
assess the other examined interfaces according to them. In the last part, we discuss the benefits and 
drawback of having a single (unified) archive interface against multiple interfaces with specific roles. 

Section 5 concludes this paper and presents an outlook, which requirements a future standard archive 
interface will have, summarizing the most important constraints and trends. The last part is a proposal 
how a future data interface could be structured and which technologies show to be the most relevant 

1.2. Statement of Problem 

Scientific communities put a lot of effort into developing highly sophisticated architectures that match 
the needs of their researchers, the capabilities of the communities, and the constraints of the data. 
Since the requirements of each community are very different, a diverse landscape of data archives has 
emerged. This development has an effect on the simplicity of interdisciplinary data access research and 
also leads to a duplication of efforts in the lower levels of the architecture, for example, long-term 
archiving or data replication. 

Both points are now more important than ever. Interdisciplinary research becomes more important as 
many of today’s most influential scientific questions can only be answered with data from many 
different sources. The principal example is climate modelling to estimate global warming, which 
combines data from various fields of the earth sciences with biological data. The need for 
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interdisciplinary research is reinforced by the possibility to analyse larger and larger amounts of data, 
which make these combinations of data sources possible in the first place. The duplication of efforts in 
data management, access, and archiving can also be expected to rise as more and more sciences start to 
become data sciences and start building large data infrastructures. For example, personalized medicine 
with data gathered from patients devices would result in a surge of data that has to be handled by the 
medical science community. 

 European projects and other scientific collaborations have already made big efforts to consolidate this 
field by providing cross-community storage services and generic interfaces to access and manage the 
data, most notably SRM, which is used heavily in EGI and the WLCG. 

In the case of EUDAT, which aims to provide a collaborative data infrastructure with specific focus on 
interdisciplinary research and the integration of citizen scientists, the archive interface plays a very 
prominent role. It has to be balanced between the requirements of the scientific communities, the 
feasibility of its implementation, and the possibility to integrate with current and future data 
infrastructures. Furthermore, existing technologies should be considered as candidates from which to 
start to build on experiences and best practises.  

Additionally, focusing on the interface makes the infrastructure independent of the underlying storage 
technology. While effort must always be invested into specific technologies to support the required 
features at a time, a well-chosen interface enables EUDAT to change this technology transparently in the 
longer term or to integrate several implementations, allowing the data infrastructure to expand. 

1.3. Aims and Objectives 

The objective of this paper is to combine experiences of data management interfaces in large scientific 
collaborations with the needs of a broad field of scientific communities and the implications of 
technology advancements and current trends in computing, science, and data management. We look at 
the different aspects of a data archive interface and pose the question whether a unified interface 
should be preferred over several specialised ones. 

Experiences mainly draw from the use of the SRM protocol in the Worldwide LHC Computing Grid, 
which has been founded to provide computing and storage facilities for the experiments at the Large 
Hadron Collider at CERN, which has already produced more than 100 PByte. We will describe the SRM 
protocol and compare it to the cloud storage protocols Amazon S3 and the Cloud Data Management 
Interface (CDMI) standard. These protocols show the current trend toward HTTP-based data access and 
management. 

The community requirements come from several scientific communities already in contact with EUDAT. 
We analysed their needs for data management and access through interviews, which gave us close 
insight into the daily operations. 

We conclude this paper by providing a proposal for a future data archive interfaces taking these three 
factors and a number of practical engineering aspects into account. This paper is neither a protocol 
definition nor a call to implement a new protocol. The outcome merely presents current candidate 
technologies and evaluates them according to our findings. 
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2. THE LANDSCAPE OF DATA ARCHIVE INTERFACES 

In the first part of this section, we define the terms that are being used throughout the rest of the 
paper, and portray different type of data archives. The distinction we make is based on the type of use, 
which influences the required capabilities and technologies to implement them. We will then present 
different aspect of an archive interface, which may but no dot have be exposed through an individual 
protocol. The second part introduces data management interfaces: on the one hand SRM, which is 
heavily used in the European research infrastructure and on the other hand the cloud interfaces Amazon 
S3 and CDMI, which represent a lighter interface to data archives.  

2.1. Definition of an Archive 

We would like to provide the definition of an archive that has been used in the EUDAT Deliverable 7.1.1. 

(…) an archive is a location (data centre or similar entity) where data may be stored and 
retrieved with some guarantee of the persistency and bit-preservation, and long-term 
availability of resources (both physical and human). 

This definition states that an archive is a data centre and has organizational constraints, that is, the long-
term availability of resources. In our definition, we also define the archive interface more detailed and 
take the usage pattern, which lead to different type of archives, into account. 

An archive interface comprises all means to interact with an archive. It can be single (unified) interface 
using one protocol providing all functionality or consist of several interfaces each providing specific parts 
of the functionality. Later in this Section we show a distinction between different aspects of the archive 
interface that can be easily split into different interfaces. Additionally, an interface can be represented 
by multiple protocols, providing users the same functionality with different means. 

In the following, we first present different archives with respect to their usage patterns and then 
elaborate on the different aspect of archive interfaces. 

2.1.1. Different Types of Storage Systems 

An archive used only as long-term storage comes closest to the definition we showed in the beginning. 
Its usage is mainly the intake of records to be preserved and only low frequency interaction with users. 
Either the data stored is not the most recent one or it is a replica of the data currently used for 
processing. An example of data stored, besides raw data, are records belonging to a publication, which 
have to be saved for future researchers, but are only rarely accessed. 

Such an archive must also provide data preservation capabilities such as preserving describing data to 
access the records over changing technology and migrating the records to new storage media. While 
these features are very important for the design of the archive, they do not influence the archive 
interface much, as they are mostly invisible for the users.  

Preferred storage technologies for such an archive are tape libraries, as they can store large amounts of 
data at low cost. The long latency of tape data access might be sufficient when records are only 
accessed sporadically and sequentially. In the case that more performance, especially lower latency is 
needed, when accessing records, hierarchical storage systems are a solution. We will describe them 
later in this section. 

In comparison, an archive as short-term storage is not really an archive as it contradicts the provision of 
long-term availability in our initial definition. We want to consider it nonetheless, since it still fulfils the 
need for bit-preservation of data and allows us to describe the peculiarities of interfaces to short-term 
storage. 
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Data preservation capabilities, that is keeping the data accessible over generational changes of 
technologies, play a minor role or none at all, since the records stored relate to current or relatively 
recent work. For the same reasons, these records can expect much more interest, so the storage, 
including its data interface, should be able to handle a large number of concurrent requests transferring 
an equally large amount of records. Such a system is more likely based on disks than on tape and might 
provide dynamic replication of highly used records or include caches. 

While the data ingest into a long-term archive is most probably done by staging the data from another 
kind of archive, the data input into a short-term archive might be a continuous stream. Data streaming 
support changes the requirements for the archive interface. The interface should, additionally to put 
and get functions, provide open and close functions. The protocol must be able to hold connections 
open for the whole lifetime of the stream, and offer mechanisms for automatic reconnects. Let us keep 
in mind that the interface does not necessarily perform the transfer itself, but might delegate these 
features to a specific data access protocol. 

Data output is also different. For one, as the archive holds recent scientific data, the community needs 
very fast access for analysis. Additionally, the user might not only to copy the data, but also access it 
remotely either by mounting it as a file system or by using specialized client software. These access 
patterns do not only enforce specific functionalities on the protocols, but also pose high demands to the 
performance of the storage system. 

Hierarchical storage systems are used, when the requirements of an archive and a highly frequented 
storage come together. Since the idea to couple two systems, one for archiving and one for 
frequent/random access, has been already explained, we will only distinguish between two designs 
here. 

The movement between the archive backend and the frontend can be either fully transparent to the 
user, or explicit. In the transparent case, the user does not see a difference between files stored in the 
backend or frontend, but might only experience a longer latency when accessing files from the backend. 
This can be mitigated by procedures to heuristically stage data before it is used, and caching of most 
frequently used data. The data archive protocol then needs no specialized functionality, since moving 
data inside the storage is done by implementation-specific procedures. 

In the other case, the data archive protocol needs to provide explicit functions to move data between 
the backend and the frontend. This provides on the one hand better control for the users, since they can 
pre-stage data of which they are sure they will use. On the other hand, the frontend might not be used 
most efficiently, especially if many users compete for the resources. Mechanisms to automatically 
remove data from the frontend are a solution. 

A hybrid solution is to automatically move data, but provide estimates to the user when the requested 
data will be ready. It is then up to the archive interface to provide this information. It is to be noted 
here, that a reliable prediction of when data can be ready for access is not an easy task, especially when 
they are supposed to be similar across different implementations. 

2.1.2. Storage federations 

For all these storage systems it is fair to assume that they do not consist of a single server or several 
isolated servers, but have a single entry point managing the namespace and metadata operations, while 
the data is stored on multiple servers (in the following called disk nodes). In that case, either the data 
management interface or the data access interface must allow redirections of the client from the entry 
node to the disk node. 
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The federation concept takes this further by connection the entry nodes to each other by providing a 
single entry point for several of them. This can be flat organization or a tiered one. A common 
characteristic for a federation is that the federated elements are geographically far apart from each 
other, so the requirements become different to a single storage, for example redirecting to the storage 
system nearest to the client. 

In any case, federations pose the requirement of supporting multiple redirection steps in the data 
management or access protocols. This is also true for a flat federation when it is combined with a 
storage system as described above, which itself requires one redirection step. 

Another aspect to consider with federations is authentication and authorization based on federated 
identities in order to keep data access restrictions consistent over all systems engaged in the federation. 

2.2. Aspects of an Archive Interface 

In this section, we will look at the aspects of a data archive interface. The focus of this paper is the data 
management interface, which usually provides access to file management features such as access 
control lists, data policies, and data movement within the archive. However, it can provide much more 
or much less functionalities depending on how it is integrated with other parts of the archive interface. 
The four main ones are the data access protocol, the AAI, accounting, and the interfaces to interact with 
higher-level metadata, which we describe in the following part. In the next Section, we look at several 
data management interfaces to examine what features they provide. 

The data access interfaces describes the transfers of records. For files, there are multiple standardized 
protocols, while database records are mostly accessed through proprietary methods related to the 
database. In the grid-computing world, GridFTP is a very widely used standard. It extends the FTP 
protocol in security by supporting X.509 client certificates and in performance through multi-stream 
transfers, a technique capable of saturating wide area networks. It is the main protocol to access 
resources provided by European projects such as EGI, EUDAT and PRACE. In High Energy Physics (HEP) 
the XRootD protocol has been developed and is successfully used for remote random access of data. It 
supports the clustering of multiple requests to improve performance. In recent years, the use of HTTP 
for transferring large volumes of data and data management protocols implemented on top of it, has 
become increasingly popular. HTTP benefits from a large number of clients being a standardized 
protocol. It supports caching inherently and accessing parts of a file, thus enabling remote random 
access and multi-stream download. Multi-stream uploads are not possible, which is why cloud providers 
have developed proprietary solutions. HTTP gets much attention and support from web companies such 
as Amazon, Google, and Facebook. 

For a data management interface there are three possibilities to interact with the access protocol: 
support one, support many, or encapsulate them. Current cloud providers evidently follow the first 
choice by using the same protocol for access and management, while the very sophisticated SRM 
protocol chose to encapsulate various access protocols through a protocol negotiation process to allow 
systems to only support a subset of access protocols. 

Authentication and authorization is also interwoven with the interface, since it must understand the 
permission granted by the responsible protocol. Federated identity management is becoming a topic in 
many communities, although it is not clear for many, which technology will be selected. The data 
archive interface should be able to work with current standards, be it x509 certificates, SAML and 
OpenID URIs, or something different. The archive interface must also provide an interface for managing 
fine-grained authorization. 
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Storage accounting and auditing is another very important topic, especially considering the use of 
federated storage by multiple, independent parties. A data archive interface must be able to provide the 
information necessary for accounting and the implementation must register the relevant values on the 
storage side. An accounting interface can be separate or integrated in the data management interface. 

Metadata is a very broad term, as the definitions are not clear between communities. Different 
communities have different needs for the organization and accessibility of metadata and only a small set 
is consistent across communities. In many collaborations, there are currently movements to use the 
standardized OAI-PMH interface for metadata access. A data archive interface can either integrate the 
metadata protocol in its management protocol or another one, like OAI-PMH, can be used. In the EUDAT 
infrastructure, the second model is encouraged by the protocol-agnostic coupling between data and 
metadata through persistent identifiers (PID). 

2.3. Examination of Data Management Interfaces 

In this section, we present the most widely used data management interfaces today in the context of 
their use cases. As an interface used in the scientific community we cover SRM, and for new 
developments cloud interfaces, represented by the Amazon S3 interface and CDMI. 

These short overviews are complemented by Section 2.4 about data interface standards and by Section 
4.2 about the roadmap and future usage of the interfaces introduced here. 

2.3.1. SRM Functionality and its Use in the WLCG 

In the following, we will look at the SRM interface developed by the Open Grid Forum and how it is used 
in the WLCG. SRM was designed to automate the resource management for large amounts of data 
distributed over different storage systems. The WCLG uses hierarchical storage systems as well as disk-
only storage, so SRM was required to support both types. Outstanding features of SRM are space 
management, integration of AAI in form of X.509 certificates, and the management of HSM storages. In 
the following, we will look closer at the specification and the functionalities the protocol provides. 

SRM was designed to manage files in a hierarchical namespace, thus it includes the same functionalities 
as on common home computer file systems. The protocol supports files, directories, and links, as well as 
functions to list, move, and delete directories. However, files are managed by means of other functions 
due to the more sophisticated nature of the storage systems in the back. 

Files have a variety of properties, which can be used by the storage system to optimise its behaviour. 
The retention policy specifies if a file should be put in storage with high reliability or if it can be 
reproduced easily in case it is lost. The file access latency describes, whether a file is readily accessible, 
must be staged into readily accessible space, or if it needs manual interaction to be accessed. The 
volatility property together with a lifetime specifies when a file can be automatically deleted by the 
system, in order to make space for new files. To avoid files being deleted, they are stored as permanent 
so they are never deleted or ‘pinned’ to avoid deletion only for a short time span, for example, as long 
as they are needed for analysis. 

File permission management is based on user names and groups, like on Unix systems, where the group 
stands for the Virtual Organization (VO) of a user. More elaborate permission control is possible through 
access control lists (ACLs). 

To simplify the file management, files can be put in spaces, which allow users to manage a collection of 
files as one. The retention policy mentioned above can be applied to a space and thus to every file in the 
space; the same applies to lifetime extension and deletion. Another use for spaces is space reservation: 
when files are about to be copied to the storage, the user can make sure that there are enough available 
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space by reserving a space on the destination. This is particularly useful for workflows, which can 
estimate the output files well in advance, so they can already reserve the space necessary. An identifier 
is used to refer to spaces after their creation. 

The file transfer commands are very rich in features. File accesses of clients are started with the 
srmPrepareToGet function, which negotiates the data, access protocol between both endpoints and 
return a suitable URL. It can take the file properties and additional transfer properties into account, for 
example an access pattern, one of ‘transfer’ or remote ‘processing’, as well as a connection type, WAN 
or LAN. Similarly the srmPrepareToPut function to put files in a specific reserved space. After a 
successful access, srmPutDone signals that the file is no longer in use and rules, for example the volatility 
can apply again. Both put and get functions are capable of dealing with multiple files, which allows load 
balancing: when the command returns the list of transfer URLs, it can take the current load into account 
and spread the URLs over multiple disk nodes. 

In addition to the encapsulating call for file transfers, there exist to more functions for file movement. 
The srmBringOnline call stages a file from a medium with high latency to one with low latency, that is 
from tape to disk, and the srmCopy call copies files from one SRM server to another. 

Most of the SRM functions work asynchronously as well as synchronously, especially the file transfer 
functions. In the asynchronous case, the user is able track the completion of her request with a request 
token provided by the initial SRM function. 

2.3.2. Cloud Interfaces 

In the recent years, a number of cloud storage interfaces based on HTTP as access protocol have 
emerged, with Amazon S3 as the de facto standard and CDMI as a genuine standard as the most 
important. These interfaces combine the data management and access protocol by extending the HTTP 
protocol with additional headers. In the following, we will look at Amazon S3 as a proprietary example 
and CDMI as an open standard. In the current data landscape, the S3 protocol plays a significant role. 
Amazon itself is one of the largest cloud storage providers, and many other projects provide S3-
compatible interfaces or plan to in the future. Those providers include OpenStack, which also exposes its 
own Swift interface for storage, CEPH with the RADOS Gateway. Furthermore, Huawei is selling storage 
clusters supporting the S3 protocol as a closed solution. 

The S3 interface was designed for a key-value store running in a distributed environment. It used the 
HTTP PUT, GET, POST HEAD, OPTIONS and DELETE methods to interact with the service and objects 
stored within. It extends the HTTP protocol with custom headers to integrate data management 
features on top of HTTP.  

A user creates containers called bucket on a server resource, under which objects can be created. S3 
therefore only supports a flat hierarchy, but the extensions have mechanisms to emulate a hierarchical 
file system. To list files, the user can specify delimiters and prefixes. With an object key like “a/b/c.dat”, 
the delimiter set to “/” and the prefix to “a/” only “b” would be shown. With the prefix set to “a/b/”, 
“c.dat” would be shown. The key cannot be retrieved with this, as the whole key, “a/b/c.dat” has to be 
specified. 

Access control lists can be specified for buckets and objects, and access can be granted to other users or 
groups. Due to the flat hierarchy, nested access control does not exist. The S3 authentication protocol is 
based on a signature, which has to be put in every non-anonymous request. It consists of a username 
and password combined with the current time, request type, and the header elements. By using the URL 
to store the request signature, it is possible to send signed links to third parties, which expire after a 
specified time. The S3 protocol distinguishes between two types of metadata: data system metadata, 
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which contains the necessary information for the storage, and user metadata, freely usable information 
that is limited to 2 KByte size. 

The S3 protocol allows specifying lifecycle management rules for buckets, objects, or object groups 
specified by a key prefix. These rules can contain a transition to the Amazon Glacier storage class or 
expiration of the objects. Amazon Glacier provides high latency storage with tape-like characteristics, to 
which data is transferred solely through the lifecycle management and restored explicitly to S3. 
Furthermore, S3 supports a header element to specify the storage class of an object. The available 
options at Amazon are “Standard” and “Reduced Redundancy” which translates to 3 replicas and 2 
replicas, respectively. Developed for a worldwide, federated storage, S3 allows files to be put in a 
specific region. The regions on the Amazon cloud resemble the continents, for example Europe, US, and 
Asia, in order to restrict placement enough for low-latency access, yet allow flexibility for the storage 
provider. In addition, these primitives could be used to restrict the placement of data due to legal 
reasons as well as specific agreements with different data centres. 

Another advanced feature is versioning support. It can be activated for buckets and includes all objects 
within. Objects in these buckets are not overwritten. Instead, a new version is added or a delete marker 
is set, respectively. Nevertheless, the delete method can be used to delete a specific object version. 

Amazon S3 supports a number of features that are only usable when interfacing with web applications: 
POST uploads allow the data upload through browser forms and the setting of Cross Origin Resource 
Sharing (CORS) headers on S3 buckets. The OPTIONS request is used for checking the CORS setting. An 
S3 bucket can also be configured to serve a website specifying the default site and redirections. 

As S3 was developed for the Amazon storage cloud, which promises an unlimited amount of resources, 
the protocol does not have functionality to report about available storage space. On the other hand, 
functionality to specify the responsible for payment is integrated as well as a possibility to delegate 
payment of resource usage to (authenticated) users. 

The OpenStack Swift interface provides roughly the same features, which made it easy to translate most 
features from Swift to S3 and provide an S3 interface on top of it. However, as can also be expected with 
other implementations for the S3 protocol, it is not complete. Most notably, there is no support for 
multi-part upload, which limits the maximum file size at several GByte. As cloud interfaces are based on 
HTTP for the transfer, they have to overcome the limitation that a PUT with multiple streams is not 
supported. Hence, S3 and Swift include two slightly different solutions to achieve this goal. 

Speaking more generally about cloud interfaces based on HTTP, it should be said that they make use of 
the features of HTTP very well and are clearly built for a web infrastructure. Anonymous access to S3 
resources is possible with any HTTP-speaking client. In order to use the data management extensions or 
the authentication mechanisms of S3 or Swift, however, clients have to be modified. Moreover, as S3 is 
a proprietary protocol, there is little possibility to influence the definition as a user. In the following, we 
will look at CDMI, an ISO standardized cloud storage interface. 

2.4. What standards exist 

Beside protocols like Amazon S3 or OpenStack Swift, which are initially backed by only a single 
institution, standards in cloud computing have evolved. The most important ones are OCCI for 
computing and CDMI for storage. In the following, we have a look at CDMI and how it compares to the 
proprietary protocols. 

The Cloud Data Management Interface (CDMI) is the ISO/IEC standard (no. 17826:2012), developed by 
Storage Networking Industry Association. Unlike the vendor-specific interfaces, one of its goals is to 
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establish cross-vendor interoperability and portability of data by providing a general interface that all 
cloud storage providers can implement. As S3 is supposed to be used with the Amazon cloud EC2, and 
Swift with OpenStack Nova, CDMI can be integrated in a cloud, which is using the Open Cloud 
Computing Interface (OCCI), an OGF standard. 

CDMI uses the concept of containers and objects, but unlike S3 containers can be nested, thus providing 
a hierarchical organisation. Basic data access and storage operations are similar to the operation 
supported in the S3 protocol. Additionally, CDMI, considers asynchronous create, copy and move 
operations on data objects and enables tracking the status of these operations similar to SRM. 

Furthermore, CDMI allows adding various kinds of metadata to objects and containers as well as 
querying them. User metadata are client-defined JSON strings, arrays and objects that can be exploited 
to enrich objects stored in CDMI-compliant cloud with domain-specific metadata. In contrast to S3, the 
size of the user metadata is not limited per se. 

Data system metadata specifies the data requirements associated with data services that are deployed 
in the cloud storage system. Most of these metadata are important for data archives applications. They 
allow among others to control the redundancy level, that is, the number of copies in which complete 
data objects are stored in the cloud system, data replication, data placement, and data retention. These 
functionalities are similar to the ones provided by SRM giving the data manager many properties to 
control. One distinction of the data placement is that this functionality is designed specifically with a 
global infrastructure in mind. The data placement can be defined in terms of regions or even distances 
to each other and specific regions can be, for example for legal reasons, excluded for data placement. 

In addition to data redundancy and retention controls, CDMI’s data system metadata interface allow to 
express requirements necessary from long-term storage safety and security, including server-side 
encryption content hashing and data sanitization methods, that is secure data deletion. 

Similarly to SRM, while storing the data to CDMI-managed storage, users may specify their requirements 
related to data access efficiency, including maximum latency, that is, the time within which the first byte 
of the data object should be delivered to the client, and the maximum throughput the client expects to 
get from the cloud. These parameters can be used by the cloud storage system in order to steer the data 
placement, including geographical location or access latency within the cloud infrastructure, so that the 
services offered by the cloud meet user’s expectations.  

Two distinguishing features are the integrated support of “foreign protocols” with which CDMI data 
objects can be published, and a capabilities discovery mechanism. The CDMI protocol for data access is 
very similar to S3, but CDMI considers various access protocols to the data in the cloud. Data can be 
exported through standard protocols such as NFS, CIFS and WebDAV and enable data identifiers to 
POSIX-like path associations. The CDMI standard explicitly states plain HTTP 1.1 as an access mechanism 
where for CRUD operations no CDMI-specific headers are needed. In order to do this, a mapping of 
CDMI objects and the authentication/authorization scheme is anticipated in the protocol. This allows 
CDMI storage to be available through other pure protocols, which standard clients understand. 

 While this mechanism makes CDMI more versatile in interaction with users, capabilities discovery 
should make it easier to combine different infrastructures. CDMI in inherently modular, and only a small 
subset of all functionalities is mandatory. The requirement for HTTP support is the RFC 2626, the HTTP 
1.1 standard. For everything else, a discovery mechanism can be used to give the client information 
about the supported which functionality is provided. This enables two cloud storage services to agree on 
the interaction methods they can use, and also on the minimum API version supported by both. An 
example for a configurable parameter is setting the user metadata size. While it is unlimited in principle, 
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a CDMI implementation can limit it to an arbitrary value. Server-side encryption can be supported with 
various encryption algorithms, or not at all. 

CDMI is a development having much more in common with SRM than S3. While most of the 
functionality is built with the same principles as in mind, the concept that CDMI storages do not have to 
support all functionalities is fundamentally different. Similar to SRM, it supports multiple access 
protocols, although not encapsulated, but directly usable. The Amazon S3 protocol assumes that all 
systems implementing it provide the same features. 

In the following section, we portray the use of data archives in different scientific communities. Most of 
them already have or plan to have federated archives, serve a large and growing user base, and make 
use of computing resources outside their community infrastructure. Researchers often interact with the 
data through domain-specific programs or web interfaces, but also through the command line for 
processing large amounts of data. 
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3. EVALUATION OF NEEDS AND CONSTRAINTS OF SCIENTIFIC COMMUNITIES 

This section describes data usage in the current scientific landscape using the following communities. 
Most of them are (VPH, CLARIN, EPOS, and ENES) are among the initial EUDAT user communities and 
represent diverse scientific fields, such as medicine (VPH), linguistics (CLARIN), earth sciences (EPOS), 
and climate research (ENES). We also include the physics community (PaNdata) in the survey. The 
collaborations represent projects in their respective fields to build and maintain a data infrastructure for 
their field, so we could obtain a lot of knowledge about the data usage and the future requirements for 
these communities. 

For brevity, we will only present the main points from the analyses in the following. For a more detailed 
view of each community’s infrastructure and use cases, please have a look at Annex A. 

3.1. Assessment of Community Needs 

Taking the information from research communities and infrastructure providers into account, we can 
extract the following points important for considerations of access to scientific data archives. 

The storage archives in many communities do not only play the role of an archive as a safe-keeping 
place for old data, but are also used for data which is requested heavily by researchers. In many 
communities there is no distinction at all. Saved data in the archive still has to be analysed, encoded, or 
otherwise processed, so flexibility in access is very important. 

Only few communities use tape storage as a backend and then, it is not directly integrated into the 
workflow, but, as in the CLARIN community, updated through batch processing mechanisms. While the 
integration of tape storage into workflows played a large role in the design of SRM, these features are 
not so much sought in the wider scientific landscape.  

All communities handle large amounts of data, although the differences are large as well. ENES and 
PaNdata handle data in the PByte range, while most communities have at least tens of TByte. Given that 
all communities expect only an increase of data, we can expect that the EUDAT infrastructure will have 
to handle PByte of data soon. 

GridFTP is currently the de facto standard for the transfer of large files, especially between different 
infrastructures. Large European infrastructure projects like PRACE and EGI are using the protocol for 
data transfer, so GridFTP support will be crucial in the coming years. 

Additionally to GridFTP transfer, scientists from many communities including those handling large data 
sets like earth sciences or high energy physics, use their desktop or mobile computer to analyse data. 
For this they either download the files or mount the storage systems locally. Due to this, whole analysis 
workflows depend on files being available through a POSIX interface. 

Most communities are already using or plan to use a federated identity system. VPH and CLARIN are 
already using a single sign on system, and most other communities are evaluating in the area. The 
technology most mentioned is Shibboleth, an HTTP-based system. Currently, also due to the use of 
GridFTP, X.509 client certificates are widely spread. 

In many communities the domain-specific metadata is kept separate from the data. Mostly this 
distinction also means that metadata is kept in a database and the data in files. Especially in 
communities where metadata exists in large variations like in the CLARIN community, metadata 
harvesting and metadata standards are an important topic. Communities support mostly OAI-PMH. 
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Data is mostly copied to computing nodes before an analysis. This is sometimes unavoidable, since the 
computing resources are not community-internal, but are provided externally, for example PRACE or 
EGI. In several use cases, pre-processing is done on local storage resources, for example in the 
workflows of VPH and ENES. Remote access for grid computing does not play a role in many disciplines, 
except for high energy physics. 

The EPOS community gives us two outstanding use cases. In this community, data is gathered from 
sensors and should be ideally replicated to multiple data centres in real-time. Additionally, the ArcLink 
protocol makes it possible to read data from multiple sites and combine the results.  

In many communities, researchers interact with their data through community-wide standardized 
applications and the trend is toward web-based applications. In CLARIN, for example, researchers use 
the web-based workflow engine Weblicht for most tasks and VPH is building its whole software 
ecosystem on RESTful services. For VPH the case for web services is strong, as they use an OpenStack 
private cloud in the pMedicine project. 

Datasets as collection of files or database entries are used in most fields. The way they are handled is 
split in two groups: either collections of files are linked by the namespace hierarchy, that is, put in the 
same folder, or they are linked by their metadata, which is often stored separately. 

Data replication is a feature that, if it is not already used in the community infrastructure, is planned for 
the future. Most communities cite this for increasing the safety of their data. This has been already 
identified early in the EUDAT project and led to the safe replication service. Some communities, mainly 
the ones that are already very data-intensive, also want to profit from replication to increase 
performance. This would not only need a way to replicate the data, but mechanism to transparently 
choose a replica for access or to allow downloads from multiple sources. 

3.2. Summary 

From these interviews, and from the ones conducted in the community analysis in Work Package 4, we 
could learn that most scientific communities have similar needs for a data infrastructure. The 
infrastructure must be prepared to handle very large amounts of diverse data of various sizes and in 
different formats. All communities have a concept of data sets, which are either defined by their place in 
the namespace or by additional metadata. 

On the client side, communities use more and more web-based services and portals for their users to 
interact with the data. Especially communities where complex metadata exists like CLARIN or VPH, make 
use of these systems, while researchers in disciplines like EPOS, ENES, and HEP, besides running analyses 
on large computing clusters, access the storage systems directly to download the data for local 
processing.  

Correlating the community requirements to the capabilities of existing protocols we can clearly see that 
the protocols provide much more than what is needed. While many communities stated a need for 
replication, none of them pronounced the wish to choose between multiple combinations of access 
latency or for the need to have volatile files, which get automatically deleted by the system. 

In the following, we look at the technical requirements and best practises for a general data 
management interface and see that the community requirements gathered here should be used to 
decide for an interface as simple as possible to ease maintainability and provide high performance. 
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4. TECHNICAL CONSIDERATIONS FOR ARCHIVE INTERFACES 

In the following, we return from the community needs to the provider side. We will discuss the 
protocols that we introduced in Section 2 given the community requirements and pose further, mostly 
technically motivated, constraints for a data archive interface. The next part describes the experiences 
with the use of SRM in the WLCG from a technical perspective. This part complements the requirements 
of the user communities to show that while the requirements of the community should be met, the 
resulting interface should be defined with several technical constraints in mind. 

4.1. Interface Design in Practice 

In this part, we formulate good practices for a data archive interface and what implications bad choices 
might have. There are several variables in an interface protocol that can impact the usability, 
interoperability, and maintainability of the resulting implementation. 

One is complexity. Complexity is usual in software and sometimes cannot be avoided, but has to be 
considered carefully. For protocol definitions, complexity can lie in three places: the number of 
functions, the function definitions themselves, and the complexity of implementations.  

Reducing the number of functions usually means reducing the functionality. As already mentioned in 
Section 2, after four years of SRM use we can see that multiple functionalities are no longer used. 
Negotiation of the transfer protocol is used by none of the experiments and space management only 
partly, less to reserve space than to direct file copies to a specific destination. Similarly we can see that 
no community already has or expressed the desire to have these features, so they might be omitted 
from a future interface. 

Just omitting a small set of functions makes the interface easier to implement and to keep coherent 
over different architectures. Especially functionality that is rarely or only partially used can lead to a 
fragmentation of implementations. This leads to the second type of complexity, the complexity of 
functions and system states. 

For the SRM use in the WLCG, some file states have been excluded from the beginning: “offline” files 
and the retention quality “output”, supposed to mean a medium probability of loss, or replaceable by an 
effort-full process. Simplifying the number of states also simplifies the implementation and makes the 
interface more easily testable. It also leads to simpler functions definitions. The SRM functions often 
take a large number of arguments, most of which are optional. Most of them are only rarely used in 
practice and thus not thoroughly tested, which led to sometimes differing implementations of the 
protocol. 

The third kind of complexity is defining functions that are hard to implement. The choice that most SRM 
functions should be both synchronous and asynchronous made the implementation much more difficult 
by adding many more system states to the storage manager. Asynchronous requests are very useful for 
some functions like moving data from tape storage to disk, but as cloud interfaces show, not needed for 
most operations. 

A very critical point of every system is performance. In SRM implementations, the translation from a 
logical file name to a storage file name is a case where the very general function definition led to 
performance issues. Before a transfer can proceed, SRM manages this translation to define the access 
protocol and possibly redirect to another host. According to the specification, there is no structural 
relation between both URIs so that the translation possibly requires a lookup and becomes quite 
expensive. This turned out not to be necessary since the experiments, where most data access is 
managed by workflow engines, use a rigid naming scheme for their files. Currently some of them 
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integrated an algorithmic translation in their data management systems making the process much 
faster. 

Today, this functionality is not even needed anymore. Currently in the WLCG, the protocol negotiation is 
not used anymore, as there are only few different protocols available. Currently, the dominating 
protocols are GridFTP for large-scale transfer, and XRootD and HTTP to access data for analyses. Since 
the data landscape is in constant motion and the experiments themselves are driving the uptake of new 
protocols, they also have the knowledge which protocol is deployed where. 

Redirection in SRM is also no longer needed for simple data access, that is, without the use of space 
reservation. While the protocols heavily used at the start of the WLCG, RFIO and GridFTP, did not 
support redirection, SRM had to provide this functionality. Currently used protocols like XRootD and 
HTTP do support redirection themselves, so they can be used without SRM. Even for GridFTP, 
redirection is possible and work is currently on-going on a first implementation.  

The use of standards is very important for wide adoption. SRM, with an open specification, is a standard 
in its field and plays a large role in the WLCG. However, it has not been taken up outside of high energy 
physics. This is partly due to the fact that it provides much more functionality than most communities 
need, but also to the complexity of the server- and client-side implementations. With SRM, an 
interaction with the protocol, and thus the need for special client software, is unavoidable even for 
simple operations. Here the cloud interfaces go another way, enabling users to use standard HTTP 
clients to access the resources.  

4.2. Future and Suitability of Existing Technologies 

In this section, we will look at the prospects for the three technologies we are evaluating with respect to 
the community and technical criteria. 

The SRM protocol will stay in use in the WLCG for several functions, but most of its initial functionality 
will be no longer used. The main use cases are the integrated tape management and the use of storage 
spaces to direct transfers. Most functionality will be provided directly by the data access protocols. 
There has been a lot of effort to move toward HTTP in EMI, under which the main WLCG storage 
managers are developed. All storage managers allow access via WebDAV and transfers using plain HTTP. 
This allows users to list and transfer files, mount the storage as a WebDAV folder, and do simple 
management tasks like changing file permissions without the need to install any client software specific 
to the WLCG. Additionally, HTTP allows partials file reads, allowing random remote access, giving it an 
advantage as a transfer protocol over GridFTP. In the past, storage federations have been built on static 
file catalogues, but currently work is focused on dynamic federations, which can redirect the user based 
on the actual state of the storage systems. This work no longer uses SRM, but is either based on XRootD 
or HTTP. 

The Amazon S3 protocol is the most prevalent of cloud protocols, mainly because of the popularity of 
the Amazon cloud. In comparison with SRM, it provides a very simplistic interface: the only data access 
protocol usable is HTTP, it does not provide any hierarchical namespace, and only two service classes 
exist. Providing HTTP only is not enough for scientific communities today, since the use of GridFTP for 
the interoperability with other infrastructures is important. On the other hand, we can see that 
researchers in HEP as part of the Helix Nebula project and also in other communities are already 
integrating it in their workflows to make use of the computing abilities on the Amazon cloud. If this 
trend continues, using S3 is unavoidable. Another trend is the rising use of virtualization and private 
clouds in scientific institutes. Since most cloud providers also implement the S3 protocol, it can serve as 
a common interface. It has to be noted, however, that these implementations often do not have the full 
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functionality of Amazon S3, partly because the functionality is not required in all cases at the moment, 
and partly because the S3 documentation is ambiguous on details. The S3 protocol will surely be widely 
used in the future and will be unavoidable if one wants to use the Amazon cloud, but a private storage 
infrastructure should not rely on it. 

CDMI is a more complex interface than S3, mainly because it aims at communicating between different 
types of storage with different functionality available and because it supports the use of other access 
interfaces than HTTP. One important point is that CDMI explicitly describes the use through plain HTTP 
without CDMI-specific headers, which allows the use of standard clients for various simple operations, 
which is facilitating easy adoption and use in a variety of scenarios. The “exported protocols” 
functionality is very useful to integrate support for already widely used protocols, such as GridFTP or 
mountable types like NFS to provide POSIX-like interfaces for existing workflows. On the other hand, the 
added interoperability brings more complexity to CDMI. The capabilities discovery of CDMI reminds of 
the SRM protocol negotiation feature and the fact that not all SRM server implementations provide the 
full functionality, which leads to more complexity in the clients, as they have to refine their behaviour on 
the based on the implementation. An overall inhomogeneous landscape invites users to work around 
problems and use only parts of the available functionality. 

4.3. Benefits and Risks from a Unification 

Coming back to the initial discussion about the parts of a data archive interface in Section 2.2, we 
discuss the benefits and risks of a unified interface, or of and interface consisting out of different 
protocols. The different parts of an interface are data access and transfer, data management, 
authentication and authorization, storage accounting and auditing, and metadata management and 
access. Providing a single interface for all these aspects would provide a coherent access to the storage, 
but can also pose problems. 

Some of them, namely the data access, the authentication protocol, and the metadata access, have to 
adapt to the user’s needs in order to gain acceptance. Users might have legacy software that relies on a 
specific way to interact with the data and metadata, and different user communities might employ 
different authentication schemes with the intention to keep them. For the metadata harvesting, OAI-
PMH seems to emerge as a standard technology, but for data access and authentication, the evolution is 
more open. These interfaces should be as simple as possible in order to allow easy integration in 
scientist’s workflows. 

The data management and accounting interfaces, on the other hand, will be used by data managers and 
specific data management software, not by the wide variety of users. The requirement that the interface 
should be usable with a large variety of software is not very strong. It is more important to build on 
standards in storage management, for which widely used tools already exist. Functional complexity 
might be wanted in both cases to allow detailed interaction with the managed systems. This does not 
imply that the protocol itself should be complex, but that the functional requirement are necessarily 
different for the experts managing the data than for users mainly want to access data quickly and 
reliably. It has to be noted that the experts managing the data can also be workflow management 
systems, which use the advanced capabilities of the data management interface to perform 
optimisations to the workflows. As very different workflows exist even inside one community, such a 
manual optimisation can be more efficient than general ones provided by the storage system. 

Another difference in the needs between interfaces interacting with users or the system administration 
is the time scale of change. While the storage management interface is expected to be relatively stable, 
changes in scientific communities, in their workflows, or in the software components they use, can 
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influence their needs for data access mechanisms. Thus especially the decision for a supported data 
access interface should not only take the current needs into account, but also the extensibility and how 
it can support different access mechanism needed in the future. In the longer term, the archive interface 
should allow the data access protocol to change completely. 

The data access interface has the closest link to the data management interface since the 
responsibilities are overlapping. In SRM, the data access protocols are encapsulated in the management 
interface. This design forces all clients to at least partly implement the management interface, which can 
be a tedious task. The S3 protocol follows a similar road, but uses the same technology for managing 
and accessing data, and making client development much easier by providing a simpler interface. 
Anonymous access and access with borrowed credentials is even possible with plain HTTP client, 
opening the archive to a large number of users. The CDMI specification makes the approach that the 
data access protocol, using only standard HTTP headers, is a subset of functionality of the data 
management protocol even more clear. This is a useful approach, as many standard HTTP clients are 
able to interact with CDMI storage without modification, and specialized clients built for administration 
can leverage on the possibilities that the access protocol gives. 

In the following section, we will describe a data archive interface based on the evaluation done in this 
paper as well as current trends. 
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5. A PROPOSAL FOR AN INTERFACE TO ARCHIVES 

To begin with a proposal, we have to take current trends in science and computing into account. As we 
have seen in the community analysis, many scientific fields have become data sciences backed by large 
amounts of experimental data and the need to process and correlate data from different sources. Some 
communities already have very clear needs for interdisciplinary study and data analysis. Climate 
modelling has a strong link to the social sciences and economics, and biodiversity researchers already 
take data from various resources. A data interface should facilitate this exchange by providing standard 
interfaces and lowering the boundaries to access archives of other disciplines. 

A large technological trend is toward virtualisation and cloud computing. On the one hand, scientists use 
public cloud offerings more and more, mainly profiting from the easily available computing power. On 
the other hand, computing centres at research institutes are using more and more virtualisation 
technologies to build private computing and storage clouds and profit from higher utilization of available 
resources.  

A third trend, building on those two, is the ubiquity of the web and HTTP. Since public clouds are mainly 
developed to host web applications, and local computing centres look more like clouds, the HTTP 
protocol and management interfaces built on top of it dispersing rapidly. The HTTP protocol includes 
many features that are necessary for a flexible access to data: redirection for federation services and 
fail-over, partial reads for random access, multi-stream transfers, and a well-understood concept for 
locations and identifiers. With this versatility it fulfils the requirement to be general enough not to 
depend on peculiarities of specific data format, but allow a wide range of access methods to enable 
researchers to build data format specific access methods on top of it. While many research communities 
only need the capability to upload and download whole files, the possibility to do partial reads allows to 
profit from internal structures. 

Even for traditional storage systems it is relatively easy to integrate an HTTP interface as they can build 
on a variety of web servers available provide the functionality. On the client side, HTTP is also widely 
used. Many researchers already interact with their data through web-based services, while other 
communities plan the deployment. The EUDAT Researcher Data Store will have a web-based interface to 
upload files into a separated space of the EUDAT CDI. Data accessible through HTTP can be easily used in 
web applications and, given the right permissions, also by third parties, which can foster the 
interdisciplinary research as well as the inclusion of citizen scientists in the research process. 

Following this, we would like to formulate the following proposal for a data archive interface. 

5.1. A Proposal 

Given the ubiquitous use of HTTP as data access protocol, the principal archive access interface should 
support it, giving users direct access to their data through HTTP. The data management interface should 
be built on top of it to align with the fact that many upcoming storage systems will support interfaces 
based either on S3 or CDMI already. The use of S3 as primary management protocol is, of course, not 
recommended, as it is not a standardised protocol and can be changed by Amazon at will. 

CDMI can be used as a role model for the interface as it fulfils the need we identified earlier: based on 
HTTP, it allows redirection for federation services, it can manage a hierarchical namespace used by 
many communities, it is compatible to a number of cloud storage providers, it supports service classes, 
and it integrated “exported” protocols in the specification. 

However, comparing CDMI with SRM, there should be clear conventions which parts of the interface 
must be implemented and which not. To build a homogeneous data infrastructure, features that are not 
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supported by all should be discouraged to prevent a scattered landscape. This would directly impact the 
functionality and complexity of client applications encouraging workarounds. For the same reason, the 
version negotiation of CDMI is discouraged. Changes to the protocol should be either backwards 
compatible or, if unavoidable, lead to an update of all server and the client components. 

The support of additional access protocols, most notably GridFTP, will be required to enable 
collaboration with other infrastructure projects and the support of POSIX-like interfaces to support 
community requirements. For most data access and management requirements, a plain HTTP or 
WebDAV interface would be enough to satisfy the community requirements for reading, writing, and 
listing files and directories.  

Most communities maintain their metadata separate from the data, partly because they are stored 
differently, and partly because the access right differ. The main use case for metadata access in 
interdisciplinary research is for other scientists to find relevant data. A standard way to access metadata 
should exist. Allowing write access to metadata is very likely to be only allowed for member of the 
specific community. Since metadata is often stored in databases through community portals or 
applications and metadata is varying greatly from community to community we do not recommend a 
forced standardization for the input, but only for the read access and search, for which the OAI-PMH 
interface seems like a widely accepted candidate. Linking the data to metadata can be either done 
directly through required metadata fields or through dedicated identifiers. 

Using HTTP as a means of data access also works well with dedicated (persistent) identifiers. URLs can 
be used as a target for the identifiers and storage sites can implement redirections in case the data has 
to move to another location, making the system very flexible. The currently used PID service in EUDAT, 
EPIC handles, already build on a RESTful interface, which keeps implementations simple when HTTP as 
access method is used. 

In some communities, for example EPOS, we see the need for mutable data to repair data that could not 
be captured correctly immediately, but is nevertheless used for analyses. This poses the problem how to 
identify the data, especially when the analysis has to be checked for correctness and the data has 
already been changed. For this, the support of versioning can be helpful to save the updated data 
without modifications on the original. The Amazon S3 protocol supports versioning, CDMI in version 
1.0.2 at this moment does not. 

Authentication and authorization protocols should be easily changeable. This is one more reason for 
HTTP, since it works with the established X.509 client certificates and apparently influential single sign 
on technologies like Shibboleth and OAuth are built on it as well.  

Storage accounting and auditing protocols are, in our opinion, easily separable from the other parts of 
the system and we recommend separate protocols to extract information from the storage systems. Any 
work should be built on existing systems, including standards developed together with other projects 
like the Usage Record 2.0 developed in the Open Grid Forum. 

In summary, we encourage using the HTTP protocol as a fundament for the data management and 
transfer interface as it is widely used, not only in science, and thus integration of the storage in other 
applications, and portals becomes much easier. In the same way, integration with public cloud providers 
becomes easier, giving researchers more flexibility in how they perform their work. HTTP and 
management interfaces built on top allow versatile access to data, from copying to random remote 
access and even processing of data in a user’s web browser. 

We believe that this step would simplify access to data resources not only for researchers, who can then 
focus on more important work, but also for citizen scientists. 
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ANNEX A. EVALUATION OF RESEARCH COMMUNITIES DATA 
INFRASTRUCTURES 

In the following, we present the use cases of these communities and describe their needs and 
constraints in the schema that we introduced above. We will then describe their current use of data 
with their current tools, compare it to the technologies mentioned in Section 2.3, assess the usefulness 
of those, and point out functionality gaps. To remind the reader of EUDAT’s infrastructure design, we 
include a similar section for EUDAT’s data infrastructure as for the communities. 

The community presentations should be viewed together with the recent deliverable D4.1.2. 

A.1. VPH 

The VPH (virtual physiological human) project is a consolidation effort from different scientific areas to 
model and simulate the human body. A related project is p-Medicine, which aims to make VPH models 
useful for personalized medicine, which we will also include in this summary. The VPH infrastructure is 
currently in development. 

Today VPH coordinates about 30 projects with 300 users; the number of users is expected to rise 
strongly when the infrastructure becomes production-ready. They expect that the number of data 
centres remains the same at three, managed by the community. Currently these hold 10 TByte per site, 
in the next three to five years up to 100 TByte per site are expected. The p-Medicine project also 
consists of community-managed sites. A survey conducted in the VPH project (Virtual Physiological 
Human Network of Excellence, 2008) points out that 57% per cent of researchers require access to high-
performance computing facilities, either grid resources or super computers. 

A typical analysis use case is drug modelling for a specific patent. Such a job starts with a small amount 
of patient-specific data, and then combines this with a model between 8 and 200 GByte in size to create 
a personalized model. Finally this model is staged to and simulated on a supercomputer. The task of 
creating a personalized model can be run on a single machine, or scaled out, for example to grid 
computing clusters. The generic models consist of 10-50 files, which can be large (GByte) binary files, or 
small flat files. The patient data is stored in a relational database. Another related workflow is that of 
tumour growth analysis. Instead of patient data taken form a database, images are pre-processed on 
local computing resources and combined with a model, before the model is staged to HPC resources and 
simulated. Initially only a single researcher uses these specific models, but they are archived for reuse. 
Different workflow types are machine learning type computations on populations instead of individuals. 
Instead of using only a single patient data set, many sets are extracted as 100 MByte files. 

The files needed for a simulation model are typically used together and the 200 GByte model is more an 
upper limit than a common case. However, models are cached at computing clusters, so that 
researchers only have to upload a few MByte to modify the model. It is very likely that data used is from 
the last six months and that all data comes from the same data centre, for example because all data 
belongs to one patient. Files, once in storage, are never changed and their metadata is only appended. 

VPH only provides online storage. The patient data, as mentioned above, is stored in a relational 
database and the model data, which accounts for most of the storage, in plain files. Additional data 
types are a large number of medical images, simulation output in small text files, and simulation 
metadata. The medical images and other patient-specific data are stored in a DICOM system, which is 
only accessible through its API, to which clients are implemented in most medical imaging software. The 
DICOM systems also expose a web service interface and a RESTful interfaces, although it is not used in 
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VPH. p-Medicine also uses OpenStack Swift as cloud data store and integrates most of their services 
using RESTful interfaces. 

The project does not have a federated AAI concept in place, but is eager to implement one with regard 
to the rise in user number expected in the coming years. 

VPH archives consist of three types: file storage, PACS servers, and databases. The file storage 
architecture is straightforward, with only online storage. Beside the need for storage and transfer of 
large data volumes, the archive interface should work together with the DICOM systems, which cannot 
be replaced. As the p-Medicine project already uses cloud storage, HTTP should be supported for the 
data transfer. 

A use case that is currently gaining importance in the VPH community is the use of data in decision-
support of doctors. In this case the transfer latency becomes very important, as the data has to be 
processed on HPC systems and a results given in the matter of minutes. A protocol supporting caching, 
the use of replicas for load balancing, and, depending on the computing model, remote random I/O 
should be preferable. 

A.2. CLARIN 

The CLARIN project works mainly with textual, image, video, and audio data, which are annotated by the 
researcher. The challenges in this discipline are less the amount of data to be managed, but the 
management of complex metadata resulting from the annotation process. The main types data types 
are text, video and audio, so large amounts of small files as well as larger files (GByte) have to be stored. 
The file metadata is itself stored as files, but ingested into a database to improve query performance. 
The archive currently holds about 70 TByte of encoded data and additional 200 TByte of raw data. 

In the annotation process, textual data is generated describing the contents in free text. As currently 
most of the annotation is done manually, CLARIN does not make extensive use of external computing 
facilities, but provides a local cache for data being used on top of their storage infrastructure. This may 
change in the future when automatic annotation becomes more powerful. However, automatic 
annotation and encoding of media files create a continuous need for computational resources. 

Users interact with the data mostly through web interfaces; their main workflow engine ‘weblicht’ is 
built on RESTful web services. This framework can combine several work steps for a user and execute 
them remotely. It does not yet make use of parallel execution, but the desire for this exists. Usually files 
are processed as a whole, so no remote random IO is performed. Every researcher has her own 
workspace on the storage system into which data is copied. If a researcher only needs parts of a file, 
then a new file is created with only the required parts and copied into the workspace. 

In the CLARIN centre at MPI-PL, the storage infrastructure is three-tiered: the data movement between 
the first tier, large disk storage, and the second, slower disk storage, is automated. Backup to tape 
storage are executed manually or through batch jobs. The tape only holds the raw data; encoded media 
files are kept on disk storage. Replicas are created on other data centres as backup asynchronously with 
rsync. The current system does not guarantee consistency of replicas, it is therefore planned to switch to 
another procedure in order to use all replicas for load balancing.  

Data sets are usually used by a small group of researchers who created the data set and are only 
available to this group. The metadata is readable for everyone. It is up to the researcher to make the 
data publicly available, which usually happens after a period of several months. CLARIN data sets can be 
nested and are defined as collection of PIDs. 



EUDAT – 283304  D7.3: Evaluation of existing interfaces to data archives, roadmap for evolution towards a standard 

 

Copyright © The EUDAT Consortium  PUBLIC 25 / 29 

A.3. EPOS 

The EPOS community consists of a variety of sub communities and stores and processes a large variety 
of data, including seismological waveforms and various other geological data. The part of EOPS now 
involved with EUDAT stores data from seismological sensors. Currently the overall size of the archive is 
300 TByte and we can estimate a growth of about 27 TByte per year. Each file describes one channel of a 
sensor for the period of one day and has a size of 25 MByte. The files are stored in a hierarchical 
namespace and grouped in the folders. 

Analyses can be split into two groups: simulations take little input data, while cross-correlations over 
long periods of time take multiple TByte as input. Currently the data size is limited due to the availability 
of computing resources, but analyses with 100 TByte input data are feasible. 

The EPOS community uses only one type of disk storage and uses a data federation so that users can 
transparently fetch files without knowing beforehand which data centre to contact. Replication, 
however, is only used for backup purposes and not for failover or performance gain. The federation 
keeps a central catalogue stored in a relational database. The ArcLink manages this data federation and 
allows clients to retrieve continuous data from different sources according to a time window specified. 
Since the files always contain data for one full day, only parts of it might be requested. 

The resulting data objects are usually only used by the scientist that requested them. For large events, 
for example strong earthquakes, data objects are pre-computed according to the time window and 
geographic location, but usually scientists prefer to make the selection themselves. She then downloads 
her selection to storage and stages them to HPC centres for the analysis. 

The data ingest is a continuous flow, as it comes from directly from the sensors. Due to possible 
transmission errors, the data might be incomplete and has to be repaired after begin transferred to the 
storage. This is done in a cache before the data is transferred to the archive. The data rate is about 
1MBps. 

For the EPOS community, interdisciplinary access to data is important, especially because of the many 
different sub communities, which all create data that can be interrelated. Thus a standard way to 
interact with data beside the ArcLink protocol should be beneficial to the community. Two strong 
requirements of this community are that files can be addressed and read with an offset and that the 
reads can be combined from several storage nodes. 

A.4. ENES 

The ENES community consists of 20 European climate-modelling centres with about 4000 users. Since 
research is a trending topics in society, are growth of about 10% per year is expected. ENES is from the 
interviewed the largest community with tens of PByte of storage, of which about 10 PByte is climate 
modelling data, and the rest satellite imagery. ENES runs a community-internal federation with single 
sign on. 

The prevalent analysis task is modelling, which is performed on HPC systems. In the workflow raw data 
is copied onto temporary local storage, pre-processed, and then staged to HPC. The pre-processed 
model data is made publicly available together with the results on distributed archives. 

The storage systems are built of a three-tiered architecture with fast disk storage close to the computing 
nodes for pre-processing and temporary storage of post-processed output data. Databases make the 
modelling output, model data, and its metadata available to a wider audience for a long term. For 
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backup purposes, the community also uses tape-backed archives for the raw and post-processed model 
data. 

Database records correspond to single measurements and are grouped along the geographical and time 
axes. Those groups are in the order of MByte. Raw files can be larger than 100 GByte, but are mostly 
below 50GByte, and can be below 1 GByte. Post-processed data are usually in the order of MByte. 

There are many opportunities for interdisciplinary research both within the ENES community, but also 
toward social sciences, therefore standardized and simple access to the data is highly wanted. 

A.5. PaNdata 

PaNdata is a European collaboration of photon and neutron laboratories consisting of about 20 
institutes and having more than 30000 users. Each institution hosts at least one experiment facility, 
which is used by researchers on a time-share basis. The community is also involved in the CRISP project, 
where research in data management is done. The data flow in the PaNdata institutes is similar to HPC 
facilities: a user uses the facilities to conduct an experiment, which generates up to several TByte of 
data. This is stored locally temporarily, until the user copies it to her home institution, then the 
temporary space gets freed. Usually, also post-processing of the data is still done on-site, for which the 
institution provides computing facilities. Additionally, sites provide local archives, on which experiment 
result data is stored. These archives usually have tape storage backends. 

Since users belong to a variety of disciplines and institutions, their data infrastructures are not 
necessarily linked to the experiment site. The result data is transferred manually, possibly also on a disk 
instead of over the network. 

So far, every centre maintains its own archive, data discovery, and AAI, but research is done in all 
directions. The use of a central metadata catalogue called iCAT is planned and already used at some of 
the sites providing an API and a web interface. In the CRISP project Shibboleth is evaluated for federated 
identity management. The part of the AAI providing access to the actual experimental facilities, for 
example accelerators, will most certainly never be federated due to the strict security and safety 
requirements with these machinery. 

Data and domain-specific metadata are separated, as the data is stored in files, and metadata in a 
database, for example iCAT. Scientists usually interact with datasets consisting of several files, which can 
be seen as a collection. Researcher must also be able to link data from multiple institutes, since different 
analyses might be conducted on the same sample in different facilities. 

An experiment’s result data belongs to the scientists who have conducted the experiments and is thus 
only accessed by a small number of people. A publishing policy recently put in place states that data 
should become publicly available after either the scientific paper linked to the data has been published 
or after three years have passed. This might lead to a large interest in some data, but there is no 
experience yet. 

A.6. WLCG 

The WLCG is a worldwide collaboration to provide computing, network, and storage for the Large 
Hadron Collider at CERN. It manages more than 100 PByte of physics data, both from the LHC and 
simulations. Analyses consist mainly of grid computing with large amounts of data. Data movement, 
including the inter-site replication strategies, are up to the LHC experiments, which have developed 
highly sophisticated data management frameworks. All analysis jobs carried out on the grid use these 
frameworks for moving data, distributing software, and managing the computation. 
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The storage is managed through the SRM protocol, which allows the integration of tape storage in 
workflows, space reservation, and the use of multiple data transfer protocols. 
Authentication/authorization is done through X.509 client certificates with VOMS extensions. 

Data access has changed in the last years. While initially files were copied prior to computing and the 
focus was on how to minimize the network traffic, now, with much larger network capacities, remote 
access becomes more and more important. A large effort has been put into optimizing remote reading 
by read-ahead and chunking of multiple requests. We can already see that in many cases where only 
parts of a file are used for an analysis, remote access is more efficient than copying the whole file and 
reading locally. 

A.7. PRACE 

The PRACE project provides large-scale computing facilities to many European research communities. 
Since computing on tens of thousands of cores generally either consumes or produces large amounts of 
data, data access plays a big role – especially since it works together with a diversity of researchers.  

For security reasons, researchers cannot access the storage attached to the PRACE computing facilities 
directly, so they copy their data onto a door node and then move it around internally in the intranet. 
The door nodes are accessible through GridFTP and PRACE provides a tool to automate the transfer 
through the door node to its destination inside the intranet.  

At the moment, a researcher wanting to do computation on PRACE machines must be able to transfer 
her data with GridFTP. This should be taken into account, when discussing future data archive 
interfaces. 

A.8. EUDAT 

The EUDAT infrastructure, at its current point, has implications when we consider possible solutions for 
an archive interface. In the EUDAT architecture, metadata is decoupled from the data and made 
accessible through a common interface for all sciences. This is a major step, since it allows search on the 
global metadata space across the boundaries of scientific fields. The metadata is linked to the data with 
persistent identifiers (PIDs). This clear link would make it easy to separate the metadata and data access 
protocols, using protocols also sought after by communities to aggregate metadata. The current 
prototype of the EUDAT joint metadata domain uses OAI-PMH to gather the information from the 
community databases and aggregate them in a global repository. In this concept, the metadata interface 
would be well defined and out of the scope of this discussion. 

The EUDAT researcher data (RDS) store should bridge the gap between data local to one scientist and 
official community repositories. Given the current implementation trend, it will be heavily we-based 
providing file uploads through the browser, a search, sharing possibilities, and data visualizations. Given 
that the RDS might hold large amounts of data as well and should provide replication, it makes sense to 
include it in the considerations so that the RDS and the main EUDAT storage can be based on the same 
technologies. 

The EUDAT safe replication service is making use of the rule engine in iRODS to apply policies. It is thus 
at a lower level than the archive interface and similar to the service classes of Amazon S3 or automatic 
replication in cluster file systems. 
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ANNEX B. GLOSSARY 

AAI Authentication and Authorization Infrastructure 

ACL Access control list 

API Application programming interface 

CDI EUDAT Collaborative Data Infrastructure 

CDMI Cloud Data Management Interface 

CLARIN Common Language Resources and technology Initiative. An ESFRI project in the 
Social Sciences and Humanities domain. 

CORS Cross Origin Resource Sharing 

EGI European Grid Initiative 

EMI European Middleware Initiative 

ENES European Network for Earth System Modelling 

EPOS European Plate Observing System. An ESFRI project in the Environmental 
Sciences domain. 

ESFRI European Strategy Forum on Research Infrastructures 

FP7 Seventh Framework Program 

HEP High Energy Physics 

HPC High Performance Computing 

iRODS Integrated Rule-Oriented Data System 

ISO International Organization for Standardization 

LHC Large Hadron Collider 

OAI-PMH Open Archives Initiative - Protocol for Metadata Harvesting 

OCCI Open Cloud Computing Interface 

OGF Open Grid Forum 

PID Persistent Identifier 

POSIX Portable Operating System Interface 

PRACE Partnership for Advanced Computing in Europe 

Preservation Provision of generic support for permanent access to ‘physical’ data – the bits 
and bytes – including storage, replication, provenance, etc 

RI Research Infrastructure 

S3 Amazon Simple Storage Service 

SAML Security Assertion Markup Language 

SRM Storage Resource Manager 
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VO Virtual Organisation 

VOMS Virtual Organization Membership Service 

VPH-I Virtual Physiological Human Initiative 

WLCG Worldwide LHC Computing Grid 

 


