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EXECUTIVE SUMMARY 

This document represents the EUDAT Deliverable Document D7.1.1. In this we present the work 
performed in the first 12 months of task 7.1.1.1 of Work Package 7. 

EUDAT as a project is to deliver a common data infrastructure so that users from the communities 
involved in this project, and others that may join later, will be able to share their data with other 
researchers not only in their field but make it accessible for cross disciplinary research. As data volumes 
increase rapidly across many communities it is becoming increasingly difficulty for individual data 
centres to scale up to the levels required. Storing data at many different centres but that introduces its 
own problems since data centres may have different underlying storage technologies which provide 
different interfaces. To allow scientists to access data at geographically distributed sites means 
providing standard interfaces such that the user can access data in a common way regardless of the 
physical location of the file. This is the role of a data federation such as that proposed by EUDAT. 
However, it is essential that the infrastructure delivered by this project is scalable beyond the current 
needs of the existing communities, but must be able to meet their needs beyond the lifetime of this 
project. It must also be easily incorporated into new data centres should they wish to join EUDAT; while 
there are several large data storage facilities in this project, there are many others that could join and 
provide resources to the federation and a simple set up is key to adoption by these already overworked 
sites. 

Within the communities involved in WP7, a number of other key requirements have been identified. 
These primarily relate to the requirements to provide an infrastructure which allows those users to 
ensure efficient analysis on High Performance Computing nodes. In order to make efficient use of 
available network bandwidths, the ability to perform subsetting or subsampling of large data sets at the 
data centre before delivering for analysis is seen as highly desirable. 

This document describes how we test the scalability of the CDI by looking at the scalability of 
components of the infrastructure. The selection of iRODS as the federation technology was made for 
very good reasons by work package 5. It provides many of the tools that are needed already built in and 
minimises development effort by providing a simple, pluggable interface which allows new rules, or 
micro-services in iRODS terms, easily integrated. It is also widely used across many disciplines and has a 
large user and support base. Within task 7.1.1.1 we look at the scalability of this, and other, technologies 
to see whether it meets the requirements identified by the user communities in this work package. 
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1. INTRODUCTION 

1.1. Purpose and structure 

This document represents the EUDAT Deliverable Document D7.1.1. The EUDAT project is split into 
seven work packages, each of which is split into several tasks. This document presents the work 
performed in the first 12 months of task 7.1.1.1 of Work Package 7 (WP7) which looks at assessing the 
scalability of federation across existing archives. In this we look at the key federation layer of the EUDAT 
CDI to assess its scalability and try to identify limitations of this technology. 

In Section 1 we present the background to this task based on discussion with user communities within 
this work package. Based on feedback from these communities we extract the specific set of scalability 
issues that they believe they will face in the coming three to five years. It is clear that data volumes from 
these communities are growing rapidly, but the key driver is the additional analysis work that is 
expected and the need for low latency, high throughput data transfers. There are also drivers to have 
server side services to perform subsetting or subsampling on large data objects to cut down on network 
traffic and encourage more efficient use of HPC nodes for analysis. In this section we also look at other 
projects using or planning to use federation technologies for their own needs. It is clear that science is 
becoming more international and collaborations are being set up across national boundaries where they 
did not exist in the past. However, it is not just science that uses federation techniques; commercial 
vendors like Google and Amazon already use federation to distribute information at geographically 
distinct sites. 

Section 2 describes the test infrastructure developed in this task. Each of the sites involved has a distinct 
test set-up locally and while the number of sites and total storage is quite small compared with 
production systems, this heterogeneity does provide us with a means of comparing different 
architectures and how they behave in a federated environment. A special thanks should be expressed to 
Juelich and RZG who have provided test infrastructures even though they are not directly involved in 
this task. This section also discusses the test plan and how it relates to the requirements of the 
communities described in Section 1 and presents tests based on using iRODS as the federation 
technology. Transfer results and scalability limitations of this product are demonstrated and discussed in 
relation to the requirements previously mentioned. 

Section 3 attempts to summarise the results of what we have done so far and highlights areas where 
extra effort may be required to make best use of iRODS within the current CDI. It is clear from tests 
carried out that optimising database performance of the iRODS iCAT server is key to the scalability and 
usability of this technology for the requirements identified. It also looks forward over the remaining 
period of this task to highlight additional work required. There are two additional federation 
technologies which will be tested and compared to iRODS, namely http and xrootd, and we need to do 
scalability testing of the proposed EUDAT Metadata Service. A proposed plan is also given indicating 
time scales for the remaining work in this task. 

1.2. Statement of Problem (What is “globally scalable archive federation 
technology”?) 

This work package is attempting to investigate and mitigate or suggest solutions to scalability problems 
in a globally federated storage system. A globally federated archive is in many ways similar to a storage 
cloud such as Amazon S31 but providing persistent storage tailored to meet the needs of a diverse set of 

                                                             
1
 http://aws.amazon.com/s3/ 
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scientific disciplines which commercial providers do not meet. To understand what is meant by the term 
‘globally federated archive’ it is necessary to understand what we mean by the terms used. In this 
document an archive is a location (data centre or similar entity) where data may be stored and retrieved 
with some guarantee of the persistency and bit-preservation, and long term availability of resources 
(both physical and human). Thus an archive can be considered to be a persistent data sink and source. 
The term federation is used to here to mean distributed but globally accessible. While many data 
centres exist within scientific communities and in some cases already exist as loose federations, these 
have up until recently been developed primarily for specific disciplines (EIDA, ENES, WLCG, etc). An 
EUDAT federated archive needs to break out of the domain constraints imposed by specific communities 
in order to provide accessibility to a wider, cross disciplinary user base, while also both encouraging 
good practice from new communities not familiar with large volume data storage and ensuring existing 
requirements of more mature communities can be fully satisfied. It must also be able to cope with 
disparate storage technologies used at large data centres and allow easy integration of new sites and 
communities.  

The primary aim of this work package then is to develop ways which allow existing, single disciplinary 
archives (which can themselves be a federation across many data centres), to provide information about 
existing data sets to other disciplines, and access to them, without the end user having to be concerned 
about where that data might be located, the underlying technology used to archive the data and specific 
access protocols. We are focussed on trying to exploit the existing systems at different national data 
centres, to enable them to be linked in this way, while only imposing the absolute minimum overhead of 
new technology layers. In addition, we aim not only to link existing archives, but also to allow new 
archives to link into the federation. 

Achieving these aims requires solving extremely complex problem, and the EUDAT CDI is an attempt to 
addressing this by providing common services which have been developed by the EUDAT technology 
workpackage. However, WP5 does not specifically address the long term scalability of the solution, but 
is focused on delivering an architecture that meets the needs of the current partners plus other 
communities who have expressed an interest in using EUDAT as a service, using well known components 
which are believed to be scalable and meet the needs of those involved. As this architecture extends to 
possibly hundreds of data centres and thousands of scientific communities, the scalability of the existing 
solution will be put to the test. Our aim then is to investigate technical solutions to help manage user 
access to federated archives at the scale to which we eventually expect the EUDAT service to grow over 
the coming 3–5 years (and beyond). 

Scalability problems with such a large system come in many forms. It covers not only simple total 
volume storage problems where the ever growing need to accommodate the volumes of scientific data 
being generated by scientific communities, but also the scalability of metadata services to search and 
retrieve the vast number of ‘data objects’, achieving data transfer rates which are fast enough to meet 
the needs of HPC/HTC computing, single file volume limits, protocol stability. This work package 
attempts to investigate, assess and suggest technical solutions to some of these requirements. 

Some hardware and infrastructure (such as networking bandwidth, and whether the type if NIC cards 
used at data centres) are considered out of scope as EUDAT cannot mandate what data centres must 
provide, while other will depend on the federation technologies used as a part of the EUDAT CDI. These 
latter are suitable for testing and it is this that we concentrate on in this document. Sections 1.4 below 
discuses scalability problems with specific reference to the issues of communities involved in this work 
package, while section 1.8 looks at how scalability problems are being addresses in other projects 
outside of EUDAT. 
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1.3. Why is it needed? 

GRDI20202 has highlighted the fact that across all disciplines science is changing. Data volumes are 
growing rapidly and more and more communities are working across multiple sites, combining the 
expertise at these sites and improving the scientific output by aggregating data at these distributed 
centres in analysis. As an example, the Global Biodiversity Information Facility is developing 10000 
databases across the globe. In addition to this increase in data volume, there is a trend for increasing 
multi-disciplinary research where scientist from different communities work together on novel science 
projects with the aim of producing novel science or improved results from analysis. As more disciplines 
come together data processing of the disparate information is becoming an increasingly complex 
problem requiring more and more computing resources. To ensure this is efficient, improvements in 
HPC must be matched by efficient long term archives for data which must not only ensure that data is 
preserved for many generations, but must also ensure low latency, high throughput access to their 
holdings to meet the increasing computational requirements of the future. 

Current data centres have a wealth of experience in managing and preserving data. However, the rapid 
growth in storage demand at these sites as more and more sciences realise that it is not efficient to 
expend effort in designing and maintaining their own storage and utilising existing data centres which 
have expertise in this area is an attractive alternative. Space, cooling and power costs are becoming a 
premium and solutions like federated or cloud storage represent an attractive alternative to allow data 
to be distributed across many centres while maintaining a standard interface for users so they do not 
need to know exactly where the data they require is geographically located. 

As well as the need to store increasing volumes of raw data, storing of the results of analysis as well as 
provenance is becoming increasingly important. As science is increasingly used to guide government 
policies the results of research it is essential to be able to demonstrate how the results were obtained 
and be able to reproduce this analysis at different sites. This digital ‘paper trail’ introduces its own 
complexity and increasing use is made of work flow engines to standardise processing and archiving of 
algorithms for future use is further increasing the problems of data archival and retrieval. Not only must 
the code be available for 20 years, it must also be possible to run it again. 

Aside from the infrastructure required, access to metadata associated with it must be harmonised. As 
more and more disciplines work together there will arise increasing numbers of ‘ontology clashes’ 
where the same word has different meaning between communities. The word species for instance 
clearly has different meanings to a zoologist and a chemist. This is already a problem in related 
disciplines; sea surface temperature can have a different meaning depending on how it is measured and 
knowing this different is critical to meaningful analysis when the different sources are integrated. 
Overcoming these differences and unambiguously defining terms is key to successful federation of 
information. 

The work in this project represents one of a number of projects looking at these problems, many of 
which are reported in the outcome of GRDI2020. 

1.4. Aims and Objectives 

In the EUDAT DOW, the overall goal of task 7.1.1 is to develop a technical design for a scalable federated 
archive suitable for adaption to the EUDAT CDI for the use by many different communities, which can be 
easily integrated into the EUDAT AAI system, and able to use extensible common schemas to 

                                                             
2
 Global Research Data Infrastructures 2020; http://www.grdi2020.eu/ 
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accommodate new communities and provide support for domain specific ontologies. However, the 
absence of these key components has required us to look at this task in a different model. Instead, we 
have concentrated on assessing the scalability or core components of the CDI. 

It was also realised early on that the long term goal of this task to deploy a scalable architecture into 
EPOS and other communities will be difficult since by the end of the project, the goal is that the EUDAT 
CDI will be in place at sites and being used in production. Disrupting a production system – even if not 
widely used – to deploy an alternative solution may not be feasible. In agreement with the communities 
involved in this task, it is proposed that we deliver a prototype system which can sit alongside the 
production software stack, while not interfering with it, to provide a proof of concept. 

In addition, testing scalability to the levels involved in the EUDAT long term vision is not possible within 
the constraints of the resources, both physical and human, within the whole EUDAT project let alone 
within this single task. If EUDAT succeeds in its objective of becoming the de-facto archive of choice, the 
number of data centres could run to the order of hundreds. Each of these data centres could be holding 
petabytes worth of data which could be referenced within EUDAT, across hundreds of millions (probably 
tens of billions) of files. Trying to replicate this scale is clearly not feasible. However, identifying 
limitations of the software stack components that make up the EUDAT federation does at least start to 
constrain technologies suitable for maximising the scalability of the architecture. 

This task focuses on the core scalability aspects arising from the core services outlined in WP4 and WP5, 
and specific scalability issues identified be WP7 use communities, and makes the following assumptions 
about any technology which EUDAT will require to be installed at either community sites or data 
centres. 

 Existing users within communities should ideally not have to adapt their current processes, or 
at worst, only have to manage minimum adaptation. For example, staff working at CERFACS 
should still be able to access their data using their current methods and should not be forced to 
use the EUDAT CDI when working with local data. For these users, EUDAT would be used to 
provide a common interface to accessing data at non-local sites such as RZG. Thus any 
technology used with EUDAT should complement, but not replace, existing tools. This concept 
extends to any existing metadata schema; EUDAT should not mandate changes to existing 
schemas, but can provide technology to either provide a common interface or allow harvesting 
of metadata from a community model. 
 

 Data centres should not have to change their underlying technologies. As identified in WP5, 
data centres run a variety of scalable technologies and expecting them to change these would 
be prohibitive. Any interface to the storage at existing data centres must not require a change 
to the existing technology but should sit alongside it. It should also not require significant extra 
investment in hardware or commercial software products at a site; requiring an additional high 
performance ‘interface nodes’ or requiring proprietary software would be too much of an 
investment for most sites. 
 

 As far as possible, metadata service and the archival service of EUDAT should be loosely 
coupled. Any EUDAT metadata service will have its own scalability limitations and attempting 
to tightly couple this service with the archival services will make design changes more difficult 
and make addressing scalability or performance problems significantly more difficult; noting 
that both the PID and metadata service are core components and must be consistent across 
EUDAT sites. It is appreciated that within some communities this may not be possible since 
their data is stored alongside its associated metadata in database tables, while other 
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communities explicitly store detailed metadata within the file contents or even the file name. 
However, the design goal for EUDAT in providing a scalable solution is best addressed by loose 
coupling between the metadata and the data to which it refers. 

 

Figure 1: Remote and Local Access to Data 

Based on these assumptions, we have split the work of task 7.1.1.1 into two parts; assessing the 
scalability of the ‘federation layer’ (that is the software used to provide an interface into the existing 
data centres involved in this task), and the scalability of the metadata service (potentially involving some 
development effort into an alternative, scalable architecture if it is thought the architecture proposed by 
the Metadata Task Force fails to adequately address future scalability requirements.. 

In this first year, we have concentrated on the scalability of the federation layer across existing archives. 
We have looked at the following aspects of scalability as far as is practicable within the hardware 
limitations which can be provided by source sites: 

1. Namespace Scalability: Does the technology have any limitations on the number of files it can 
maintain, 

2. Streaming Read Limitations: How is performance affected when trying to copy multiple files out 
of the storage solution through the federation technology in parallel, 

3. Streaming Write Limitations: How is performance affected when trying to copy multiple files 
into the storage solution through the federation technology in parallel, 

4. Stream Read/Write: How is performance affected when trying to copy multiple files into and out 
of the storage solution through the federation technology in parallel, 

5. Volume limitations: Is there a limitation in the size of files which can be archived using the 
federation technology 

6. Random Access Read Limitations: How many times can a single file be opened for read access 
using the federation technology 

7. Protocol stability: One connections are opened how long can we keep them open 
8. Cross Federation scalability: How many concurrent file transfers can we send between sites. 
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From this list, items (2), (3) ,(4) and (8) look at specific needs identified by the use communities in this 
work package. Items (1) and (5) are more related to large scale federation, although with file sizes 
increasing to provide efficient storage (5) is also relevant to communities directly involved in this work 
package. Items (6) and (7) are derived from discussion with communities outside of EUDAT where 
processing is performed by accessing data directly on the storage system from the compute nodes. 
While none of the current communities involved use this processing model, it is an issue which will 
possibly affect new communities. 

In order to assess the scalability of the federation layer, it is first necessary to understand the scalability 
of the underlying archives. As stated earlier, different data centres run different storage solutions with 
different configurations.  

Within this task we have six data centres involved (STFC, DKRZ, PNSC, Juelich, UiO and RZG). With the 
exception of STFC which runs CASTOR, all other sites are providing storage based on GPFS. However, 
each site has GPFS configured slightly differently. INGV and CINECA will also be involved in subsequent 
work in this task since they will be providing support for deployment of any different technologies at 
community sites. Within Scalability Issues task (7.2), research is being performed into looking at 
different storage and access technologies so is not further investigated in this report. 

1.5. Meta data scalability 

Section 1.4 above describes why a scalable metadata capability is fundamental to across disciplinary, 
federated archive architecture. This section explains how progress on this has been managed within 
7.1.1, given the wider uncertainties surrounding metadata services across EUDAT. From the start of the 
EUDAT project, while there has been good progress in developing many of the services, safe replication, 
data staging or dynamic replication, and so on, there has been much more uncertainty about what 
metadata services EUDAT should be delivering. This is made clear in the opening statement of the Meta 
Data Task Force Discussion Document3: 

“In the EUDAT DoW a task is described to come to a Joined Metadata Domain for the resources 
managed by EUDAT services. However this work is underspecified and no clear goals were set. 
To come to a clearer picture especially about what the scope and ambitions of EUDAT in this 
respect should be, the EUDAT EB decided to create a Metadata Task Force (MTF) chaired by 
Frank Toussaint (FT) (DKRZ/ENES) and Daan Broeder (DB) (MPI-TLA/CLARIN) to guide internal 
EUDAT discussions and come to a ‘position’ document until end of April. In the MTF Michael 
Lautenschlager (ML) represents the EB and the MTF itself will work in the work package 
concerning EUDAT Services and Technology Appraisal”. 

As a result of this it was agreed that the current task would (could) not define the scope of how to 
address metadata scalability, until the wider EUDAT project had first defined its approach and scope of 
EUDAT metadata services. The EUDAT Meta Data Task Force was convened for that purpose, and 
developed the Meta Data Task Force Discussion Document as a vehicle for defining the approach and 
scope for EUDAT. The MD TF discussion document was approved by the EUDAT Executive board on June 
4th 2012. Subsequently4, it has been agreed that WP7 would work directly within the EUDAT MD TF to 
clarify and contribute to the forthcoming detailed work plan and that resource contributed by Assessing 
Scalability and Preservation work package to the MDTF can contribute to all and any key problem areas, 

                                                             
3 See Metadata_TF-DiscDoc-V10.docx at https://confluence.csc.fi/display/Eudat/Metadata+Task+Force 
4
 9

th
 EUDAT Executive Board Meeting 2

nd
 July 2012. See https://confluence.csc.fi/display/Eudat/Executive+Board+Meetings 

https://confluence.csc.fi/display/Eudat/Metadata+Task+Force
https://confluence.csc.fi/display/Eudat/Executive+Board+Meetings
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not specifically to scalability issues5. The work plan will eventually be submitted to the EB6’7, and once 
approved, and the work underway, this will then be able to review progress, and be better placed to 
agree and define its optimum approach to integrating metadata scalability into the scalable federated 
archive developments it is currently working on. Some definite objectives have already been identified 
by the task force including the use of OAI-PMH to harvest metadata from sites that already support this 
functionality, looking at trying to define a core set of metadata which is common to all communities and 
trying investigation of ontology mapping between disciplines. Within the task being reported on some 
work has been done on looking at architectural alternatives and this is included in Annex E of this 
document. 

1.6. Integration with AAI 

Clarify the need for it, but recognize work involved, and explain decision to ignore this for now, but 
integrate in future. See position paper presented to and approved by EB. 

WP7 is aware of the development of services in WP5, and is closely connected to the relevant EUDAT 
working groups, particularly those on the relevant and related areas of AAI and Metadata management, 
but from a different perspective, since unlike any other EUDAT work package, WP7 needs to remain 
focussed on the 3-5 year horizon.  

Until such time as the project requires WP7 to reprioritise its activities, WP7 needs to be aware of and 
involved in current related developments in other work packages, whilst at the same time ensuring it 
remains focussed on the problems expected within the next 3-5 years. This is a careful balance, for 
which there are no easy solutions or formulae. It requires close and continued discussion with WP4, 
WP6 and with WP5 in particular. The following specific actions by WP7 were agreed with the SAF in 
February 2012, and subsequently approved by the Executive board as necessary steps to help achieve 
this balance: 

 Regularly review progress of the EUDAT AAI task force. It would be easy for WP7 to divert 
significant core effort into AAI, and by so doing fail to address the set of core issues currently 
under consideration. AAI is an area of world-wide interest and there are a considerable number 
of ongoing developments and projects. WP7 believes that the most productive stance at this 
stage is to track these developments via the EUDAT AAI task force, and review the position with 
respect to integration into scalable solutions during EUDAT year 2 or 3. 

 In order to achieve the necessary levels of scalability, WP7 believes that separating (or 
minimising) linkage between the physical archives and their related meta-data is a key 
architectural step. WP7 should be actively involved in the EUDAT metadata working group. The 
WP7 focus within this WG will be on developing solutions to enable cross disciplinary metadata 
searching across multiple separate institutions and disciplines. The WP7 focus will be aware of 
and consistent with the emerging metadata tools and services that may be developed and 
deployed by WP5 & WP6, as this area is also within the remit of the EUDAT meta-data working 
group.  

                                                             
5 From the planning discussion of the EUDAT MD TF held on 6th July 2012 
6
 Originally planned for July 3

rd
 2012, not submitted as of 20

th
 july. 

7https://confluence.csc.fi/download/attachments/11993625/TF-MD-Plan-
v4.docx?version=1&modificationDate=1346323255647 
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2. USER COMMUNITIES AND SCALABILTY REQUIREMENTS 

In this section we report on the use cases of the user communities involved in this task and glean 
specific requirements from these. This differs slightly from the User Requirements in the Stakeholder 
Requirements work package of EUDAT in that we are looking at requirements for the medium and long 
term rather than the immediate needs of the communities. In addition, the Stakeholder Requirements 
work package involves many more user communities than those in involved in this report and so have a 
broader focus. However, the communities in this report do represent a good cross section of the total 
communities involved. 

2.1. ENES Scalability Problems 

For the ENES climate community, there are various scalability dimensions as shown below: 

 Hardware and Network Infrastructure. Issues arise in client/server bandwidth due to large 
number of users using the system concurrently, server-server bandwidth for replication where 
hundreds of terabytes need to be replicated daily (a key bottleneck at the moment) and load 
on servers due to subsetting operations required to deliver manageable data sizes to end user 
and clients. 

 Software Infrastructure. Keeping data servers, file catalogues and metadata in sync and up-to-
date, particularly certificate and trust management systems up to date are significant issues. 
Software management in a federated environment also presents a challenging problem. 

For the ENES climate change impacts communities, scalability problems are quite specific, but they also 
use the infrastructure provided by the ENES Climate Community at large. Impact Users Communities 
doesn’t need (and doesn't want because of limited capacity) very large data volume at the end of the 
Use Case. But required data volume for processing, before data provision, can be very large, and there 
are actually no facilities to perform the needed processing close to the data sources, except for spatial 
subsetting. This is a challenge for scalability because it means that we should have front-end servers 
that can cope with very large datasets, with proper databases access that can extract part of the data 
efficiently. For example if data is stored as 2D field and for a study you need only a few points, but for 
150 years and for 15 models for a few parameters, the real physical data access can be quite 
cumbersome or impossible to do with an acceptable duration. Also, it means that we cannot perform 
this data processing on the data servers themselves because it would hamper their responsiveness to 
data requests. 

Within 3-5 years, for the ENES impacts communities, the datasize one would want to access could be up 
to 300TB, the number of files from 15000-300000. 

2.2. EPOS Scalability Problems 

For scalability, EPOS has two main challenges. First, it seeks integration of diverse data sets archived into 
different data centres using different technologies and schema. Second, it seeks federation of the same 
type of data across multiple data centres. The scalability issues are intimately related to the data 
services that will exploit the underlying data organization and accessibility. This includes, for example, 
the means for accessing, using, obtaining information, analyzing and displaying the data. 

With regard to the first challenge, the objective is very much alike that of EUDAT as whole but at a 
smaller scale ‒ it is sought the integration of diverse archives and creation of a common data 
infrastructure for the solid Earth sciences. A number of services will be implemented to “discover” and 
“mine” the data. We note that EPOS is now in the preparatory phase, PP, and it is now finishing to 
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gather the information from all the working groups participating to EPOS (i.e., seismology, geodesy, 
geology, experimental laboratories, vulcanology, other geophysical data and satellite observations). The 
data types (digital objects) are very diverse (e.g., time series, images, movies) and differently organized 
(e.g., file systems, DBs). Thus in this first case, the scalability is to be meant as integration of diversity. To 
provide a few numbers resulting from the EPOS inventory, there are 19 countries with a total of 197 
research infrastructures, from 136 institutions providing and acquiring data, in the solid earth sciences in 
Europe. 

We note also that the working group 7 of EPOS PP (WG7, ICT and e-RI Facilities) has proposed for this 
integration a multi-stack approach of the EPOS PP project. More specifically, WG7 of EPOS has 
envisaged the integrated services that EPOS will provide have the following main functionalities sub-
divided into different levels of access and content – Discovery and Contextual and Detailed Levels.  

The second challenge consists of federating geographically distributed archives containing the same 
type and large (TBs) amounts of data (e.g., seismological data archived in specific data structures and 
formats). This is important since there are state-of-the-art analysis schemes that require access, for 
specific time windows, to data stored in several archives. The scalability issues derive from the difficulty 
of moving large quantities of data across the network. This all suggests prioritising the moving of the 
processes rather than the data. We note that at the scale of TBs and PBs, the data movement is an issue 
also locally where, for example, they need to be moved from local data storage area to the cpus 
intended the latter as the computational resources (cluster) where the analysis is effectively carried out. 
This all evidences that it is not so much a matter of only scalability in the number of data centres to be 
federated, but rather more a matter of optimal data management and process management. In EPOS 
(and in seismology specifically) to insure that analysis of large to huge data sets be feasible, it is thus 
essential to identify first how to store and what file systems are better suited to optimize the data 
movement. The latter will also depend on the data target type analysis (e.g., continuous analysis of 
years of data with the primary calculation itself concentrated into small time windows for each 
computational cycle – embarrassingly parallel jobs).  

2.3. CLARIN Scalability Problems 

The Common Language Resources and Technology Infrastructure (CLARIN) aims to offer a single domain 
of language technology8 and language resources9. 

The required data organization in CLARIN includes all relevant aspects such as the existence of a proper 
repository system, the use of versions to indicate history, the use of standard formats, the separate 
availability of metadata adhering to published syntax and semantics, the strict use of persistent 
identifiers (PID) for objects to be offered for re-use, the use of OAI-PMH for metadata harvesting, etc. It 
is also requested that all centres participate in a regular quality control according to the Data Seal of 
Approval (DSA) standard. 

Currently there are about 25 to 30 CLARIN centre candidates that all agreed to adhere to clearly 
specified requirements concerning their data organization, long term availability, reliability, and so on.  
 
CLARIN centers have setup an initial federation of Service Providers. MPI-PL signed agreements with 8 
national IdPs so that all researchers included by these NRENs basically can access the CLARIN services via 
Single Sign On, based on Shibboleth. This system is in production and has been demonstrated. However, 

                                                             
8 Such as  parsers, tokenizers, named entity detectors, … 
9
 Such as text corpora, multi-media corpora, multi-media lexica, brain imaging, ... 
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it takes a long time to convince additional national NRENs to sign, since lawyers study every bit etc. Also 
the federation is expecting that at least eduPersonPrincipalName (ePPN) is provided by the IdPs, but it 
turns out that many universities will not provide any attribute or only anonymized attributes. Currently 
CLARIN is therefore working on a separate CLARIN IdP at which users need to register when no 
attributes are offered by their home institution.  

The CLARIN world is identified by many comparatively small resources having complex internal and 
external structures and relations. Typical time series data such as brain imaging data are comparatively 
easy to manage although they require more storage capacity. Also CLARIN has to deal with lots of 
versions of a certain resource, since gaps are filled stepwise in large periods of time. Non-final versions 
will be associated with PIDs as well if they need to be shared or replicated and thus uploaded into an 
archive. Provenance and context information in the metadata records are utterly important to be able 
to interpret the resources correctly.  

The Max Planck Institute for Psycholinguistics (MPI-PL), represented in EUDAT by The Language Archive 
(TLA), is an example of a CLARIN centre. MPI-PL has about 70 Terabyte in an online repository and in 
total about 200 Terabyte of data since it works with time series data of all sorts. MPI-PL has 4 dynamic 
copies of their online-archive at data centres, for example also at RZG. 

Due to the nature of the data the total volume is not incredibly large; however the number of objects is 
relatively large. For the 70TB in the online archive there are about 750K objects.  

Predicting the data increase is a challenging task. The continuous growth of the archive is relatively small 
and at certain moments in time when agreements are made, large corpora are ingested into the archive 
at once. Historically the archive has about doubled in size each year, but we cannot reliably predict the 
future. 

Essential aspects of the data organization are that all objects, both data and metadata, have to be 
stored on disk and management of the digital objects with persistent identifiers is considered essential 
for a federated infrastructure.  

2.4. Summary of Community Scalability Issues 

Based on the responses from the existing communities we can glean a number of very specific criteria 
that are either current or impending scalability issues. While this is not a full set of the user communities 
involved, at least for the subset involved in this task there are some issues which are common: 

1. Efficient data management is essential, where data needs to exist at a site close to a processing 
centre in network space. If data is geographically distributed it introduces inefficiencies in 
processing. Data placement needs to be a highly efficient process based on the community 
needs. 

2. High transfer rates between storage and compute nodes is essential, requiring low latency 
archives in order to achieve the required efficiencies on compute nodes. This refers to both 
WAN transfers between sites in the federation and local transfer between storage and compute 
nodes. 

3. Services which are able to subset/subsample input data are very important. Typically data is 
stored in large files covering for instance high resolution large geographical extents, or long time 
sequences, but analysis is typically performed on only a subset of the data in the files. Services 
or techniques which are able to deliver this functionality would be of significant benefit to the 
communities. 
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It is also clear that EPOS has goals which are clearly in-line with EUDAT and we should ensure that we 
are aware of what they are doing to see whether any useful lessons can be learned from either side. 

Based on these requirements, the task concerning the Design of generic framework adapted to 
communities’ needs (Task 7.3) is investigating the services while the task about the Scalability Issues 
(Task 7.2) is looking at the data management aspects. Based on these requirements from community, 
subtask Scaling Federation across Existing Archives (Subtask 7.1.1) includes looking at efficient transfer 
mechanisms and optimising throughput. 

It should be remembered that scalability in a federation also covers aspects which may not be of 
concern to a specific community. While each community may be able to hold metadata and file locality 
information for all of their anticipated data, EUDAT must ensure it can manage not only individual 
community needs, but the needs to a whole federation. The number of files and replicas to manage will 
be significantly larger than any individual community needs to be involved with and will scale, at least to 
a first approximation, with the number of communities and the number of analysis sites. The amount of 
data being produced by different communities is also growing rapidly. This is particularly true in 
genomics, where the rapid growth rate shown no indication of decreasing10’11. If these communities join 
EUDAT, managing all of this together with existing communities data sets, becomes a significant issue, 
not just for data management but also for efficient search and data mining operations. Some of these 
issues are addressed in other tests performed in task 7.1.1 documented herein. 

                                                             
10 http://www.nature.com/scitable/topicpage/genomic-data-resources-challenges-and-promises-743721 
11

 http://www.sciencemag.org/content/331/6018/728.full, DOI: 10.1126/science.1197891 

http://www.sciencemag.org/content/331/6018/728.full
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3. RELATED PROJECTS 

There have been, and are, ongoing projects related to data federation which are relevant to EUDAT. 
Some are more mature than others, but in this section we report on these and, where possible, highlight 
places where these projects have encountered issues. There is a wide range of these projects covering 
several disciplines. 

3.1. WLCG 

WLCG have created a large distributed storage and grid computing infrastructure based on a Tiered 
model (Figure 2) based on work of the MONARC project12. In the WLCG storage model, CERN itself is the 
Tier-0 where all data from the LHC experiments is initially archived and, in some cases, prompt re-
processing is performed. Data from the Tier 0 is also replicated to a number of Tier 1 centres (including 
EUDAT partners SARA and STFC) based on rules defined by the experiments which provide some 70 PB 
of disk storage and 100 PB of tape storage (2012 figures). Currently, there are 11 Tier 1s managing about 
1/10th of the data produced by the LHC, but not all experiments use all of the Tier 1’s. The Tier 1 sites 
pledge some level of capacity to the experiment and data is distributed from CERN based on this pledge. 
The Tier 1’s themselves act as a source of data from ‘attached’ Tier-2’s, but also as a primary sink of data 
for Monte Carlo Simulation run at Tier 1s and Tier 2’s. The Tier 2’s generally do not provide significant 
storage, but rather are computing centres for user analysis, reprocessing and Monte-Carlo production. 

 

Figure 2: WLCG Architecture 

Currently the data is quite loosely federated. Each experiment has its own LFC (LCG File Catalogue) 
where each file registered gets a globally unique identifier (GUID). There is a global hierarchical 

                                                             
12

 http://monarc.web.cern.ch/MONARC/ 
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namespace of Logical File Names (LFNs) which are mapped to the GUIDs. GUIDs are mapped to the 
physical locations of file replicas in storage (Storage File Names or SFNs). System attributes of the files 
(such as creation time, last access time, file size and checksum) are stored as attributes on the LFN. 
Multiple LFNs per GUID are allowed as symbolic links to the primary LFN. In the WLCG the LFN acts as a 
metadata service to track file creations, accesses and deletions at a global level for each experiment. 

The distribution of data around the grid is controlled by experiment specific software, but is mediated 
by the File Transfer Service (FTS). Use of the FTS allows sites to configure their connections to and from 
other sites in terms of the number of concurrent transfers and the level of parallelism, which enables 
sites to protect both their storage system and networks. Currently the FTS communicates to the storage 
systems through SRM (Storage Resource Manager) which is a middleware component which provides a 
coherent API to the different storage solutions used in the WLCG. 

The WLCG has a federated AAI infrastructure which is based on X509 certificates and Virtual 
Organisations (VO’s). The latter means the same certificate can be used to map the same user to 
different groups. Before the introductions of VOMS (VO Management System), a user would require a 
different certificate for each experiment they worked on and for each role they had in those 
experiments. The VOMS framework very much simplified this and is now a common AAI throughout 
WLCG. 

While the WLCG has been a significant achievement, it has not been without problems. Keeping the LFC 
up-to-date has proved problematic, particularly when non-production users have been allowed to use 
the grid and bypassed established procedures. For that reason, some of the experiments have moved 
away from the LFC to their own solutions. The SRM interface itself proved to be quite troublesome. 
While generally it does provide a common interface to all storage systems, the returns from different 
systems were found to have been interpreted differently by different providers due to loose 
specifications which were interpreted differently by developers. 

Comparing WLCG with EUDAT is quite difficult. Clearly the GUIDs in the LFC map quite neatly to the 
proposed handle system within EUDAT with the exception that each replica of a file does not get its own 
GUID since within WLCG all replicas are transient to some level (there should always be at least 2 
‘archival’ copies held at Tier 1s or at the Tier 0, but other copies may be created elsewhere for specific 
analysis). But it is quite clear that keeping track of replicas, particularly if ones are created to help 
distribute load, is still quite a significant task. 

A review document from 200713 gives an excellent summary of the lessons learned which highlights the 
issues in developing a large scale federated system. Key to this are: 

 The architecture is only as strong as its weakest link, so keeping the middleware stack small will 
improve overall performance in the long run 

 Build robust and resilient services, and avoid single points of failure both in terms of hardware 
and software 

 Managing multiple replicas in a dynamic and evolving system is difficult and error prone 
 Support and Issue tracking are key to maintaining a service to end users 

3.2. Pan Data 

PaNdata aims to bring together thirteen world class European research infrastructures to create an 
integrated, pan-European, information infrastructure supporting the scientific process14. In November 

                                                             
13

 http://www.gridpp.ac.uk/papers/WLCGdeployment-Shiers-paper-CHEP07.pdf 
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2011, the PaNdata Open Data Infrastructure (PaNdata ODI) project started, whose aim is to implement 
the federated data infrastructure, in particular on software and data catalogues, user identities and 
authentication systems. PaNdata ODI runs until September 2014. 

 

Figure 3: Map of Europe showing PaNdata partners 

The main goal of PaNdata ODI is the creation of a sustainable, federated data infrastructure for the 
users of its Neutron and Photon Sources. Building up on the foundation laid by PaNdata Europe, the 
project aims to deploy, operate and evaluate a generic catalogue of scientific data across the 
participating facilities and promote its integration with other catalogues beyond the project. The long 
term preservation of highly valuable scientific data will utilize available standards like OAIS or 
HDF5/NeXus15. The creation of a cross-facility data catalogue requires the unique and persistent 
identification and authentication of users across scientific disciplines and facilities. 

                                                                                                                                                                                                    
14 http://pan-data.eu/about 
15

 PaNdata ODI fact sheet: http://pan-data.eu/Documents 

http://pan-data.eu/about
http://pan-data.eu/Documents
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There are effectively eleven data archives distributed across the thirteen organisations (eleven facilities 
plus two additional new partners, although some of them have more than one archive (as they run more 
than one machine)). 

Data levels vary for different sources. The ratio of data size between neutron and synchrotron is typical 
(e.g. more than 10x the amount of data). There are 5 Neutron, 8 Synchrotron machines in the 
consortium. Error! Reference source not found. indicates the actual data levels for the archives of one 
neutron and one synchrotron source. 
 

Table 1: Data comparison Synchrotrons vs Neutron sources: PaNdata ODI16 

 Neutron source (ISIS) Synchrotron Source (DLS) 

Total Data sets 15,226 n/a 

Total number of files 9,662,906 114,995,506 

Total data volume (GB) 14,777 308,160 

 

There are a wide variety of data management technologies used across the centres. ISIS for example 
archives its data in Safety Deposit Box17, which runs on DMF18, whereas Diamond Light Source (DLS) 
archive stores data in CASTOR19. However there is a proposal to use ICAT20 as the common metadata 
catalogue across all sites. ICAT is a database with a well defined API that provides an interface to Large 
Facility experimental data and will provide a mechanism to link all aspects of the research chain from 
proposal through to publication21. 

The aim is to federate all the archives across all participating centres, so that each can have access to 
the others data. Federation is the preferred method since each facility would expect to manage and 
make available their own data. There is no incentive to pool data or metadata, and good reasons not to 
(to maintain management and ownership). In order to allow cross searching and access, a federated 
approach is the only really feasible approach at this moment. 

The project is in early stages, with the aim to roll out the catalogue across all sites in year 2. This will 
require a common authentication system, which is looking promising, but will not be without its 
problems. 

3.3. Google and the Spanner Project 

Jeff Dean, the key architect behind Google’s Spanner project has defined the Spanner project22 as “a 
single global name space” with the capability to move and replicate loads between its data centres. This 
would allow Google to scale Spanner to between one million and 10 million servers, encompassing 10 
trillion (1013) directories and a quintillion (1018) bytes of storage. And all this would be spread across 

                                                             
16 Personal communication with PaNdata 
17

 http://www.digital-preservation.com/solution/safety-deposit-box/ 
18 http://www.sgi.com/products/storage/software/dmf.html 
19 http://castor.web.cern.ch/ 
20

 http://www.icatproject.org/index.php/Main_Page 
21 http://code.google.com/p/icatproject/ 
22

 http://www.theregister.co.uk/2009/10/23/google_spanner/print.html 

http://www.digital-preservation.com/solution/safety-deposit-box/
http://www.sgi.com/products/storage/software/dmf.html
http://castor.web.cern.ch/
http://code.google.com/p/icatproject/
http://www.theregister.co.uk/2009/10/23/google_spanner/print.html
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“100s to 1000s” of locations around the world23. Within Google, this was a key project designed not only 
to ensure high levels of availability but allow load-shedding to protect data centres. 

 

Figure 4: Design Goals for Spanner24 

At the symposium on Spanner, given at Cornell in October 2009, entitled “Designs, Lessons and Advice 
from Building Large Distributed Systems25” some of the following points emerged which are relevant to 
the EUDAT position: 

 Distributed systems are essential. Data, request volume or both are too large for single 
machine. This requires careful design about how to partition problems, and generated need for 
high capacity systems even within a single data centre. 

 The Google cluster environment is typically compose of more than 200 clusters, each one of 
which is made up of thousands of machines, with typically a single configuration running GFS, 
holding more than 4PB and with cluster scheduling, operating at ~40GB/sec read, write load. 

 An important skill is the ability to estimate the performance of a system design without having 
to build it! Back of envelope calculation using key parameters to estimate design speeds is a 
very useful approach. 

‒ Developing benchmarks helps to develop intuition for back of envelope calculations. 
‒ Understanding the basic components (such as Core language libraries, basic data 

structures, protocol buffers, indexing systems etc), and their implementation is key to 
being able to do back of envelope calculations. This will require local experts at from 
each EUDAT data centre. 

 Start with your own infrastructure, and aim to meet most, but not all of the requirements. 
Check that the existing environment works for one or two order of magnitude increase in scale, 
but recognise it probably won’t for a one hundred fold increase. 

 Aim for low average latency = happy users 

                                                             
23

 Ibid. 
24 http://www.royans.net/arch/spanner-googles-next-massive-storage-and-computation-infrastructure/ 
25

 http://www.cs.cornell.edu/projects/ladis2009/talks/dean-keynote-ladis2009.pdf 

http://www.royans.net/arch/spanner-googles-next-massive-storage-and-computation-infrastructure/
http://www.cs.cornell.edu/projects/ladis2009/talks/dean-keynote-ladis2009.pdf
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 Have adequate monitoring to be able to work out what is going wrong when something does 
go wrong. 

 Make use of technologies such as Map-Reduce26 
 Users specify high-level desires:  

‒ “99%ile latency for accessing this data should be <50ms”.  
‒ “Store this data on at least 2 disks in EU, 2 in U.S. & 1 in Asia” 

Some significant differences between Spanner and EUDAT: 

 Spanner does not intend to do federation across different organisations. It is one very big, 
joined up network with a single namespace. 

Another Google technology which may be of interest to EUDAT is BigTable27 (a compressed, high 
performance and proprietary data storage system developed and used by Google). Although this is not 
distributed outside, other similar tools do exist such as Apache Accumulo, Apache Cassandra, HBase and 
Hypertable28. How useful might these be to EUDAT? 

3.4. iRODS scalability Paper 

Many papers exist on the issue of iRODS scalability. One such paper which we consider to be of direct 
relevance to EUDAT is that of Huenich and Mueller-Pfefferkorn29. iRODS has been chosen as the core 
technology for the initial EUDAT deliverable since many essential EUDAT requirements are built in to the 
core, and it is easily extensible by creating new ‘rules’ as micro-services. 

Huenich and Mueller-Pfefferkorn undertook a systematic performance analysis of iRODS using the 
BenchIT benchmarking tool. The tests focused on typical scenarios (usage profiles) which are 
encountered when using iRODS to manage large datasets. These include large data transfers, metadata 
transfers and stress-tests. 

One of the major focuses of the tests was the comparison of the performance of iRODS with a clean/low 
occupancy (zero files) system and a high occupancy (13 million files) system. This allows us to gain 
insight into the scalability of iRODS and shows us how the system can be expected to work in a real 
production environment. 

Results:  

Several results from the study are of interest to EUDAT and we can break these down into the following. 

1) Handling large datasets: 

A test was performed where 150 small files (1 Byte) were transferred simultaneously to an 
iRODS server using the iput command. These tests were undertaken using a low occupancy 
iRODS system (no files) and a high occupancy system containing 13 million files. The high 
occupancy was found to cause a delay in all areas of the transfer, connection, login, data 
transfer and in total lead to an increase in transfer time by a factor of 20. 

2) Comparing read and write times: 

                                                             
26 http://www.cs.princeton.edu/courses/archive/spr11/cos448/web/docs/week10_reading2.pdf 
27

 http://en.wikipedia.org/wiki/BigTable 
28 Ibid. 
29

 http://ieeexplore.ieee.org/stamp/stamp.jsp?tp=&arnumber=5679862&isnumber=5679615 

http://www.cs.princeton.edu/courses/archive/spr11/cos448/web/docs/week10_reading2.pdf
http://en.wikipedia.org/wiki/BigTable
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A set of three tests were performed with small files (1 Byte) being written (iput) and read (iget) 
to/from an iRODS system with differing occupancy (zero files, 7 million files, 13million files).  

The tests showed that the times for both reading and writing files increased with increasing 
occupancy and two aspects in particular stood out. Firstly, the impact of catalogue occupancy on 
the write times is much more pronounced than for read times. Secondly, although initially the 
time to write files is lower than the time needed to read files, this behavior is reversed once high 
occupancy regions are reached. 

3) Writing user defined meta-data: 

Several tests were performed using imeta requests to write user defined metadata to the iRODS 
server. Again the tests showed a performance penalty when writing to an iRODS server with 
high occupancy (13 million files) in comparison to one with zero occupancy.  

4) Stress Testing: 

To gain an insight into the performance of iRODS during periods of high use tests were 
performed with large numbers of metadata requests and data transfers. One test which is of 
particular interest was performed using continuous transfers of bunches of 1000 files (each of 
which was 100 Bytes in size) via iput to the iRODS server. Figure 5 shows the results of this test. 
It can clearly be seen that as the occupancy of the iRODS server increases (i.e. the total number 
of files increases) the performance of the data upload decreases. These tests show the results 
for 13 million files (each 100 Bytes) being transferred with iput. With each run 1000 files are 
transferred. The times for each run and the number of files transferred per second are shown.) 

 

Figure 5: Stress Testing Results for iRODS iCAT Server 
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Conclusion: 

From a EUDAT perspective the major finding of this study is the impact of increasing occupancy on the 
iRODS performance. 

Large performance differences are observer in several areas as the size of the iRODS catalogue (iCAT) 
increases. In some circumstances these performance decreases can be somewhat mitigated by 
performing parallel transfers or requests however a performance degradation is still observed.  

One caveat which should be raised is the possible dependence of these results on the iRODS version. 
Huenich and Mueller-Pfefferkorn undertook their tests using iRODS version 2.1 while the de-facto 
version used within EUDAT (as of writing) is version 3.0. Although we expect that the performance 
penalties encountered when using high occupancy iRODS systems still exist the true extent of these with 
current iRODS version can only be found via direct tests. 

EUDAT is a project which will manage very large datasets, high occupancy in the iRODS systems is 
virtually guaranteed, as such the impact of this increasing scale is something which must be tracked and 
managed.  

3.5. WLCG Next Generation Storage 

WLCG are working on more efficient methods of federating data archives along two strands. There is a 
working group set up to look at this and the experiments themselves are investigating technologies 
which will make federation more seamless with fewer layers of middleware. There are a number of 
technologies and improvements being investigated currently.  

On the technology side there are currently two main technologies being investigated; xrootd and http. 
Both have advantages and disadvantages. The most likely outcome will be the use of xrootd. This not 
only provides a federation technology but also a relatively efficient protocol, including 3rd party copy, 
which is suitable for both WAN and LAN transfers. The xrootd architecture was developed by SLAC and is 
already used exclusively by the ALICE experiment at the LHC. It has the advantages of low latency and 
good scalability. It provides POSIX-like access to files and their directory namespace in a plugable 
architecture, meaning new features can be added with a minimum of disruption. The basic architecture 
is shown in Figure 6 below. The plugable authentication component can easily be modified to support 
any mechanism and multiple authentication protocols can be used. Currently supported authentication 
mechanisms are GSI, Kerberos IV and V and simple username/password. 

 

Figure 6: XrootD Software Architecture 
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Another part of the xroot infrastructure is if the oldb component which provides file location 
functionality and cluster health and performance monitoring. The oldb uses a structured hierarchical 
subscription model. That is, oldb’s connect to form a compact B-64 tree (Figure 7). A special oldb, the 
redirector, sits at the head of the tree. In an oldb controlled cluster, this server is also given the role of a 
manager. The manager is responsible for issuing file queries and collecting responses from nodes lower 
in the tree. 

Since xrootd is based on a B-64 tree, each node can only accommodate 64 sub nodes. Where more than 
64 sub-nodes exist, additional oldb’s must be given a supervisor role. A supervisor node acts in a similar 
way to a manager, but also connects to another oldb higher in the tree. From a manager’s perspective, a 
supervisor is simply another node that can respond to a file query. 

 

 

Figure 7: Oldb B64-Tree Architecture 

Based on this architecture, it appears, xrootd provides a highly scalable federated access mechanism to 
storage systems. However, as mentioned earlier, work is also ongoing into looking at using http as a 
federation technology. This is looking at using http redirection as a possible means of federating storage 
building upon the existing infrastructure in WLCG. The advantage of this approach is it does not require 
any special client software, only a standard HTTP client. The current implementation does require the 
Apache DAV module and a reusable library. The concept behind this implementation is shown in Figure 
8. Within the WLCG, the LFC (LHC File Catalogue) provides a reference to where the file is actually 
located for read requests. However, this is an architectural convenience and any file catalogue would 
work, or the system could just rely on file discovery by querying each archive.  

 



EUDAT – 283304  D7.1.1: Towards a globally scalable archive federation technology 

 

Copyright © The EUDAT Consortium  PUBLIC 27 / 89 

 

Figure 8: Federation using HTTP based on WLCG Work 

The underpinning concepts of this work are to simplify the middleware software stack on order to 
improve reliability and/or move to more standard protocols which are known to scale well. While 
XrootD is inherently massively scalable, it can suffer from ‘cache misses’ and software needs to be 
designed with this in mind, while work is still required on http redirection. 

3.6. NERA, VERCE, ENVIRI 

The European Plate Observing System (EPOS, www.epos-eu.org) is a long-term integrated research 
infrastructure (RI) plan to: 

1. Promote innovative approaches for a better understanding of the physical processes 
controlling earthquakes, volcanic eruptions, unrest episodes and tsunamis as well as those 
driving tectonics and Earth surface dynamic. 

2. Increase the accessibility and usability of multidisciplinary data from monitoring networks, 
laboratory experiments and computational simulations enhancing worldwide interoperability 
in Earth Science by establishing a leading integrated European infrastructure and associated 
core services. 

This requires strengthening the European capability to create high quality data, both observed and 
simulated, and to facilitate access to data products.  

Because EPOS is inherently a distributed infrastructure composed of 1) diverse disciplines within the 
solid earth sciences and 2) the monitoring networks are distributed geographically and pretty much each 
country is in charge of its own equipment and data acquisition. 

These are four projects very much linked to the seismological community of EPOS. The state of 
development of the projects is, however, very diverse. NERA is now ending its second year, VERCE and 
ENVRI are at the end of the first year, and another, project, COOPEUS, is about to start.  

NERA regards the integration at various levels of the seismological and engineering seismology 
communities.  

“…The overall aim of NERA is to achieve a measurable improvement and a long-term 
impact in the assessment and reduction of the vulnerability of constructions and citizens to 
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earthquakes. NERA will integrate the key research infrastructures in Europe to monitor 
earthquakes and assess their hazard and risk, and will combine expertise in observational 
and strong-motion seismology, modeling, geotechnical and earthquake engineering to 
develop activities to improve the use of infrastructures and facilitate the access to data. 
NERA will ensure the provision of high-quality services, including access to earthquake 
data and parameters and to hazard and risk products and tools….“ (from the Document of 
work of the EC NERA n. 262330) 

For EUDAT WP7 purposes, the relevant part is the integration of the key research infrastructures to 
monitor earthquakes and for the assessment of hazard and risk. During the NERIES (2006-2010) project, 
it has been developed the European Integrated Data Archive (EIDA) which is essentially a federation of a 
few national data archives of seismological data (continuous waveforms recorded by more than 500 
high quality broadband stations in Europe). In NERA this federation is being extended. The underlying 
technology of EIDA is ArcLink – an archive networking software developed by GFZ for seismological 
purposes only. This tool has been quite successful so far within the seismological community although  

1. it is not clear whether and to what degree it can be extended to other communities and 
2. the scalability especially in terms of number of archiving centers currently consisting of only five 

or six.  

Nevertheless, EIDA is a concept that must be pursued given the importance of federating the archives 
within seismology and EPOS ultimately. The major concern regards the adopted technology which 
appears of difficult extension to other types of data. For what concerns seismological data access, the 
implementation of the ArcLink protocol has been shown to be effective, though the number of 
federated centres is very small (5 currently). The total amount of data accessible is quantifiable in the 
order of ~300-400 TB. The protocol, however, requires improvements since it has been found difficult 
the set-up as the number of federated centres increases. More specifically, the problems arise with the 
mapping of the seismological equipment metadata (e.g., instrument response characteristics) 
information which is centred into one DB upon which all the others synchronize. This is a single point of 
failure and mal-functioning of this central node conditions all the others. 

VERCE addresses  

i. the analysis of the cornucopia of seismological data acquired by the monitoring networks and  
ii. the 3D modeling of the seismic (and tsunami) wavefield using HPC resources.  

With regard to (i), it has been realized only recently that not just earthquakes but also more exotic types 
of seismic events as well a great amount of redundancy are contained in the continuous waveforms of 
the seismological archives. This thus requires a thorough re-analysis and qualification of the existing 
archives. This data-intensive analysis involves, for example, the EIDA archive mentioned above and, 
depending on the analysis and its scale-length both in time and space, storage and data movement 
requirements involving from 100s of TBs to some PBs are expected. This data challenge is also 
encountered when moving the results of the 3D simulations from, for example, the CPUs to the local 
storage. 

ENVRI’s is a project that includes communities from the ESFRI Environment Cluster. The aim is, with 
support from ICT experts, to develop common e-science components and services for their facilities. The 
results are expected to speed up the construction of these infrastructures and will allow scientists to use 
the data and software from each facility to enable multi-disciplinary science. While recognizing that the 
ENVRI infrastructures are very diverse, they do face common challenges including data capture from 
distributed sensors, metadata standardization, and management of high volume data, workflow 
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execution and data visualisation. Thus the need for common standards, deployable services and tools to 
be adopted by each infrastructure within their construction phases. 

More investigation of ArcLink and whether it can be used wholly, or in part, by EUDAT may be worth 
further investigation as the project becomes more mature. 

3.7. ESGF & EGI 

The Earth System Grid Federation (ESGF) is a spontaneous collaboration of groups, agencies and 
institutions around the world, that are dedicated to the development and operation of a long-term 
system for the management, access and analysis of climate data (see esgf.org/wiki/ESGF_Overview). The 
ESGF architecture is based on a system of autonomous and distributed Nodes, which interoperate 
through common acceptance of federation protocols and trust agreements. Data is stored at multiple 
Nodes, and served through local data and metadata services. Nodes exchange information about their 
data holdings and services, trust each other for registering users and establishing access control 
decisions. The net result is that a user can use a web browser or rich desktop client, connect to any 
Node, and seamlessly find and access data throughout the federation 

The ESGF collaboratively contributes a modular open source data node P2P (peer to peer) software 
stack. This software stack is the basis of an international data federation (CMIP5), which is in production 
since 2012 and serves around one Petabyte of climate data to thousands of climate scientists. The ESGF 
P2P software is also the basis of the ENES European climate data federation.  

In summary around 30 data nodes are in production worldwide, and about 10 of them expose portal 
functionality to search, browse and access data holdings based on synchronised metadata catalogues. A 
single sign on procedure for users is supported based on OpenId. Additionally X509 certificates are 
supported for scripted (rich client based) data access. Authorization is based on group (e.g., project) 
membership and served by a set of authorization servers, which are called via SAML callouts to collect 
user membership information.  

There are approaches to make ESGF interoperable with existing grid infrastructures like C3Grid or EGI. 
For EGI there is a certificate translation service in development, to support EGI users to access ESGF 
hosted climate data.  

The integration and support of federated archives is a strong requirement for climate research. Local 
agencies with different funding and organizational structures are providing data, which has to be 
accessed in worldwide collaborations. ESGF is the first successful attempt to provide a uniform interface 
to internationally distributed, locally funded, climate data centres and climate modelling centres.  

The problems encountered include various scalability problems with respect to user support, metadata 
management for 100s of thousands of files and data transfer bottlenecks (e.g., for data replication 
between large data centres). Also users are not used to be supported by single sign on technology in a 
data federation and are requiring new login credentials at different portals, thus causing user 
management problems.  

Another problem encountered is the data node monitoring and release management in a worldwide 
loosely coupled federation. Often data node managers are not experienced data centre hardware and 
software experts, confronted with a complex ESGF software stack with frequent new releases.  
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3.8. EMI  

EMI is a collaboration of four major European Grid middleware providers: ARC, dCache, gLite and 
UNICORE. The initiative aims to deliver a consolidated set of middleware components for deployment in 
EGI, PRACE and other scientific computing infrastructures.  

Other goals in EMI are:  

 extending the interoperability with different scientific computing infrastructures,  
 establish a sustainable model to support and evolve the middleware,  
 ensure to remain adherent to the requirements of the scientific communities 

EMI schedules major releases and some minor updates of middleware products. For each product 
included in the release there are guarantee of tested features and known issues. Upgrades are deployed 
as soon as some product evolves or some bugs are fixed. 

All the software products related to the developments of EMI project are installed to provide reliable 
services; each of them have a community of users but neither the installations nor the communities 
have been mapped/recorded by anyone. The number of users or installations of software cannot be 
estimate.  

The main approach in EMI project is to reach interoperability of “storage”, not focusing on data 
management. The solutions provided rely on the common interface implemented in the storage 
technologies involved in the projects. The storage access approach planned, from compute resource 
side point of view, is the following: query a registry (GLUE) on available storage service, then negotiate 
the transfer technology and required space through a storage service, then execute the data access with 
the negotiated technology.  

To achieve interoperability between different computing infrastructures, the data federation was not 
the first scheduled step. The project is in its 2nd year and significant improvements have been achieved 
in consolidating the computing area, and improvements of data area is gaining attention and resources. 

The federation of access to data, from user’s point of view, will be reached through the implementation 
of WebDAV compatible interfaces. The goal is not to federate storage elements together, but allow (on 
client side) uniform way to browse catalogs, fetch files and be redirected when needed. The actual plan 
explains that when WebDAV compatible access will be implemented by storage elements then the data 
federation is reached. 

The federation of metadata for discovery of contents or the harmonization of different metadata 
standards is not part of goals of the project. 

In EMI the problems related to AAA have to be solved to have access to the computing resources. To 
have access to data the systems have to handle the user token provided. The plan is to simplify 
credential handling and provide a common set of libraries to uniform the operations. All the project 
efforts are involved to solve the first part of the problem. Currently there isn't any detailed plan or 
implementation to handle AAA in federated data access. 

The EMI project has big differences with EUDAT, but may have some points of contact on adopted 
technologies. Sadly there isn't any consideration related to scalability issues, neither on data handling 
nor on data access.  

The lesson that we can learn from EMI project is that the federation through harmonization of different 
software stacks need development and a slow process of agreements on requirements. On the other 
side the adherence to a mature open standard speed up the federation process. 
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4.  SCALABILITY TESTING AND RESULTS 

4.1. Approach and Rational of Testing 

This section describes more details of the scalability test plan, an explanation and justifications of why, 
how the tests are performed and which centres are involved, and the challenge of testing scalability. 

As a part of the initial work the organisations involved in this task defined a set of tests which are to 
believe to meet some of the scalability issues likely to occur in the archival of large volumes of data. 
Details of the test plan are given in Annex B of this report. These cover the aspects previously 
mentioned including transfer rate testing when systems are under load and the impact of adding 
federation layers to access underlying storage, and namespace scalability tests. 

In order to meaningfully assess scalability limitations imposed by federation technologies, it is first 
necessary to understand the scalability and performance limitations of the underlying storage 
technologies. Within this task, six sites representing data centres have been involved (q.v. below) which 
cover a range of different storage technologies. In setting up these tests, each site has made their test 
storage infrastructure as similar as possible to that which is run in production. Accepting that there are 
differences between sites, we have endeavoured to capture these differences as part of the process; so 
for example we recorded the TCP/IP settings for each site, the specification of the hardware such as 
network cards and physical memory, whether the hardware is being run on physical or virtual machines, 
and so on. These could have an impact on the results obtained from each site and so are necessary for a 
full understanding of the results. It should also be noted that this ‘baseline testing’ did not include any 
federation tests; we did not try to replicate data between sites. This was a conscious decision since 
agreeing on a transfer technology would have been an arduous task and is not really relevant to 
understanding the scalability limitations of the storage systems themselves. We have also elected not to 
look at the scalability of any offline or nearline archives that may be associated with the storage system. 
While many data centres use such archives (for example tape robots or ‘green’ disks), accessing data on 
them needs to be controlled to ensure that efficient use is made of this facility. Within WLCG access is to 
the archival system is restricted to production managers; normal users typically do not have rights to 
trigger tape recalls at will. Having such central control means data from archives can be accessed 
efficiently by staging in large volumes of data at a time, rather than piecemeal as would be the case if 
normal users were able to access the tape system. Currently it is not clear whether tape archives will be 
a part of EUDAT and how access to them will be managed, thus it was felt to be beyond the scope of the 
current testing. 

In the baseline tests, each site used ‘native’ transfer technologies; that is to say using access methods 
most common to users at their site. For example, if the storage system is normally accessed through a 
mountable file system, the transfer technology would be standard UNIX cp. Where this isn’t possible, 
the protocol used should be the equivalent (for instance CASTOR at STFC provides rfcp). The same 
applies to opening files where POSIX provides open and fopen, while CASTOR provides an equivalent, 
rfio_open. The relative importance of each of these depends on the way in which communities perform 
analysis. In some cases, analysis jobs will download data from a mass storage system to local disk on, for 
example, a PRACE node and then run the analysis on this. If this is done ‘on-demand’ then inefficiencies 
in transferring data leads to inefficiencies of running jobs on the analysis node. This is equally true 
writing data back to EUDAT storage nodes once analysis is complete. In other cases, analysis code could 
be written to open files directly on the mass storage (either for reading or writing), in some cases 
holding files open for many hours or even days, and rely on a stable network connection to reads parts 
of any input file. 
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Since the test system is composed of several different architectures, it is necessary to have some 
understanding of these systems and their configuration. Details are given in annex D. Every storage 
system is different in terms of capacity, configuration and implementation. To perform a better analysis 
of scalability we would ideally like more disparate implementations and site configurations, however we 
do have a good distribution of infrastructures which goes a long way in the scalability analysis. 

4.2. Adding federation layers 

The real goals of data federation within science are to make existing data accessible to other 
communities in an easy to use manner, to provide the possibility of replicating data between sites for 
either archival or performance reasons and to move data from where its stored to processing nodes for 
further analysis and upload results back to storage (either directed to a specific site or into a generic 
EUDAT ‘storage pool’ where location is tracked by EUDAT). 

In order to federate the data held in community repositories and data centres, some technology must 
be used to glue these geographically distributed sites together as a whole. Any federation technology 
must be able to provide several features including coherent access to the data at different sites, support 
any access control on data as well as being resilient and performant. The Spanner Project (q.v. above) 
was able to achieve federation by designing it in from the ground up as part of the architecture. Within 
EUDAT we do not have this luxury since we have communities who are already mature and have their 
own local infrastructure, or even some level of interdisciplinary federation between sites. This places the 
additional limitation that any federation technology should be usable alongside existing tools and 
storage, and not supplant them. Local community users who already have their own processes should 
not need to change them on the basis of any EUDAT component, but additional procedures may need to 
be put in place. It is also important that these additional procedures do not represent significant 
additional effort for EUDAT sites, whether they are data centres or community sites since for smaller 
communities this will represent a barrier to integration. In addition, a metadata service is essential for 
search and retrieval and some method of maintaining locations of data is essential. These could be a 
part of the federation technology, or done as separate instances as is done in WLCG with their LFC. 
Within EUDAT, a metadata service is envisaged and replica locations will be identified via a PUID service. 
It is important to note that these services should not interfere with any existing service already 
provided; if an existing metadata catalogue exists then the EUDAT service should co-exist with it and if a 
community already publishes PUIDs, EUDAT should make use of these. 

By putting in a federation layer between the client and the data there is the potential for introducing 
scalability and performance limitations that must be carefully evaluated. Most mass storage systems are 
highly optimised for specific access patterns and protocols, or may have limitations that prevent full and 
efficient use of the federation technology. With such a heterogeneous set of sites involved in EUDAT the 
chances of one or more site encountering issues of this type is significantly increased; each site may 
need to tune the technology to its own technologies and limitations. Indeed, if the federation 
technology requires additional hardware, the configuration of this hardware could introduce limitations 
to performance. 

At the time of writing, within Task 7.1.1.1 we have not tried to standardise on any additional hardware 
required for federation layers since this better reflects the reality of a wide scale deployment at 
distributed sites; different sites will use different hardware, operating systems, and database flavours. 
Having this variability potentially allows us to glean more useful information from results than would 
otherwise be possible. In some respects we have already achieved this, with one test site moving away 
from a virtual machine infrastructure because the performance was so poor compared with what was 
observed in production. 
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4.3. Transfer protocols 

In addition to the federation layers which provide the glue to bind together community repositories and 
data centres, the protocol by which users’ and systems access files in a federated archive must also be 
considered since this provides the linkages between users and sites. Data can be moved within a 
federation by a number of methods such as using rsync or scp as low level protocols, wget or curl using 
an http server, FTP using an ftp server or gridFTP as a secure service. Some federation technologies even 
come with their own protocols such as iRODS iput, iget and irsync commands. 

In order to understand what needs to be tested in scalability terms, it is first necessary to understand 
the use cases for data transfer. Work Package 4 has already identified three relevant service cases; the 
‘data replication’, ‘data staging’ and ‘simple storage’ service cases. Of these, the data staging probably 
represents initially the most challenging in terms of scalability since it has potentially the most stringent 
performance constraints. The Simple Store, while not having performance constraints, could in the long 
term present scalability issues with the number of data objects being stored, however this is somewhat 
less challenging then the Data Staging which impacts the efficiency of analysis work. In addition, as 
mentioned previously, it is possible that some analysis work will be performed accessing information 
directly from a data centre, without downloading it to the analysis nodes. Some federation technologies, 
such as xroot, directly support this by providing POSIX or POSIX-like calls. Others, such as iRODS can be 
made to support this with some development effort but it is not available ‘out-of-the-box’. For analysis 
work coded to support this method of access, the stability of the protocol is paramount, as well as the 
number of concurrent connections that can be supported by the archive and the number that can be 
performed on a single file (for example, calibration data may be accessed by many jobs concurrently). 

In the testing we have performed we have tried to assess the performance of storage systems from both 
these perspectives, streaming and random file access. We have attempted to use protocols which are 
close to the technology, for instance using iput when using iRODS, or cp for mounted file system 
baseline testing. Ideally we would also like to test further technologies as time allows such as gridFTP , 
Unicore UFTP or but that is not part of the initial testing. If time allows in the future, we will assess these 
using the infrastructure which we have in place. 

4.4. Remote testing between sites 

One of the key aims of scalable federated archives is to do (Replicate data between sites of a federation, 
search, and find data in remote archives), and then be able to access it, easily and painlessly. This is a 
key test, but has limitations due to lack of metadata integration. Make clear strengths and weaknesses 
of these tests and summarize results.  

Inter site tests are just in the starting phase and due to delay in the setup of the inter site connections 
(i.e., setup of the test islands). 

We build and set up two islands 

 Test island 2: STFC as source site and UiO as sink site. (all mounted collection and GPFS) 
 Test island 3: DKRZ (source), PSNC and JSC (sinks) 

That is, DKRZ serves as ‘’source site’’, and transfers data to the other both ‘’sink sites’’ PSNC and JSC.  
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Figure 9: Federation Island B 

4.5. Results 

In this section we present the results which we have found so far. We have broken this down into three 
sections; a comparison of the results of baseline testing, a comparison of results of testing using iRODS 
using two different transport methods, and a comparison between the baseline testing and the results 
using iRODS. For each section we attempt to interpret the differences between the results at different 
sites and discuss issues with using iRODS as the federation technology 

4.5.1. Namespace Scalability Results 

The namespace scalability test are designed to attempt to probe the limits of the number of files able to 
be stored in the tests systems and assess write performance as the number of files increases. Both these 
are relevant to the community requirements as outlined in section 1, since a limitation on the number of 
files which is less than any the baseline for a storage system will have an impact. Any change in transfer 
performance with size of the namespace will have implications for data management since optimisation 
of throughput has been identified as a key requirement. 

Due to the slow response of STFC, this site did not fill the storage in the time available. For most other 
sites, the storage was filled. In all these cases there appeared to be no scalability limitations but some 
sites noted that performance drops off somewhat as the storage fills. In all cases except STFC, the 
storage system presents a mountable interface and file were copied in using standard UNIX cp. STFC 
used a POSIX-like command rfcp. While there is some variability between sites outside if STFC, the time 
to transfer groups of 10,000 files at each are of the same magnitude, and the transfer times at each site 
are quite constant – until the file system fills. 

Having completed the baseline testing for the namespace scalability, we then repeated the tests using 
iRODS to interface to the underlying storage. iRODS provides two different methods of interfacing to the 
storage system; iput/iget and irsync. In this test we have only used the former for writing files to the 
filesystem. 

Figures 10 and 11 show the results of the namespace scalability testing. Based on these results it is clear 
that the STFC storage system takes considerably longer to write groups of 10,000 files than other sites. 
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Figure 10: Comparison of write rates between native and iput protocols 

Figure 11: Comparison of write rates between native and iput protocols (exc DKRZ and STFC) 

For clarity, these graphs are shown for in details each site in Annex C so that the scalability and 
performance can more easily be seen. In term of absolute number of files, we did not reach any 
limitation of the namespace using either the native protocol or when iRODS was used, but did fill several 
of the storage systems. This is not surprising given the database centric architecture of iRODS. While a 
limitation will exist due to the number of records and physical size of the database, this limit will be 
quite large, and can be somewhat mitigated by moving databases to larger machines or distributing the 
database among several nodes.  
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What is apparent from the results is that using iRODS does have an impact on the latency to complete 
file writing. The effect varies considerably between sites; STFC saw no significant impact since the bulk 
of the latency is within the storage system itself, Juelich saw the least impact, but even there iRODS 
introduced a 50% overhead in transfer time. DKRZ and UiO seemed to be the worst affected, where the 
time increased by over an order of magnitude. This could have significant impact for High Throughput 
Computing, although the file sizes used in this case are not representative (more representative file sizes 
are used in later tests). While not explicitly demonstrated by this test, it is likely that the increase in 
transfer time is caused by latency within the iRODS server. No attempt has been made to try to optimise 
performance of the server; it may be possible to reduce this latency but no effort was made to do this as 
a part of this work. It should be noted that the iRODS set-up are quite different on different sites, as 
outlined in the Table 2. 

Table 2: Comparison of iRODS Setups 

Site Physical/Vi
rtual 
Machine 

iRODS 
Version 

VAULT/ 
Mounted 
Collection 

OS RAM Cores Connectivity Database 

DKRZ-P Physical 3.0 Mounted 
Collection 

CentOS 5.8 
64 bit 

47GB 24 1Gb/s Oracle 11.2 

DKRZ-V Virtual 3.0 Mounted 
Collection 

CentOS 5.8 
64 bit 

4GB 2 1Gb/s Oracle 11.2 

Juelich Virtual 3.1 Vault Debian6 
64bit 

8GB 8 1Gb/s MySQL 
5.1.63 

PNSC-
GPFS 

Physical 3.0 Vault SLES11 SP2 
64 bit 

32GB 24 10Gb LAN, 
1Gb WAN 

postgresql-
9.0.3 

PNSC-
NFS 

Virtual 3.0 Vault30 Centos 5.5 
(64 bit) 

32GB 1 10Gb LAN, 
1Gb WAN 

postgresql-
9.0.3 

RZG  3.0      postgresql-
9.0.3 

STFC Physical 3.0 Vault CentOS 5.8 14GB 4 1Gb Oracle 11g 

UiO Virtual 3.0 Vault RHEL 6.3 3GB 1 1Gb/s postgresql-
9.0.3 

 

4.5.2. Parallel Write Tests 

Figure 12 shows a comparison of the results from parallel write tests using the sites native protocol and 
the iRODS protocols. This information is relevant for the data staging service case outlined in WP4, since 
they indicate for each site how write performance drops off with load, which will govern how fast data 
can be written back to an EUDAT data centre after completion analysis on, say, a PRACE site. The values 
are clearly only indicators since the test storage used in this work package are small compared to 
production systems where bandwidth can be distributed across many physical machines. In a production 
set up, the performance will drop off less rapidly than with the test set-ups. In this case we have used 
what we believe to be a representative file size if 2GB. In some communities this will actually be a large 
file while in others it will be average or even small. 

                                                             
30

  and NFSv3 import from GPFS  - GPFS server configuration abov 
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Figure 12: Write Performance of Each Test Site Using Native Protocol 

At some sites we have used two available iRODS protocols to write from local storage to the storage 
element, iput and irsync. For all sites except JSC, performance using iRODS iput method was worse than 
using the native protocol, with the difference increasing as the number of parallel writes was increased. 
The results for JSC can be explained by changes to their underlying storage configuration between runs. 
STFC shows the largest difference. To some extent this is because the storage system used there does 
not support multi-threaded writes in a manner iRODS can use.  
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During testing, two sites (STFC and DKRZ) reported errors on transfers of the form ‘SYS_COPY_LEN_ERR, 
Broken pipe’. In some cases these resulted in partial file transfers, in others it seemed to occur after file 
transfer completed based on filesize and checksum. In the worst case at STFC, 15% of transfers resulted 
in these problems. After some reconfiguration of the underlying Oracle database used here, the number 
of errors was significantly reduced.  

Two sites, STFC and DKRZ have also tested irsync as a protocol. At DKRZ, this protocol demonstrated 
significantly worse performance than iput. Tests at STFC showed rather than being slow, the protocol 
was quite unreliable, failing up to 75% of transfers in even single threaded transfer. These errors were 
‘silent’ in that nothing was reported to the client. Clearly in a HPC environment for running jobs, use of 
irsync protocol would seem inadvisable, and even if used for ‘safe replication’ additional tests may be 
required to ensure transmission between sites occurred successfully. 

More detailed graphs for each site are given in appendix C of this report. 

4.5.3. Parallel Read Tests 

Figure 13 shows a comparison of the transfer times based on parallel read tests using native and iget 
protocols. This information is relevant for the data staging service case outlined in WP4. These tests 
indicate for each site how read performance drops off with load, which will govern how fast data can be 
staged from an EUDAT data centre before analysis on, say, a PRACE site. The values are clearly only 
indicators since the test storage used in this work package are small compared to production systems 
where bandwidth can be distributed across many physical machines. In a production set up, the 
performance will drop off less rapidly than with the test set-ups. In this case we have used what we 
believe to be a representative file size if 2GB. In some communities this will actually be a large file while 
in others it will be average or even small. 

Based on results from baseline testing observe that, as expected, read rates drop off as the number of 
concurrent reads increases. The RZG implementation shows the greatest variability between the 
maximum and minimum read rates, varying by up to 80% for a given number of threads. The storage 
implementations at PNSC, DKRZ and UiO show the most consistency in read rates for a given number of 
threads, varying by less than 10%. Also, it would seem that the Juelich storage implementation performs 
significantly worse than the others under load. However, this instance is under constant development 
and the results represented here are only a snapshot of the performance when the tests occurred. One 
slightly surprising result is that with the limited number of threads used here, performance seems to 
degrade linearly for most sites. This may be as a result of loading the client machine at each site; most 
sites read data from archival storage to local disk at only one client, so at least some of this performance 
will be caused by load being put on the client. 
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Figure 13: Read Performance Variability with Number of Threads 

As can readily be seen from this figure, for most sites the use of iRODS iget command does not 
introduce a significant overhead in reading out to the maximum number of concurrent reads performed 
in this test. STFC and DKRZ have also performed the test using irsync. While this appears to show very 
good performance for this protocol, the graph does mask significant problems. As with the write tests 
using this protocol, there were very high failure rates. These failures were silent in that the client never 
received an error. The error manifested itself by very low transfer times and truncated or non-existent 
files on the client node. These anomalous transfers are omitted when calculating the mean time 
displayed in this graph. At STFC it was never possible to get more than 5 concurrent transfers for each 
test, which of course means the performance remains approximately constant above 5 threads, as 
observed in the graph. The underlying cause for this is not understood, but without further analysis does 
imply a scalability limitation. 

Detailed results for each site are again shown in Annex C 
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4.5.4. Parallel Read/Write Tests 

Figures 14 and 15 shows the results of baseline and iRODS testing of combined read/write. Since all sites 
use a single client machine, these results are somewhat subject to interpretation. Clearly a better test 
would be to use several clients to distribute the load among these. However, the baseline testing does 
show the impact of the client machine. Juelich (which wrote from storage to storage, rather than 
storage to local) and UiO show similar rates for both read and write. STFC and DKRZ which used a single 
dedicated client machine show read rates to be significantly higher than write rates which is somewhat 
counter intuitive since on most *NIX systems, writes take priority over reads.  

When we look at the impact of using iRODS sites have only used iput/iget as protocols, not irsync. As can 
be seen, at RZG and DKRZ, adding the iRODS as a federation technology has little impact on combined 
read and write rates. At STFC and UiO however iRODS does have a significant impact. This is almost 
certainly down to the limitation of being able to use multi threading in the iRODS based transfers. 

 

Figure 14: Results of Concurrent Read/Write Operations (Read Threads) 
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Figure 15: Results of Concurrent Read/Write Operations (Write Threads) 

Detailed site results are presented in Annex C of this report. 

4.5.5. Volume Tests 

In these tests we attempt to investigate fie size limitations. In many communities, individual files are 
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Figure 16: Transfer Time as a Function of File Size (Native Protocol) 

 

Figure 17: Transfer Rate as a Function of File Size (Native Protocol) 
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Figure 18: Transfer Time as a Function of File Size( iput protocol) 

 

 

Figure 19: Transfer Rate as a Function of File Size (iput Protocol) 
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in Figure 20. These preliminary results show that to 30 concurrent threads irsyc performs well for 
intersite transfers, with throughput dropping from 45 MB/s for 5 concurrent transfers to 31MB/sec for 
30 concurrent transfers of 2GB files. However, based on previous tests between INGV and CINECA we 
know that there is a database limitation that occurs which prevents more than a certain number of 
transfers occurring concurrently. This limitation is based on database configuration and can be mitigated 
to an extent by using different configurations or preventing too many concurrent transfers, but is a 
scalability limitation in the use of iRODS for bulk transfers. 

 

Figure 20: Concurrent Writes (irsync) from DKRZ to JSC Zones 

4.5.7. Other Tests 

In addition to the test mentioned above, we have also looked at protocol stability and maximum 
number of connections possible on a single file. As mentioned in section 1, while this is not of relevance 
currently to the communities in this work package, some communities processing accesses files directly 
on the storage element, and these tests have relevance for any communities using this approach. In 
both cases this has only be done using ‘native’ protocol since opening a file in iRODS and holding it open 
is non-trivial and not all sites were able to do this. Other federation technologies, such as xrootd, 
provide POSIX like interfaces to allow this, but these have not been tested at the time of writing. Where 
tested, we have seen native protocol provides 100% stability over the course of 24 hours at all sites 
where this test was run. In terms of number of concurrent open’s this was only run at a single site. In 
this case, about 700 connections were made to a single file before errors were returned, but much of 
this will depend on the settings of the underlying file systems. 
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5. CONCLUSIONS AND NEXT STEPS 

5.1. Conclusions from test results 

The test results, which currently only report on the impact of using iRODS as a federation technology, do 
show some possible issues with using iRODS as a federation technology. It should also be noted that we 
have not looked at the scalability of other features provided by iRODS beyond transfer and file size 
limitations; we have not looked at micro-service call depth, argument length to micro-services, etc. 
Nonetheless a few conclusions can be drawn on the use of iRODS as a federation technology. 

The main conclusion is that both of the main ‘protocols’ provided by iRODS (iput/iget and irsync) seem 
to suffer from stability problems under load and that even LAN transfer rates using these are 
significantly slower than using a native protocol. While iput does seem to scale quite well, it is noted 
that iget did lead to transfer errors and incomplete file transfers when subject to multi-threaded testing. 
At STFC at least, this affect was significantly reduced by a slight reconfiguration of the ORACLE database 
under iRODS. Technically STFC split the listener across both nodes in a two node RAC, which had the 
effect of reducing the rate of connection creation and putting les load on the database listener. Based 
on results seen by CINECA/INGV, it seems that iRODS based by a MySQL database suffers a similar 
limitation, except that in this case the listener seems to create all the connections at start-up and will 
not allow users to exceed this. Use of irsync in both read and write mode (copying between local storage 
and mass storage) showed significant problems at STFC with transfers failing silently and an inability to 
run with more than 5 parallel threads. This issue was inly noticed initially due to apparently very rapid 
transfer times - of the same order of magnitude as the scheduling time. The reasons for these failures 
are not understood and will require further investigation before this site can be used operationally with 
irsync. 

Generally, use of the iRODS transfer technologies also tends to slow transfer rates by about 50%. For 
HPC/HTC jobs this illustrates the importance to data staging to ensure high job efficiency can be 
maintained and that extra time may be required for uploading analysis results to EUDAT storage; on-
demand copy for this sort of work would seem inadvisable. It may be that this can be somewhat 
mitigated by either reconfiguring iRODS, or improving the hardware the server is running on, though this 
is untested. 

Finally, there are two ways of using iRODS to interface to existing Storage Systems; using mounted 
collections and as a vault. The technical differences between these have been highlighted elsewhere in 
EUDAT31, but this very variety could lead to inconsistent behaviour or difficulties in authentication 
between sites. 

The fact that sites are only able to provide a single client machine makes interpreting results somewhat 
difficult; does the change in performance with the number of threads come about from the client 
system being loaded, the network between the client and storage, or the storage node itself? While this 
does mean it is almost impossible to interpret and scale up the results from each test, the comparison 
between the scalability of the underlying storage system and the effect of introducing a federation 
technology does show useful information which can be legitimately used to assess scalability and 
performance. Also, for the most part, these tests are used to test the impact of a ‘federation 
technology’. What is not assessed sufficiently is linking the test sites together. While this testing has 
been started, it is difficult to know how to interpret both performance and scalability issues without 
significant effort, which will take place over the coming years of this task. Indeed, just using iRODS the 

                                                             
31

 https://confluence.csc.fi/display/Eudat/iRODS+features+comparison+table 
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different deployments have different behaviours and set-ups (Oracle/MySQL, different versions, physical 
an virtual servers, etc). In a real-world, multi site federation including large data centres and community 
sites, issues would be multiplied significantly. What is clear is the need for good and common logging 
across sites so that issues can be identified and traced through the federated environment.  

We have also at this point not looked at the scalability of the metadata storage. We know that each 
community site is scalable to the level required, but whether a federated metadata model will scale 
depends on not only the correct selection of the architecture, but also correct identification of the use-
cases and granularities. It has already been stated that the granularity of information exposed through 
an EUDAT metadata service will be determined by the community, not by EUDAT, so testing scalbility 
will depend somewhat on the level of information exposed. Also the use cases will cover simple 
identification use cases where a user/community wants to find possibly relevant cross-discipline data 
sets to identification of specific data sets/objects for use with high performance computing through 
some automated discovery mechanism such as a crawler or intelligent agent. 

We also have not looked at several other aspects that could affect the scalability of the entire 
infrastructure. These include: 

 Federated AAI (including how it links into any federation technology) 
 Work flows (which are being looked at in other tasks in WP7) 
 Different protocols; so far we have only looked at protocols provided by the federation 

technology 
 ‘Real world’ scalability testing involving large volumes of data, large name-spaces and scaled 

realistic use-cases. 
 Ideally would also like to test scalability of both ‘data staging’ and ‘safe replication’ service 

cases. Although we have gone some way to this with the federation testing we have 
performed, realistic testing would involve significant development effort since we are unsure of 
specific requirements for service cases in terms of number of files, latency, etc. 

 Use of other federation technologies. We have identified xroot and http as addressing some of 
the requirements. 

5.2. Implications for the globally scalable archive federation technology architecture 

Based on the results obtained thus far it is clear that when one moves from storage at individual data 
centres to a federated environment, many additional variables are introduced which affect both 
performance and scalability. Depending on the federation technology selected, there will be different 
underlying constraints and different limitations to the scalability, reliability and resilience of the system 
which are in addition to those of the underlying storage mechanism. We have already seen how other 
projects are managing, or intending to manage, large federated storage. What makes EUDAT unique is 
the heterogeneity of the data and the reuse of existing sites, both community and data storage facilities. 
These also introduce additional complexity since we already have data at community sites where local 
(and in some cases remote) users can access and who will not want to change their current access 
methods and security. Thus, unlike the Google ‘Spanner’ project and WLCG, we are not able to build an 
infrastructure from the ground up and unlike projects like PanDATA we have the difficulty of building an 
infrastructure to meet the needs of quite heterogeneous disciplines with different ways of working and 
existing security models. 

No single technology which has been evaluated meets all the needs, although iRODS has clearly been 
identified in WP5 as the most suitable candidate technology having a well supported API, the ability to 
add new rules as ‘micro-services’ and having the ability to federate between different data centres built 
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in. It is also widely used globally and has an excellent support base. However, it does not include some 
essential services required to ensure the success of EUDAT, specifically federated AAI and a common 
metadata service. These are being worked on in separate task forces led by Jens Jensen (STFC) and Daan 
Broeder (MPI-PL) and Frank Toussant respectively. Some other solutions (such as xroot) provide an AAI 
mechanism based on X509, but would require new rules to be developed as plugins to a less well 
supported API. On the face of it, using HTTP as a federation technology has got significant advantages 
since it is standards based and has been proven to scale to very large volumes, but there could be 
security concerns with using this and ensuring secure access could require significant development 
costs. 

The envisaged EUDAT architecture developed in by WP5 is shown in Figure 21. This is based on the ‘Safe 
Replication’ service case but is generic enough to be understood as an architecture for the whole of 
EUDAT storage.  

 

Figure 21: EUDAT Architecture 

This architecture however glosses over details of the parts which attempt to ensure scalability, but these 
should be dealt with elsewhere in EUDAT. However, it should also be noted that INCF have already 
identified some scalability issues with a federation based on iRODS in their architectural design 
document32, particularly around the ICAT component. However, other possible federation architectures 
exist, one of which is discussed below. 

A federated storage based on xroot is also possible and, in principle, massively scalable. A high level 
architecture is shown in Figures 22 and 23 for a single level hierarchy, but multiple levels of redirector 
                                                             
32

 http://www.incf.org/documents/incf-dataspace-system-design-document-version-1.2 
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are possible. So for instance global redirectors could call national redirectors, which could call regional 
redirectors, which in turn have knowledge of storage in their region. Like an iRODS based solution, xroot 
will give you access to a global namespace and has its own built in protocol (xrdcp). However, unlike 
iRODS the namespace is not stored in a database but rather in cache memory. This clearly has both 
advantages and disadvantages. Using a cache increases resilience and scalability since the cache can be 
repopulated at any time a server needs restarting. However, since it is a cache, it can lead to ‘cache 
misses’ where a user is directed to a site which no longer hosts the file. The xroot API would also allow 
for rules to be added for an EUDAT implementation; however these would need to be written in C and 
hence require compilation and distributions for different architectures. It is likely rules would be more 
difficult to develop in xroot than in iRODS since the API is not as rich and the development has not been 
designed with rules in mind. Unlike iRODS there is no concept of ‘vault’ storage and ‘mounted 
collections’; the xroot daemon behaves more like a mounted collection but only becomes populated as 
data is either written or accessed – although there are means of pre-populating the cache with existing 
files. The XrootD implementation also provides security based on a number of existing standards. 
However, like the current iRODS based architecture, it does not provide a metadata catalogue or PUID 
service. Having these as separate or at least loosely coupled services, should allow a change of 
federation technology without requiring significant extra development effort.  

 

Figure 22: Use of XrootD Global Redirector to Access Files 

 

 

Figure 23: Detailed Implementation of XrootD for File Access  
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5.3. Major challenges 

During the testing in this task we have worked on the assumption that underlying storage and access 
methods within the communities should not be impacted by any technology imposed by EUDAT without 
further community consultation. This of course limits what can be done to address scalability and leads 
to heterogeneity of storage solutions, protocols, networks, etc. If we were in the position of the Spanner 
project (q.v. above), then we could look at building a dedicated infrastructure for the ground up. Thus 
we have not really assessed the impact of a more radical solution using, for instance, cloud storage. Also 
we have not directly invested effort in investigating the scalability of other work being performed in 
WP7 such as the workflow and policy management systems or looked at different protocols which may 
provide more secure or lower latency access to data. This task has also not really tried to look at the 
specific use cases for general access and access for HPC/HTC, but rather have tied to generalize these in 
the tests so far. 

Since in many cases these are more research topics than that can be deployed within the timescales of 
the current work, some of these are being investigated in task 7.2 and will be reported on within that 
task. For instance, some of the proposals are looking at different storage technologies, different 
interfaces to those systems and the use of map-reduce algorithms for analysis to see if they are relevant 
in improving throughput performance or optimising pre-processing tasks such as subsetting and 
subsampling. Since this work is more research focussed, it is not proposed for immediate deployment. 
However, if significant benefit can be achieved this will be reported to the SAF for possible EUDAT 
evolution. Some projects are more modular and may be able to be incorporated into the existing EUDAT 
CDI, but again any implementation will be dependent on further testing and close community 
involvement. 

Dealing with and testing the CDI for specific HPC use cases is more problematic. Assuming EUDAT will 
facilitate cross community research, the specific nature of any use case is somewhat difficult to 
anticipate. Internally, it is likely that communities will continue to access data in their current manner. 
Where community data is already distributed (for instance EPOS and ENES), it may be that the existing 
analysis methods will continue, but it is the evolution of the identified requirements of these that have 
not been well captured in terms which can be used to assess scalability for HPC applications. We have 
identified the expected growth in terms of number of files and absolute volume, but have investigated 
the influence of, for instance, the throughput requirements for jobs, number of concurrent accesses, 
number of HPC jobs likely to be run concurrently, etc. The EUDAT CDI needs to be able to handle these 
unknown requirements to ensure take up of the service by larger existing communities. If throughput 
requirements are not able to be met, then communities will need to look at alternatives and EUDAT will 
have failed to meet one of its goals. However, if one of the research topics can help overcome this, then 
this could be implemented relatively quickly. 

5.4. Next steps 

Thus far we have only looked at one federation technology, iRODS, and started looking at a second, 
XrootD. We envisage completing testing of this technology in order to make a meaningful evaluation of 
its suitability as an alternative to iRODS which may better meet the needs of the communities involved 
in this work package. We also intend to look at data federation using HTTP, currently under 
development at CERN, if it proves to be stable enough within the next six to eight months. Since HTTP 
has already proven itself to massively scalable levels, it does present the opportunity to link data in a 
highly distributed manner using well supported, standardised interfaces providing the solution meets 
the security requirements already identified. 
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We also need to investigate the scalability of the architecture of the EUDAT Metadata Service. The 
proposed solution as outlined in the Service Work Plan is shown in Error! Reference source not found.. 
This investigation will be quite challenging given the timeline of development for this service combined 
with the limited set of metadata records which will be available. Based on this architecture there are 
clearly a number of points where scalability could become an issue and may need a trade off in terms of 
consistency. We need to assess the scalability of the proposed PMH-OAI server and OAI harvester 
interface; how often do we need to harvest metadata (which may well depend on how often the 
community databases are updated), do we need more than one harvester and what is the best 
configuration if we do need this. A second aspect is assessing the scalability of the proposed BaseX XML 
database both in terms of the size of individual metadata records and the number of metadata records. 
Before starting this we need to discover if any EUDAT partners have experience with this technology and 
any observations they have. Finally there is the performance of the proposed Lucene/SOLR interface for 
browsing. Both of these are widely used technologies with no indication of performance or scalability 
issues33, however it is worth investigating this further since we are dealing with such heterogeneous 
data sets within EUDAT and it is unclear whether this will cause any additional limitations. If time allows 
we could also look at different technologies and architectures for a scalable metadata service. Possible 
alternatives are using SPARQL or SRU/CQL. These will need some analysis as to their suitability for 
EUDAT. The ability to implement and test an alternative will be constrained by other investigations 
within this task. 

  

 

 

We have also not yet investigated the scalability and performance of any AAI system. It is proposed that 
within Task 7.1.1 we will not develop an alternative scalable security layer, but will rather take the 
outcomes of the AAI task force and develop tests to look at scalability and performance. These tests will 
need to be defined and will, as with all other tests, be somewhat constrained by available physical and 
human resources. Currently it is not clear whether any tests can be performed in isolation or whether 
we will need to work with other technologies, such as iRODS, to which the security service is linked. 

                                                             
33

 http://wiki.apache.org/solr/SolrPerformanceData 
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Figure 24: Proposed EUDAT Metadata Service Architecture 
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Clearly the latter will be better since it is the when the technologies are integrated that additional 
performance and scalability limitations manifest themselves. 

A final part of this task is to deploy an instance of a selected scalable architecture in at least one 
community. The scope of this is not yet clear, or indeed whether it is needed. If it proves that the 
current infrastructure meets the needs of all EUDAT communities then there may need to deploy an 
alternative. However, if some aspect of the current architecture does prove to have scalability 
limitations then alternatives should be deployed to demonstrate at least that the solution is functionally 
complete. This could mean deployment of an alternative infrastructure including some or all of the core 
services (federation layer, metadata service, AAI service, workflow engines, rule sets etc). Whilst 
developing an entire alternative architecture is almost certainly not possible within WP7, it should be 
possible to make use of existing components within the current planned deployment or reduce the 
scope of any alternative architecture. As a precursor to this we have asked EPOS if they can provide a 
site where xrootd can be installed as this is thought to be the most scalable alternative to iRODS.  

Clearly there is still significant effort in this task and as such we propose the following work for the 
remaining duration of this EUDAT project: 

M12-16: Complete testing with XrootD 

M16-20: Complete testing with HTTP Federation Technology 

M20-22: Complete analysis and propose most suitable alternative architecture 

M18-24: Assess Scalability of Metadata Service and possibly propose alternative 

M24-30: Integrate AAI and Metadata Service into proposed architecture 

M30-36: Deploy proposed architecture onto community site 

Thus, by the end of the work in task 7.1.1.1, we will have possibly an alternative architecture deployed 
as a test system in at least one community centre. The tests should have guided us practically to the 
most suitable solution in terms of scalability, but may not include some of the services proposed in the 
production system such as the PUID service. There will be challenges to this schedule since many of the 
technologies are new to the test sites and will take some effort to set up, and the effort to integrate into 
the AAI and Metadata services into the architecture. 
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ANNEX A. GLOSSARY 

AAA Authentication, Authorisation and Accounting 

AAI Authentication and Authorization Infrastructure 

ADMIRE ADMIRE (Advanced Data Mining and Integration Research for Europe) is 
a project co-funded by EU within the FP7 

APA Alliance for Permanent Access 

APARSEN APARSEN (Alliance for Permanent Access to the Records of Science in 
Europe Network) is a project co-funded by EU within the FP7 

API Application programming interface 

ARC Advanced Resource Connector 

Aurora Borealis An ESFRI project in the Environmental Sciences domain. 

BBMRI Biobanking and Biomolecular Resources Research Infrastructure. An 
ESFRI project in the Biological and Medical Sciences domain. 

BMS Biological and medical sciences 

CASPAR CASPAR (Cultural, Artistic and Scientific knowledge for Preservation, 
Access and Retrieval) is an Integrated Project co-funded by the EU 
within the FP6 

CDI EUDAT Collaborative Data Infrastructure 

CDO Climate Data Operators 

CERT Computer Emergency Response Team 

CESSDA Preparatory phase project for a major upgrade of the Council of 
European Social Science Data Archives. An ESFRI project in the Social 
Sciences and Humanities domain. 

CIT  Community Integration Toolkit 

CLARIN Common Language Resources and technology Initiative. An ESFRI 
project in the Social Sciences and Humanities domain. 

CMS Content Management System 

CODATA International Council for Science: Committee on Data for Science and 
Technology 

COPAL Heavy Payload Long endurance Tropospheric Aircraft. An ESFRI project 
in the Environmental Sciences domain. 

CSMD Core Scientific Metadata Model 

CTA Cherenkov Telescope Array. An ESFRI project in the Physical Sciences 
and Engineering domain. 

Curation Provision of domain-dependent contextual support for permanent 
access to the meaning of data – including metadata, lexica, etc 
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Curation and 
Preservation 

The process of ensuring that data can be re-used over time. 

D4Science Data Infrastructures Ecosystem for Science 

DAITF Data Access and Interoperability Task Force 

DARIAH Digital Research Infrastructure for the Arts and Humanities. An ESFRI 
project in the Social Sciences and Humanities domain. 

DECI DEISA Extreme Computing Initiative 

DEISA  Distributed European infrastructure for supercomputing applications 

DG Directorate General 

EB EUDAT Executive Board 

EBI European Bioinformatics Institute 

EBS Amazon Elastic Block Store 

EC European Commission 

ECCSEL European Carbon Dioxide Capture and Storage Laboratory 
Infrastructure. An ESFRI project in the Energy domain. 

ECGA EC Grant Agreement 

EEF The European e-Infrastructure Forum 

E-ELT European Extremely Large Telescope. An ESFRI project in the Physical 
Sciences and Engineering domain. 

EESI European Exascale and Software Initiative 

EGEE Enabling Grids for E-sciencE 

EGI European Grid Initiative 

EIDA European Integrated Data Archive 

e-IRG e-Infrastructure Reflection Group 

EISCAT_3D The next generation European incoherent scatter radar system. An 
ESFRI project in the Environmental Sciences domain. 

ELI Extreme Light Infrastructure. An ESFRI project in the Physical Sciences 
and Engineering domain. 

ELIXIR European Life sciences Infrastructure for Biological Information. An 
ESFRI project in the Biological and Medical Sciences domain. 

EMI European Middleware Initiative 

EMSO European Multidisciplinary Seafloor Observatory. An ESFRI project in 
the Environmental Sciences domain. 

ENES European Network for Earth System Modelling 

EPIC European Persistent Identifier Consortium 



EUDAT – 283304  D7.1.1: Towards a globally scalable archive federation technology 

 

Copyright © The EUDAT Consortium  PUBLIC 54 / 89 

EPOS European Plate Observing System. An ESFRI project in the 
Environmental Sciences domain. 

ERA European Research Area 

ERIC European Research Infrastructure Consortium 

ESA European Space Agency 

ESF European Science Foundation 

ESFRI European Strategy Forum on Research Infrastructures 

ESG Earth System Grid 

ESO European Southern Observatory 

ESRF An ESFRI project in the Materials and Analytical Facilities domain.  

ESS European Spallation Source Preparatory Project. An ESFRI project in the 
Materials and Analytical Facilities domain. 

EUFORIA EUFORIA (EU Fusion fOR Iter Applications) is a project co-funded by EU 
within the FP7 

EURO-ARGO Global Ocean Observing Infrastructure. An ESFRI project in the 
Environmental Sciences domain. 

EuroHORCS EUROpean Heads Of Research Councils 

EURO-VO EURO-VO (The European Virtual Observatory) project has been funded 
by the EU under the FP6 and the FP7.  

FAIR Facility for Antiproton and Ion Research. An ESFRI project in the 
Physical Sciences and Engineering domain. 

FP7 Seventh Framework Program 

FTE Full Time Equivalent 

GC EUDAT General Council 

GÉANT European multi-gigabit computer network for research and education 
purposes. 

GENESI-DR GENESI-DR (Ground European Network for Earth Science 
Interoperations — Digital Repositories) was a two-year project co-
funded by the EU under the FP7.  

Geo-Seas The Geo-Seas project is an Integrated Infrastructure Initiative (I3) of the 
Research Infrastructures programme within EU FP7. 

GLOREA Global European Research Area 

HELIO HELIO (Heliophysics Integrated Observatory) was a three-year project 
co-funded by the EU under the FP7. 

HEP High Energy Physics 
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HiPER High Power Laser Energy Research Facility. An ESFRI project in the 
Energy domain. 

HLEG High level Expert Group 

HPC High Performance Computing 

HPC-Europa2 Pan-European research infrastructure on high performance computing 
for 21st century science 

IAGOS In Service Aircraft for a Global Observing System. An ESFRI project in 
the Environmental Sciences domain. 

ICOS Integrated Carbon Observation System. An ESFRI project in the 
Environmental Sciences domain. 

ICSU International Council for Science 

ICT Information and communication technologies 

IFMIF International Fusion Materials Irradiation Facility. An ESFRI project in 
the Energy domain. 

ILL An ESFRI project in the Materials and Analytical Facilities domain. 

IMPACT IMPACT (IMproving Protein Annotation through Coordination and 
Technology) is a three-year EU-funded project 

IPCC The Intergovernmental Panel on Climate Change 

IPR Intellectual Property Right 

iRODS Integrated Rule-Oriented Data System 

ISO International Organization for Standardization 

JHR Jules Horowitz Reactor. An ESFRI project in the Energy domain. 

KM3Net Kilometre Cube Neutrino Telescope. An ESFRI project in the Physical 
Sciences and Engineering domain. 

LHC Large Hadron Collider 

LifeWatch E-Science and Technology Infrastructure for Biodiversity Data and 
Observatories. An ESFRI project in the Environmental Sciences domain.  

LOFAR LOw Frequency ARray 

METAFOR Common Metadata for Climate Modelling Digital Repositories 

NEERI Networking Event for European Research Infrastructures 

NERIES NERIES (Network of Research Infrastructures for European Seismology) 
was a project co-funded by the EU within the FP6. 

NGS Next generation sequencing 

NREN National Research and Education Network 

OAIS Open Archival Information System 



EUDAT – 283304  D7.1.1: Towards a globally scalable archive federation technology 

 

Copyright © The EUDAT Consortium  PUBLIC 56 / 89 

OASIS Organization for the Advancement of Structured Information Standards 

ODE  Opportunities for Data Exchange  

OGF Open Grid Forum 

OGS Open Grid Service 

OGSA Open Grid Services Architecture 

OpenAIRE Open Access Infrastructure for Research in Europe 

OSCT Operational Security Coordination Team 

PARADE Partnership for Advanced Data in Europe 

PESI PESI (A Pan-European Species directories Infrastructure) is a three-year 
project co-funded by the EU under the FP7 

PID Persistent Identifier 

PLANETS Planets (Preservation and Long-term Access through NETworked 
Services) was a project co-funded by the EU within the FP6  

PM EUDAT Project Manager 

PMO EUDAT Project Management Office 

PRACE Partnership for Advanced Computing in Europe 

Preservation Provision of generic support for permanent access to ‘physical’ data – 
the bits and bytes – including storage, replication, provenance, etc 

PRINS Pan-European Research Infrastructure for Nanostructures. An ESFRI 
project in the Physical Sciences and Engineering domain. 

QA Quality assurance 

QoS Quality of Service 

RAD Rapid Application Development 

RI Research Infrastructure 

SAF EUDAT Services and Architectural Forum  

SAML Security Assertion Markup Language 

SCAPE SCAPE (SCAlable Preservation Environments) is a project co-funded by 
EU within the FP7 

SDI European Spatial Data Infrastructures 

SEALS SEALS (Semantic Evaluation at Large Scale) is a project co-funded by the 
EU within the FP7. 

SET-Plan The European Strategic Energy Technology Plan 

SHAMAN Sustaining Heritage Access through Multivalent ArchiviNg. A Large 
Integrated Project co-funded by the EU within the FP7. 
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SHARE Survey of Health, Ageing and Retirement in Europe project. An ESFRI 
project in the Social Sciences and Humanities domain. 

SIAEOS The Svalbard Integrated Arctic Earth Observing System. An ESFRI 
project in the Environmental Sciences domain. 

SKA The Square Kilometre Array. An ESFRI project in the Physical Sciences 
and Engineering domain. 

SLA Service Level Agreement 

SME Small and medium enterprises 

SNIA Storage Networking Industry Association 

SOA Service Oriented Architecture 

SPIRAL2  An ESFRI project in the Physical Sciences and Engineering domain. 

SRB Storage Resource Broker 

SSH Social Sciences and Humanities 

STM Science, Technology and Medicine 

TERENA Trans-European Research and Education Networking Association 

TRAC Trustworthy Repositories Audit & Certification 

UNICORE Uniform Interface to Computing Resources 

VO Virtual Organisation 

VOMS Virtual Organization Membership Service 

VPH-I Virtual Physiological Human Initiative 

Web 2.0 A term commonly associated with web applications that facilitate 
interactive information sharing, interoperability, user-centred design, 
and collaboration on the World Wide Web. 

WLCG Worldwide LHC Computing Grid 

XFEL The European X-Ray Laser Project. An ESFRI project in the Materials and 
Analytical Facilities domain. 

XML eXtensible Markup Language 
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ANNEX B. SCALABILITY TEST PLAN 

B.1. Abbreviations and Acronyms 

Abbreviation  Expansion  

AAI  Authorisation and Authentication Infrastructure  

DLS  Diamond Light Source  

EMBL  European Molecular Biology Laboratory  

GB  Gigabytes  

HPC  High Performance Computing  

HSM  Hierarchical Storage Mechanism  

iRODS  Integrated Rule-Oriented Data System  

PUID  Portable Unique Identifier  

STFC  Science and Technology Facilities Council  

TB  Terabytes  

TBD  To Be Decided  

UK  United Kingdom  

WP  Work Package  

B.2. Partners 

The following communities have agreed to set up test systems to assess some aspects of scalability: 

 STFC 
 DKRZ 
 PNSC 
 JSC 
 UiO 
 ... 

B.3. Assumptions and Limitations 

The purpose of the tests defined in this document are specifically to look at the scalability of federation 
technologies. Specifically and currently this document does not address the scalability of any metadata 
or of any PUID service. The latter of these may be added as a result of the demonstrator being 
developed as part of WP5 but is not required for initial evaluation. Also, the impact of any federated AAI 
technology is not currently considered. Once options are available from the AAI Task Force, additional 
tests can be added to assess the impact of the recommendations and technology. 

In addition, it is proposed to not test HSM properties currently. While these may affect the usefulness of 
the storage in terms of how quickly data can be accessed. WLCG have already demonstrated that 
random accesses to the tape system lead to very poor performance and large experiments 'pre-stage' 
data from tape onto disk before starting bulk transfers or analysis. Again, at some point, it may be of 
interest to assess how HSMs are affected by this random usage of a tape backed system, since this will 
govern the timeliness of data retrieval, but the effects of this will likely obscure the scalability limitations 
of any federation technology under test. 

In terms of file sizes, it is quite difficult to come up with a test file size which would match every 
community. In some communities, average file sizes could be of the order of a few kilobytes, while 
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others could be several GB. In order to reduce the testing overhead, it is assumed that a reasonable 
average file size is 100 MB and this will be used during testing. 

It is appreciated that in some cases the storage provided will be shared between WP7 and other EUDAT 
WP's (or even other projects). In this case it may be necessary to schedule the running of these tests to 
avoid conflicts (for instance WP5 and WP6 have a tighter timescale to deliver than WP7), and if they 
require some storage space to be reserved permanently, this will need to be accommodated by the site 
and reflected in the site availability matrix . 

B.4. Scalability Implications of User Requirements 

With a limited number of sites it will be impossible to test all aspects of scalability. However, based on 
the current service descriptions defined in WP4, it is possible to elucidate some fundamental 
requirements. The three service cases of specific interest are the Dynamic Data Replication service case, 
the Safe Data Replication service case and the Researcher Data Store Service Case. The latter is less well 
developed than the others so currently this document focuses on the requirements from the first two. 

B.4.1 Safe Replication Requirements 

The safe replication service case does not at first seem to present much problems in terms of scalability 
of any federation technology. There are no specific performance requirements listed. However, there is 
a requirement for data to be replicated M times (presumably across different sites) and held for N years. 
This does have potential impact if all data being generated is being replicated. EMBL have estimated 
that the current hi-throughput genome sequencing machines can already produce several petabytes of 
data each day. DLS in the UK can generate 500,000 file each day with a total volume 1.5TB. 

This type of information leads to two scalability issues: 

 Replicating large number of files. To achieve 'quick' replication, it would be necessary to 
parallelise the writing; replicating files concurrently is likely to lead to a backlog at the source 
site during which time their data may remain 'vulnerable' and the site itself would need to 
ensure it had additional copies until the 'EUDAT' replication had taken place. Large number of 
files being replicated concurrently implies heavy concurrent reads from the primary storage 
and concurrent writing of the replicas on 'satellite' storage system(s). This latter can be 
alleviated by distributing data among several sites. In the worst case there would be only a 
single site hosting remote storage. A further problem would be the large growth in the 
'namespace' at both the source and remote sites. If files are small (where small is really storage 
system specific), this creates additional problems if the site hosts a tape-backed HSM, since 
recall of small files is generally not handled well by tape systems which are typically optimized 
for files > 1GB. 

 Replicating large volumes. In many respects, large volumes present less of a scalability 
problem. The only issue is really the speed at which data can be transferred and the reliability 
of the protocol. 

B.4.2 Dynamic Data Replication Requirements 

This service case deals with replication of data on demand to compute nodes such as HPC or grid 
compute elements, or to storage close to those nodes, where they will be used for analysis. Following 
analysis data will be removed from the site. In terms of the requirements which could impact scalability, 
the size and volumes of collections to replicate for an analysis run are clearly similar to the problems 
detailed in the Safe Replication Use case above. Depending on the infrastrcture, there could be 

file://Escfiles01/download/attachments/7604501/dynamic-replication.docx%3fversion=3&modificationDate=1321537918401
file://Escfiles01/download/attachments/7604501/Data-Store-description-v2.doc%3fversion=1&modificationDate=1322739750520
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additional scalability issues which need to be addresed such as whether the analysis jobs download data 
from the (local) storage element to the compute node (streaming model) or whether the jobs read 
directly from the storage element using a 'standard' protocol such as 'file' (random access model). 

 Streaming model has similar problems to the 'Safe Replication' service case described above, 
but potentially much worse. If many jobs are run concurrently and some subset of the data is 
required by all these jobs, unless the storage element provides 'automatic hot file replication', 
this could put significant load and result in very poor performance of the underlying storage 
system. 

 The random access model puts a different type of load on the underlying storage system; while 
throughput is significantly reduced in this model it does require the storage system to maintain 
very many open connections for an extended period of time. The number of concurrent open 
connections will be limited by both the underlying storage technology and possibly the 
federation technology used. 

B.5. Software Test Plan 

In order to assess the scalability of any federation technology under test, it is first useful to assess the 
limitations of the storage systems underlying the federation technology. Since we have a number of 
sites using different storage technologies, we first look at the scalability using existing 'native' protocol - 
that is to say the most effective protocol used by each storage system. Based on the requirements from 
the existing service cases we will test the following to assess scalability limitations: 

 Time to write small files as a function of number of entries in the namespace (sequential 
writes) and limitations of number of entries permitted in namespace. 

 Total throughput as a function of number of concurrent writes (parallel or single threaded 
protocol acceptable) 

 Total throughput as a function of the number of concurrent reads (parallel or single threaded 
protocol acceptable) 

 Read/Write rates as function of concurrent read/write threads (assume 60% read, 40% write). 
The balance between reads and writes assumes that in many cases, multiple input files are 
required for an analysis, with fewer files written. This will not be the case in all communities, 
but is assumed that on average this split is representative across communities. 

 Read throughput as a function number of concurrent open files 
 Overall limitations in terms of number of concurrently open files and protocol stability. 

Once these tests have been completed for the baseline storage system, these tests would be performed 
again using the federation technology if appropriate. What actually gets tested may depend on the 
federation technology. It is proposed that as an initial federation technology, we will look at iRODS first. 
However, the tests below are currently based on the baseline testing and may need to be ammended 
for each technology in addendums to this document. 

B.5.1 Namespace Scalability Tests 

To test how performance varies with number of files for the storage system provided. To achieve this it 
is proposed to put transfer small (100 byte) files into the storage system sequentially with the time 
recorded after each group of 10,000 files written. For this, the most appropriate local protocol can be 
used (e.g. cp if the storage system supports NFS). The source file should not be local to the storage 
system so that transfer of sites internal networks are involved. STFC will deliver a test file for this 

https://www.irods.org/
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purpose. Each copy should have a unique name within the namespace of the storage system (i.e. the file 
is not overwritten). 

The results should be tabulated in such a way as to easily generate chart of time to write files against 
total number of files within the storage system. 

Following the tests, all files should be deleted from the storage system. 

B.5.2 Write Rate Scalability 

This test should be performed using the same protocol as used in (5.1). In this test we investigate the 
performance of the test systems under concurrent write operations, rather than sequential. In this case, 
a file size of 2GB (STFC to provide test file) will be used in order to ensure a long transfer time and to 
simplify concurrency. In this case, a single test file will be used as the source, but replicated for each 
concurrent transfer (see figure below). Distributing the input files (possibly across multiple source 
nodes) will reduce the load on each source node and give a better indication of the performance of the 
underlying storage systems; however use of multiple modes should be documented. Whether the 
source hosts are physical or virtual is left up to the test site, but this information should be recorded in 
the Infrastructures by Site matrix. 

 
 

These tests will be repeated increasing the number of concurrent transfer (i.e. with a parallelism of 
1,5,10,15,20,...) until either the transfer time exceeds 200% of the time for a single test file, or after 100 
concurrent transfers have been tested. Sites should monitor the longest time for any transfer. If sites 
have monitoring in place to look at the network throughput to the storage system, this should also be 
recorded for each step. The single file transfer rate initially should be repeated 5 times to obtain some 
average rate. If time permits, this test should be repeated similarly for each step, but if time constraints 
limit accessibility then a single run will at least give some indication of scalability. 

After each run, with the exception of the final one, data can be cleared up afterwards is space is needed 
on the storage system for further tests. Test data input during the final test should be kept as input for 
the next test. 

B.5.3 Read Rate Scalability 

This tests the performance of the storage systems under concurrent reads. It is essentially similar to 5.2; 
however in this case, multiple hosts are recommended as targets to distribute the load across them in 
order to ensure we are looking at the performance of the storage system and not the client node. 

For this test, scripts should be used to select a random file from the last run of the 5.2 tests as input, and 
copied from the storage system to local disk on the client node. These tests will again be run for a single 

file:///C:/display/Eudat/Infrastructures+by+Site
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file then in step of 5 concurrent copies out of the storage system (i.e. with parallelism of 
1,5,10,15,20,....) until the rate out reaches 200% of the single file rate, with the single file transfer being 
repeated for a random file 5 times; randomisation is important to ensure that the file is not held in 
memory by the storage system after the first transfer. If time permits, this test should be repeated 
similarly for each step, but if time constraints limit accessibility then a single run will at least give some 
indication of scalability. 

As before, sites should monitor the longest time for any transfer. If sites have monitoring in place to 
look at the network throughput to the storage system, this should also be recorded for each step. Files 
should not be deleted following these tests since they are required for subsequent tests. 

B.5.4 Scalability in terms of number of concurrent open files 

This test is only applicable if the storage provided supports random access (e.g. 'FILE' protocol) where a 
client can open a file and read and seek through the file. If sites do not support this access then these 
tests can be omitted. In this case, a single client machine can be used with a multi threaded client to 
allow concurrent reads (TBD: Can sites write their own or should someone provide a template script?), 
although multiple clients could also be used and synchronized to run at the same time using applications 
like cssh or clustershish. 

In this test, each thread or process opens a random file, seeks to a random location and then reads, say, 
5MB from the test file (5% of the file) and record the seek and read times. As the previous tests, it is 
proposed to test this for a single thread/process and then in step of 5 up to 100 or until read/seek rates 
show significant degradation in performance (200% of single time). If time allows, tests could be 
repeated to smooth out any results.  

The results of this test should give an indication of the change in random access performance with 
number of concurrent access.  

B.5.5 Upper limit on concurrent connections 

As above, this test is only applicable if the storage provided supports random access (e.g. 'FILE' protocol) 
where a client can open a file and read and seek through the file. In this case there is no need to read 
any data. This test should be performed on a single node with the client trying to open random files and 
holding the connection open. Files are continuously opened until a new connection is refused. 

Note that if the storage system closes open files if there are no reads/writes within a set time, any script 
should be modified to accommodate this. 

While this is a scalability limitation of the storage system, this is worth analysing to see if any federation 
technology which supports random read imposes a lower limitation than the storage system natively it 
will impact communities who use this approach in their analysis work. 

B.5.6 Scalability of Concurrent Read/Write Operations 

This test will assess the performance of the underlying storage system in response to combined read 
and write operations. Part of the problem is understanding in a real world situation, the balance 
between reading and writing. Typically, most disk based systems I/O gives preference to write 
operations since it needs to clear cache buffers in a timely manner. But the distribution between read 
and write operations will likely change over time. Some communities may even be able to schedule their 
read write operations such that only one set of operations take place at any time. In most fields, 
however, typically more data is written than is read (for instance log files may be written to a storage 
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system which contain detailed processing information, but they are not read by any processing jobs). 
However, many jobs can run concurrently on the data, which increases the read rate. So in the case of 
this test, it is assumed that the split is roughly 60% read, 40% write operations. While it would be ideal 
to work with a number of different distributions, this is impractical within the timescale available within 
the project. 

In order to avoid bias due to read-caching in the storage system, before this test is run it will be 
necessary to seed the storage system with a limited number (100) files.  

The purpose of this test is to see whether federation technology has any incidental impact on the 
throughput of reads/writes. Unlike other tests, this test should be just run for a finite length of time, 1 
hours, with a fixed number of threads (12 read, 8 write). After two hours, the total number of new files 
written and and total number of files read should be recorded. 

B.5.7 Absolute File Size Limitations 

This test is designed to test absolute file size limitations. While many communities are increasing the 
number of relatively small files, some communities such as climate research, particle physics and 
astronomy are tending to produce larger file sizes. Note this is per file; where information is collected 
into data sets consisting of a number of smaller files is not addressed as a part of this test. This test is 
quite simple and involves inputting files of larger and larger size. Based on community input, the 
maximum file size expected in 3-5 year time scale will be of the order 50GB, but this test will go over 
that. File sizes to be considered are 1, 2, 4, 10, 20, 30, 50 and 100GB. Transfer times should be recorded 
along with noting any limitations encountered. If a site reaches a limit they may further investigate to 
get the precise file size limit. 

B.5.8 Federation Tests 

This test is not applicable to basic level tests. However, it is desired to test replication between elements 
of the federation. There are a number of aspects which will affect results of federation tests 
(networking, underlying storage, federation layer configuration, use of firewalls, etc) and all affect 
scalability to some degree. However, many of these are controlled by sites or be external entities to 
EUDAT over which we have no control. In the federation tests, we will limit ourselves to testing the 
number of concurrent files which can be sychronized between sites concurrently. This has already 
shown itself to be a scaling factor in the 'Dynamic Replication' Task Force and so is applicable to WP7.1.1 
Scalability Testing. 

PreConditions: Two sites (source sites) should put 2000x1GB files into the storage system using a 
mechanism suitable for the federation technology. 

Configuration: Two federations should be set up; one with two sites and one with three (e.g. STFC/UiO, 
DKRZ/PSNC/Juelich) which are able to replicate data between themseleves 

Test: The source site attempts to replicate data two its one or two target sites. This should be done in 
increasing number of concurrent transfers in steps of 25 (i.e. 25, 50, 75....) until either the source or 
destination site rejects the transfer 

Post Condition: Target sites should remove the test files. Source sites can remove the test files, but may 
need to regenerate them for later tests. 
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ANNEX C. DETAILED TEST RESULTS 

C.1. Namespace Scalability Tests by Site 
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C.2. Concurrent Write Tests by Site 
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C.3. Concurrent Read Tests by Site 
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C.4. Concurrent Combined Read and Write Tests by Site 
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ANNEX D. SITE INFRASTRUCTURE DESCRIPTION 

D.1. DKRZ 

DKRZ use General Parallel File System (GPFS) as filesystem for data which is stored and used for short 
and middle term projects. GPFS is a shared-disk clustered file system which is developed by IBM. It 
provides simultaneous file access to applications running on multiple nodes. 8 GPFS Servers are in use. 
They redundantly host all necessary server processes. Metadata queries are routed to any of these 
servers. Data access is made through fibre channel and provides efficient and fast access to all data 
objects independently if data access is initiated from GPFS clients or servers. The storage system itself 
consists of a couple of DDN 9940 with a net capacity of 1.6 PB. Data is striped over more than 100 LUNs 
(each in RAID 6).  

 

Figure 25: GPFS storage at DKRZ 

Although data access on this system has been shown to be very performant there may be still some 
improvement possible. Possible changes are the algorithm used for metadata placement on disk 
(balance between redundancy and performance) and the size of the GPFS page pool. 

The baseline scalability tests at DKRZ are performed with two of the above mentioned GPFS servers:  

 A virtual machine with 2 cores and 16 GB RAM and 
 a physical node (blade) with 16 cores and 32 GB RAM 
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The GPFS servers are connected with each other by a 10 Gigabit Ethernet (GE) backbone. The uplink to 
the internet is based on a 10 GE connection. 

D.2. JSC 

Juelich have an architecture based on GPFS, similar to DKRZ (see below). 

D.3. PNSC 

PSNC uses Global Parallel File System which is a popular, commercial cluster file system from IBM. This 
one-node installation of GPFS normally acts as the frontend of the Hierarchical Storage Management 
system. Data from GPFS are transparently migrated and recalled to and from tape system (2,5PB of LTO5 
in IBM TS3500 library). However for the purposes of the current stage of federation scalability tests we 
were not migrating data to tapes, keeping all files in the GPFS disk cache. The disk cache itself is 
configured as 24 NSDs, approximately 1TB each, based on 240-drives IBM DS5300 disk array. The GPFS 
runs on the x3650 M3 server with two 12-core Intel Xeon X5650 2.67GHz CPUs and 32 GB RAM. The 
details of the test installation are available on the project wiki. The overall scheme of the testing 
infrastructure is presented on the picture below. 

 

 

Figure 26: Testing infrastructure in PSNC 

We made two types of tests: directly on GPFS server and on the virtual machine that accessed GPFS 
through NFS. For direct GPFS tests we installed iRODS v.3.0 on the GPFS server and run both iRODS 
server and iRODS client (iput, iget) on this machine. The setup allowed us to measure the overhead that 
iRODS brings on top of high-performance GPFS as no network connection was required for iRODS client-
server communication (the only network in use was 8Gbit FC to disks). This testing setup allowed to get 
relativley good results for meta-data-intensive operations (<25s needed to create 10k of files) as no 
synchronisation within the among multiple GPFS cluster nodes was necessary. Massive data transfers in 
turn look to be limited by the bandwidth of two FC 8Gbit HBAs that were run in parallel to transmit the 
data to and from the disk arrays.  

In the second setup we installed iRODS servers on the virtual machine in the VMware-managed server 
farm. The iRODS vault was configured on top of the NFS share exported from GPFS server through NFSv3 
(see the part of the picture drawn with dotted lines). In such as setup, the additional layers (NFS client 
on the VM and the NFS server on GPFS machine) bring some processing and data transmission 
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overhead, visible both in throughput tests and IO intensive tests. Moreover the data transmission 
throughput is ‘cut’ (compared to ‘pure GPFS’ case) by increased I/O latency and the limited TCP traffic 
processing performance of the VM and its virtual network interface – even iperf TCP test shown that VM 
uses only 35-40% of the physical network bandwidth (i.e. 3,5-4Gbit/s out of 10Gbit/s).  

Some overall comments on results 

During the tests on ‘pure GPFS’, i.e. without iRODS, we observed up to ~1,4 GB/s of throughput while 
writing and reading big files to GPFS filesystem. Namespace scalability test in turn shown that ‘pure’ 
GPFS is able to make a lot of meta data operations I/Os as 10k of files were created in less than 25s. The 
observed overhead of iRODS on massive data transfers was notable (150-300%) for low number (<10) of 
parallel IO/s but was very small for >15 threads – in the latter case the performance was limited by the 
disk array and the SAN network. While the iRODS didn’t impact performance seriously, the additional 
load on CPU was substantial (up to 4x bigger than for ‘pure’ GPFS). It’s however important to note that 
iRODS slows down meta-data-related I/Os even 18-19 times (see namespace scalability test). 

In case of NFS and VM-based tests the overhead of iRODS on massive data transfers was small and hard 
to measure for reads and writes done in <25 parallel threads – the main bottleneck was the limited 
performance of the data exchange through NFS among VM and GPFS/NFS server. However the 
additional resources consumed by iRODS agent and iget processes affected the performance of iRODS 
reads from the NFS share (up to 260% for 50 threads). This might be caused by the fact that the VM with 
iRODS server and client had only 4GB of RAM assigned. Namespace scalability tests run on VM over NFS 
confirmed the notable iRODS overhead on the small IOs (15-16 times). 

D.4. RZG 

The test instance provided by RZG is a Virtual Machine (4 virtual CPUs, 4GB of RAM) which is hosted on a 
VM hosting framework and has external storage which is provided by a SAN system attached via the 
hypervisor. 

The extensible VM hosting framework is a Nehalem Blade centre equipped with redundant power 
supply and currently (Jan 2012) 3 blades with two E5645 processors each with 6 cores (2 
hyperthreads/core), 24-96GB RAM and a 1 Gbit/s internet connection secured by a firewall. 

External storage is provided in the form of 2 volumes, 1x1TB and 1x500GB, on the SAN which are 
formatted with xfs. The hypervisor is connected to the SAN via 8GBit/s Fibre Channel. 

For tests in which local temp space (/tmp) is required the /tmp area on the VM is provided by local disk 
in the hypervisor. 

D.5. STFC 

STFC use the CERN developed HSM CASTOR34 for long term archival of data for data from the LHC, for 
other international particle physics experiments and for data from other on-site facilities such as the 
Diamond Light Source and CMIP5 data held by BADC. CASTOR does not currently present a mountable 
file system, but does provide efficient means of storing data both on-line and near-line in a tape archive. 
Currently data can be written into CASTOR using a number of protocols; gridFTP for wide area transfers; 
rfio, xrootd or root for local area transfers. In addition, the local area transfer protocols provide POSIX 
like interfaces for opening and reading files remotely from within CASTOR. Security is provided through 
a separate component, the Storage Resource Manager (SRM) which supports X509 security with VOMS 

                                                             
34

 http://castor.web.cern.ch/ 
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mappings. Internally, CASTOR is currently not secure, relying on simple UID/GID mappings; however 
work is ongoing to use Kerberos authentication for internal security. 

As with most HSM’s the architecture is quite complex (Figure 27), but is based on a few core 
components. All state information is held in one of a number of central databases, meaning each 
component can be restarted without any loss of data 

 

Figure 27: CASTOR Architecture 

CASTOR stores data on a per-file, rather than per-block basis. So the entirety of one file will exist on one 
partition of one disk server (however, the file is allowed to have multiple copies, each of which is 
guaranteed to reside on a different partition). The disk servers are portioned into 3 xfs file systems in a 
RAID 6 configuration. Since CASTOR is optimised for commodity hardware, it works best with a large 
number of disk servers, each with a low capacity in order to distribute load. It does perform full lifecycle 
checksum analysis; the checksum is computed on the information coming in over the network and then 
checked once the file has been closed to ensure all network buffers have been written. Additionally, 
each time the file is read, the checksum of the disk copy is validated and STFC have tools that scrub the 
disk servers looking for files with bad checksums to look for silent data corruptions. 

For our testing, we have used a single client node with 8 cores and 16GB of RAM with an attached disk 
array 500GB attached storage and a 1 Gbit network card. 

D.6. UiO 

For WP 7.1.1, UiO/USIT is using 1TB of the resources of the Norwegian National Data Storage 
infrastructure (Norstore). 

More specifically we use a set of 5 SUN Storagetek 6540 racks configured in raid5 with 256k stripe size. 
The file system is GPFS v3.2. The GPFS instance running on our storage is tuned to best manage large 
files and it is not particularly efficient when managing a large number of small files (like in the first test 
where hundred thousands of 100B files are created). 

The resources we are using are dedicated to long-term archival of data and are subject to temporary 
high loads which could have affected the tests we have performed. 
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Our iRODS server is not directly attached to the storage but is running on a dedicated RHEL6.3 virtual 
machine which mounts the GPFS file system via NFS and a 1Gbit network connection. 

It turned out that sometimes in the tests the 1Gbit connection has been a bottleneck (checked with 
iftop). 

The others significant parameters of the virtual machine are 4GB of memory, 1 core from a Xeon 
L5520@2.26GHz and 160GB of disk. Note that the kernel parameters (like for example the tcp 
parameters) have not been tuned and are the default ones of the RHEL6.3. The load on the server 
hosting the virtual machine is usually quite low and it is improbable that it has affected the tests. 

The server attached to the storage which exports the file system to the virtual machine has 4 cores and 
16GB of memory and has rarely a load level which could have skewed the results of the tests. 
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ANNEX E. SCALABLE METADATA ARCHITECTURES 

E.1. Introduction 

This document is complimentary to the EUDAT Metadata Service Case developed in WP4. Whereas that 
document addresses the current needs of the EUDAT Core Communities, this document looks to a wider 
future where potentially there could be hundreds of communities of various scales wishing to make use 
of any services provided by EUDAT services either as data providers and/or consumers.  

In this document, AAI for any metadata service is explicitly ignored. Federated and scalable AAI solutions 
are being looked at by a separate EUDAT task force. 

E.2. EUDAT Community Requirements 

The partners within WP 7.1.1 have described the current issues with using metadata for across 
disciplinary, end even inter disciplinary research. The partners are currently looking both to their own 
solutions and looking to EUDAT to provide further guidance and support. 

EPOS are developing their e-infrastructure to allow different geo disciplines to speak to each other via a 
common glue. This includes defining an interoperability standard based on CERIF, ISPIRE or one of a 
number of other projects which have performed similar work. To do this they are currently gathering 
information regarding the digital organisation of the current Research Infrastructures which may be 
local, regional, national or international. This will include development of a portal with query/brose 
functionality and access via catalogues to data held at different data centres and a central (or mirrored) 
metadata catalogue referencing datasets, software and services provided at each research institute. The 
plan is to ensure metadata conforms to an internationally recognized standard and accessible via 
standard encoding methods. The metadata must have a defined formal syntax and semantics such that 
it is both machine understandable and machine readable and allow for discovery, ingesting, reading, 
combining, processing, versioning, citing and preserving. 

ENES have a similar problem within the climate impact communities which are both very heterogeneous 
and not well interconnected. The community suffers from both a lack of consistent metadata and a large 
variation in file formats. This is being somewhat overcome in CMIP5 since this standardises both the 
output data format and metadata. In terms of scalability, the community has highlighted that the data 
volumes for processing can be very large, both in terms of byte count and number of files, and that 
currently data can be stored at multiple sights each with different databases. There is a clear need to 
standardize the metadata description, to provide searchable catalogues with proper authorisation, and 
to have tools to aggregate data and lower its ‘dimensionality’. Currently the data size varies from 300Gb 
to 3Tb with 5000-15,000 files, while this is expected in 3-5 years to grow to a data size from 500Gb-
300Tb, 15,000 to 300,000 files. 

Clarin is somewhat more advanced in their metadata definition. In their current system (IMDI) there is a 
split between the ‘structural’ metadata and ‘descriptive’ metadata (between the physical aspects of a 
data object and its contents). However, there is a move to migrate this schema to another format 
(CMDI) which is component based and defines relations between components. In this case IMDI can be 
expressed on a single CMDI schema. Currently at MPI-PL there are 31,000 structural entries and 165,000 
descriptive entries for 700,000 objects (TBC). Handles are used as persistent identifiers. 
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E.3. Information User Landscape 

Given the wider goals of EUDAT beyond the currently engaged communities, information providers can 
be split into at least 4 separate categories: 

 Information providers holding legacy data sets. These are holdings which, while still of use in 
current research, are no longer being extended or actively developed. Examples of this could 
be remote sensing data where the instruments are no longer operational or data from now 
defunct projects which is still useful for ongoing long term monitoring. These providers may 
have a mature metadata model, but this is not guaranteed and may not fit with any current 
metadata standards depending on the age of the holdings. 

 Information providers holding active data sets where new data is being added to the 
community repository and is under active development. In this case it is likely they will hold a 
metadata catalogue, but again it may not adhere to any current standards. For example, the 
WLCG metadata is really only the collection of GUIDs and their resolution to data objects while 
many other groups have models based on a well defined standards (Dublin Core, CSGDM, EML, 
etc). 

 Immature communities which are either developing, or considering the development of, a 
metadata model to allow simple search and retrieval of metadata associated with forthcoming 
or ongoing holdings. 

 ‘Ad-hoc users’ which may want to make use of EUDAT as a ‘dropbox’ for scientific data and 
have no interest in developing their own metadata catalogue and just want EUDAT to manage 
their metadata. 

Each of these information providers will have an impact on scalability which in some respects is difficult 
to quantify. Ad-hoc users are likely to contribute least information with respect to data on an individual 
basis, but there are potentially a large number of these. This is likely to be particularly acute in the initial 
stages of EUDAT roll out to wider communities if a ‘try before you buy’ system is offered to potential 
providers. Legacy data providers are probably the easiest to quantify (for instance the Sloane Legacy 
Survey contains 230 million unique imaged objects, and 1,270,000 unique spectra). However, each 
community would need to provide similar information. The active and immature information providers 
are the largest unknown. It is difficult to quantify their potential data holding since the impending ‘data 
tsunami’ is based on both an increase in the volume of data stored, the number of distinct objects 
stored and the number of communities providing digital archives. 

In addition to information providers, information consumers can be broadly categorized into at least 
four types: 

 Production consumers who will want access to data for large scale analysis on a 
HPC/Grid/Cloud infrastructure who will have significant bandwidth requirements and possibly 
be moving large quantities of data between storage and compute nodes. This will potentially 
include the information provider community itself but may include other communities who 
want to make use of the federated cross disciplinary access to be provided by EUDAT. 

 Research consumers who will want to perform cross disciplinary research on a smaller scale to 
test hypotheses, possibly before submitting applications for large scale analysis. These are 
anticipated to be the consumers who are really looking at making use of EUDAT as a means of 
fostering cross disciplinary scientific research and these users will require a good understanding 
of the data holdings either through direct communication with the information provider or 
through the EUDAT metadata service. 
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 So called citizen scientists who are interested in doing their own research in a field, not 
necessarily using the cross-disciplinary features provided by EUDAT, but using the metadata 
service as a window onto holdings of interest. 

 Policy consumers who do not make use of EUDAT services directly but rely on it to provide 
provenance information to justify policy decisions. Examples of such indirect users are the IPCC 
and IPF.  

For scalability purposes, policy consumers are unlikely to make significant use of a metadata service 
directly and this do not impact scalability. It is anticipated that the heaviest users will be the Production 
consumers who will possibly require metadata querying both for identification of candidate data sets for 
use in analysis and querying to get DOI’s during processing runs. Citizen scientists could potentially 
introduce scalability issues depending on the number of such users. For instance, taking the example of 
‘Galaxy Zoo’ users were accessing information at 70,000requests/hr within 24 hours of launch (although 
rates subsequently declined) and 50 million new entries were made in the 1st year by only 150,000 
people. 

E.4. Current Federated Metadata Catalogues 

There are a number of projects in production of development which aim to link metadata catalogues of 
individual sites into a federated catalogue. WP4 have already identified DataONE and ANDS as 
developments from which we may gain experience. 

DataONE (Data Observation Network for Earth https://www.dataone.org/about) has a broadly similar 
goal to EUDAT in that it aims to ‘...ensure the preservation and access to multi-scale, multi-discipline, 
and multi-national science data...’. It is currently focussing on biological, environmental and ecology 
communities. In DataONE, object level metadata is held by a ‘co-ordinating’ node. 

ORNL (Oak Ridge National Laboratory, who are a part of dataOne) have produced a searchable, cross 
disciplinary catalogue called Mercury35. While the architecture is unclear, and the catalogues are 
oriented to ‘...biogeochemical and environmental data...’, it does link together not only the data 
holdings of ORNL, but other data sets identified as being useful for global change research. It is based on 
open-source software and standards with some custom development. 

ANDS (Australian National Data Service) are working to link together all public Australian research 
holdings. Their objectives are: 

 Transform collections of Australian research data into a cohesive network of research 
repositories 

 Assist Australian research data managers to become experts in creating, managing and sharing 
research data under well formed and maintained data management policies 

 Increase the amount of research data that is routinely deposited into stable, accessible and 
sustainable data management and preservation environments 

 Provide opportunities for people to develop expertise in data management across research 
communities and institutions 

 Enable researchers to find and access any relevant data in the Australian 'data commons' 
 Enable Australian researchers to discover, exchange, reuse and combine data from other 

researchers and other domains within their own research in new ways 
 Facilitate the sharing of Australian data to support international and nationally distributed 

multidisciplinary research teams 

                                                             
35

 http://daac.ornl.gov/mercury.shtml 
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The architecture is outlined in a brochure (http://www.ands.org.au/andsbrochure.pdf). This architecture 
indicates that the ANDS metadata service only holds collection level metadata; object level metadata 
remains the provenance of the hosting institute. 

STFC have developed two tools called ICAT (not to be confused with iCAT which is part of iRODS) and 
TopCat which is used to federate data from different ICAT’s. It is currently being proposed as part of the 
European PanData project which aims to link the metadata catalogues from Photon and Neutron Data 
Infrastructures across Europe. These communities have broadly similar requirements to EUDAT, but 
their metadata information is more homogeneous than that expected in EUDAT. The catalogue is based 
around Dublin Core and come with well defined API’s for entering, retrieving and modifying the 
catalogue. However, at the moment, it s not clear how well it scales. Nonetheless it may be a useful 
community tool which would simplify the development of their own catalogues. 

E.5. Scalability Issues 

With regards to any potential EUDAT Metadata Service there are a number of both direct and indirect 
scalability issues coming from the information providers and information consumers.  

 Information Providers: 
o Number of information objects 

o Rate of change of metadata 

o Schema Complexity 

o Heterogeneity of models 

o Different ontologies 

 Information Consumers 
o Number of concurrent consumers 

o Rate of query 

o Information ‘depth’; i.e. the level of metadata available to provide required 

history/provenance 

o Legal requirements where any metadata service is required to keep a record of who and 

when information has been accessed. 

These can be addressed in a number of possible architectures, each of which addresses some of the 
issues and these are discussed below. It is possible that some aspects of these architectures could be 
merged. In addition, it is important to note that in all solutions, community users can use their current 
metadata catalogues; whatever EUDAT metadata service is developed it should not impact existing 
community users. 

E.6. Central Archive Model 

In this model, there is a ‘top-level’ EUDAT metadata service which duplicates some or all of the 
metadata from the communities updated via programmatic interfaces.  

If a single central archive is used it is unlikely to scale well given the problems of the number of 
information objects and heterogeneity if all of the metadata is duplicated. Even if only a subset of the 
metadata for all the objects (for instance, only metadata corresponding to Dublin Core) is held centrally, 
the number of data objects and the number of concurrent accesses could become an issue. The central 
service would also need to handle updating its information programmatically by querying the 
community servers. Where communities use OAI-MPH this is not too onerous, since after initial 

http://www.ands.org.au/andsbrochure.pdf
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population, only change information is returned. For legacy data sets again, this is only a one off query 
since the information should be at least pseudo-static. However, for active communities which do not 
provide an OAI-MPH interface or similar, this query could be quite costly since the whole data set will be 
returned.  

This could be addressed by storing, for instance, only thematic information and searchable keywords 
and URLs to community metadata servers which would return results indicating which communities hold 
information of interest, similar to a Google keyword search. It would then be the responsibility of the 
user to query that community. While this does address the scalability of the central service it puts 
addition load on community metadata services which will not only be used within the community but by 
external users as well and may require additional access rights to the community service. 

 

For users wishing to use EUDAT as a science ‘drop-box’, they will be required to supply some minimum 
level of metadata, which would be stored in the central catalogue, although the physical storage may be 
at an EUDAT partner site. 

E.7. Distributed Metadata Service 

Rather than a single central repository, community metadata could be stored in a distributed system. 
This allows a number of scalability issues present in the central model to be addressed. Users querying 
the service can be redirected to different nodes to distribute load across a number of systems. In 
addition, individual nodes can be logically linked to a set number of communities, with consistency 
across nodes achieved using standard database replication procedures such as Oracle streaming, MySQL 
clustering or using HadoopDB. Even with this approach, holding full object level metadata would present 
scalability problems and it may be necessary to only hold a subset of the metadata corresponding to a 
standard. Nor does it address cases where communities do not provide an OAI-MPH interface (or 
similar) returning only change results. 
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While this does address the scalability in terms of concurrent access by external users it does introduce 
an issue to consistency. Until data has been replicated to all nodes in the distributed service, there is 
potential for returning different results from each node in the service. However, this can be somewhat 
alleviated by ensuring new data is not made available until all nodes have a copy of the new 
information, or new information only becomes visible some time after uploading, the timing being 
determined by the ‘master’ node accepting the updated information from the community service. 

Again the level of metadata stored in the EUDAT layer will have an impact on the community metadata 
services. If sufficient object level metadata is available for objects within the EUDAT Metadata Service, 
then external users will not need direct access to community level metadata services, but if only 
collection level information or insufficient ‘core’ metadata is available within this service, then 
community metadata services will need be used by external users. 

This distributed approach also benefits from no single point of failure, since if one of the nodes goes 
down, others are available. If EUDAT metadata nodes are linked to distinct archives, then new 
information for those attached archives will not be available until the node is returned to service 
(possibly meaning deleted information will still be registered within EUDAT as available). Also, before 
the node is brought back to service it must be brought up-to-date with not only its own information but 
with information from other nodes in the cluster. 

For users wishing to use EUDAT as a drop-box, again metadata would only be held in a standard format 
sufficient to allow retrieval and for other community use if requested. 
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E.8. Tiered Metadata Service 

Broadly this is similar to a distributed service, but also somewhat follows the concepts of PaNData. 
Where communities have well defined metadata which is sufficiently homogenous, their catalogues, or 
some subset of the metadata contained therein could be aggregated within a ‘thematic’ metadata 
service, with a single (or distributed) central catalogue keeping a smaller subset of the metadata. With 
this model, ‘thematic’ groups could use something like ICAT (or possibly iRODS iCAT) to federate their 
metadata. Other communities within the thematic area could then make use of the thematic service, 
while non-thematic users would make use of the central information service. 

This again addresses some of the identified scalability issues and may help address some of the 
immediate needs of the EUDAT communities. In this case, the search and volume loads are distributed 
amongst the thematic service. Where heavy load is expected or high resiliency is required, it would be 
possible to distribute the metadata across different hosts/sites using database replication technologies 
to ensure consistency within the thematic area as is suggested in the Distributed Service mentioned 
previously. Similarly, the central service could be distributed for load balancing and resilience. 
Depending on the size of the communities, it may be possible to hold almost full metadata for each site 
within the thematic service, and only a smaller searchable subset in the central catalogue which would 
clearly be advantageous, and if a theme becomes too large (in terms of metadata entries) it could be 
further subdivided into sub-themes. 

While this approach scales quite well, it does not address issues where existing catalogues do not 
provide an interface for searching for changes or the needs of legacy data holders. In these cases, it may 
be possible to delegate queries directly to the service provider. The main problem with this approach 
will be finding communities within a thematic area which provide such homogeneous metadata. It has 
already been identified within the climate change community that the information provided by different 
sources is quite heterogeneous which makes interoperability a significant obstacle to cross disciplinary 
research. 
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E.9. Cached Metadata Searching 

A third possible approach would involve metadata caching. In this architecture, the EUDAT metadata 
service would hold knowledge of the query interface for each community service. Users wishing to make 
use of the EUDAT service would query it, and the EUDAT service would query on the users behalf, but 
hold the information for some time in an internal schema. This could require a detailed knowledge of 
the schema for each community, a mapping between each community’s metadata definition and a 
standard set provided by EUDAT, or the EUDAT metadata service to provide a flexible schema possibly 
based on simple key/value pairs. Again, the EUDAT service could be a single central service (which could 
lead to issues with numbers of concurrent users) or distributed, each node in the service than 
maintaining its own cache. 

This approach has many benefits in terms of scalability but suffers from ‘cache creep’, where the cache 
progressively becomes more and more out of date with respect to the community holdings. Of course, 
configuring appropriate cache lifetimes somewhat alleviates the problem (for legacy or slowly evolving 
communities the cache lifetime could be quite long depending on the total volume of cached 
information, while cache lifetimes for rapidly evolving communities could be deliberately kept quite 
short). However, caching systems tend to be quite complex and it is unclear whether there are any tools 
available for re-use with this or whether significant custim development would be required. 

 

 

 


