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EXECUTIVE SUMMARY 
EUDAT is a project in which user communities play a prominent role in defining the collaborative data 
infrastructure (CDI) and are actively involved in the requirement gathering and in building and shaping 
the common data services which are deployed and operated at the service provider partner sites.  This 
process is the backbone of EUDAT which fosters the assurance that EUDAT delivers services which are 
needed and actively used by the user communities and beyond. 

This analysis of the data landscape and communities’ needs is performed in an iterative way and such 
information is provided as input to the technology appraisal and service building tasks.  The technology 
appraisal is implemented matching the user requirements to available technologies and then handling 
the service deployment to the operational team. The stated purpose is to identify and utilise available 
technologies and tools to implement the required services and to identify gaps and market failures that 
should be addressed within the joint research activities. These gaps could be the result of mismatches 
between the functionality of today‘s technology and user community requirements, limitations on the 
ability to deploy a technology in a generic way across the diverse user community landscape or, finally, 
problems of scalability or reliability when considered for use at pan European scale. 

The present document reports about the work done in accordance with the project plan and it outlines 
the achievements gained by the technology appraisal task during the first ten project months. The main 
results are briefly summarized here: 

 The high level common data services have been analyzed and split into basic core services, 
which have been then examined according to five service areas: 

 Safe data replication 
 Dynamic data replication 
 Joint metadata 
 Simple store 
 Authentication and Authorization 

 The technology assessment has been conducted in three different strands: 
 Partner technology assessment.  A survey has been conducted on technologies in use or 

evaluated at the EUDAT partner sites. 
 Scientific e-Infrastructure technology assessment. Services and technologies are 

assessed, which are used in comparable use cases.  
 Technology watch. New and emerging technologies are identified, which are able to fit 

into the service stack to build the common data services. 
 A list of selected technologies, resulting from the matching of the user requirements and from 

the assessment, has been proposed to the service building task as base for the CDI candidate 
services. 
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EUDAT is a project in which user communities play a pro
infrastructure (CDI) and are actively involved in the requirements gathering and in building and shaping 
the common data services which are deployed and operated at the service provider partner sites.  This 
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results in the deployment of the EUDAT CDI envisio

This analysis of the data landscape and communities’ needs 
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In the following chapters we will focus our attention on the technology appraisal, while the service 
building, integration, testing, validation and delivery activities will be detailed in the next deliverable 
(D5.2.1). 

1.1. Technology appraisal 
The project has been broken down into three year-long phases and the goal of the services related 
activity for the first phase is the provisioning of some discrete operational services, which are the 
building blocks of the collaborative data infrastructure. The objective of the technology appraisal task is 
to identify the technologies to build this data infrastructure. After successfully matching technologies 
onto stakeholder requirements, the identified technologies are proposed to build the candidate services 
to be used as initial CDI building blocks. Hence to accomplish this purpose, we performed an assessment 
of the existing technologies, considering the users’ requirements and the following guiding principles: 

 The solution must be affordable. We propose a federated and extendable approach to 
provision of services that can be shared by a variety of scientific communities. 
Affordable technologies are technologies which are low on investment costs (e.g., open source), 
low on development costs (e.g., reuse or development effort, for example from other EU funded 
projects) and/or low operational costs, example: technologies in use at partner sites are easier 
to setup or to implement because of the available expertise. 

 
 The solution must be trustworthy. We address issues of trust at two levels: trust of the data 

through implementation of robust solutions to the integrity of preservation processes, 
privacy/security and data-provenance; and trust of the service-provider through our 
transparency, involvement of user communities and long-term business plan. 
Proven technologies are the basis of a robust solution. Technologies must have a production 
level status, used in similar type of services and a clear development roadmap and support 
team. 

 
 The solution must be persistent. If the goal is long-term persistence of the meaning of data, 

then not only must the content be preserved but the context in which it was created must also 
be preserved. That is, the content must remain understandable. 
Technologies chosen must be easily extendable to implement different sets of policies to 
implement persistency and rules for keeping data objects understandable. The use of persistent 
identifiers will be one of the basics throughout the EUDAT CDI infrastructure. 

 
 The solution must be usable. In particular, as the stream of new data becomes a flood, so 

there is an overwhelming need to address issues of scale and complexity in services to store, 
preserve and discover/find data. 
The basic elements of the EUDAT CDI infrastructure are to store, to preserve and make data 
objects findable now and in the future.  To improve usability a tight integration of the new 
services is foreseen with existing infrastructures and operations at community and service 
provider partner sites.  

 

We use an iterative approach to the service building process which consists of the technology 
assessment, the requirement matching and the technology gap discovery, as depicted in Figure 2 . 
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Figure 2: Iterative design process 

This iterative approach keeps users involved from the requirements definition to the evaluation and it 
allows the team-members a sense of mutual trust, develop a shared vocabulary and understand the 
constraints and opportunities, leading to a better understanding of stakeholder requirements by the 
users and by the technology providers. Each cycle ends in assessment of fitness for purpose with four 
possible outcomes. Either the service is fit to be deployed, or reiteration is required to challenge 
decisions taken in implementation, choice of technology (design) or, rarely, to review the original 
requirements. 

In the next chapters we will describe 

 an overview of the analysis of the functional and non-functional user community requirements, 
Chapter 2; 

 the assessment of the available technologies, Chapter 3; 
 the criteria for selecting technologies to implement candidate services and to propose a 

solution and the technology gaps and the recommendations on lines of research to cover them, 
Chapter 4; 

 the overall conclusions, Chapter 5. 
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2. REQUIREMENT ANALYSIS

2.1. Methodology 
As mentioned in the previous chapter, t
which satisfy stakeholders’ requirements to build the requested services by the communities. The 
assessment of the community data landscape, required services and translation to stakeholder 
requirements, captured in EUDAT deliverable D4.1.1 
Community requirements) is the main input for the technology appraisal process, to determine the 
required basic services, to perform a technology assessment among the part
Science and/or e-Infrastructure projects and global technology watch.  The stakeholder requirements 
and the strands of technology assessment are input for matching and selecting technologies to be used 
as basic services to build the common data services. This methodology is expressed in the diagram 
below. 

Figure 

2.2. Community Data Landscape
The assessment of the community data management landscape is conducted through interview
with the five core communities, the research communities in linguistics (CLARIN), earth sciences (EPOS), 
climate sciences (ENES), environmental sciences (LIFEWATCH), and biological and medical sciences 
(VPH). The interviews were conducted in pe
experts. One of the results of the community analysis is a common set of required data services: 
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 Safe Replication of Data (SR) is a service allowing communities to easily create replicas of their 
datasets in multiple data centers.  

 Dynamic Data Replication (DR) is a service that is responsible for moving datasets close to HPC 
facilities and ingesting the analysis results back into the EUDAT infrastructure.  

 EUDAT Metadata Domain (MD) is a service aggregating metadata from multiple communities 
and providing search facilities with results linking back to the actual resources.  

 The Simple Store (SS) service will provide an easy way for researchers to upload resources with 
minimal effort. All data uploaded through the SS should be open, publicly available and have 
proper metadata associated.  

 A Persistent Identifier (PID) service to manage and facilitate the PIDs for a community. 
 To enable access to the EUDAT common data services to a broad community base a flexible, 

trustworthy and common authentication and authorization (AAI) layer is needed. This service 
was not explicitly requested by communities but is implicitly a basic service of any e-
infrastructure. 

These services, listed by community, are summarized in Table 1: Community Service Matrix (D4.1.1, par. 
3.3). 

Table 1: Community Service Matrix 

Service SR DR MD SS PID AAI 

Community 

CLARIN X + X X + X 

ENES X X X  + X 

EPOS X X   X X 

VPH X X   X X 

LifeWatch X + X + + X 

NB: “X”= this service is relevant to this community, “+“ = this community has interest in this service but 
at a later stage or has a similar service already running in production. 

It is worth to note that the core communities are just pilots, therefore even a service like Simple Store, 
which is not very popular among them, but it is part of the plan mentioned in the DoW, will be taken 
into account as a candidate service. 

2.3. Technology assessment 
The high level common data services are analyzed and split into basic core services (e.g., long term 
archives (LTA), replication, federated AAI, metadata and persistent identifier services). An assessment of 
technologies of the basic core services has been conducted. The assessment consisted of comparing 
technologies on functionality, features, reliability, scalability, development roadmap and support. The 
technology assessment has been conducted in three different strands: 

 Partner technology assessment: in the partner technology assessment a survey has been 
conducted on technologies in use or evaluated at the EUDAT partner sites on the identified 
basic services. 

 Scientific e-Infrastructure technology assessment: in new and existing scientific e-
infrastructures the necessity has grown to develop services to cope with the deluge of scientific 
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data. In the assessment on scientific e
which are used in comparable use cases as identified as required services. 

 Technology watch: in the technology watch new
which are able to fit into the service stack to build the common data services. These emerging 
technologies are compared to the existing technologies in use at partner sites and 
scientific e-infrastructures.

2.4. Requirement Matching 
EUDAT has adopted a phased service delivery in which the services will evolve targeting more 
communities and fulfilling more requirements. EUDAT is 
generation of common data services. Tech
common data services should provide the basic functionalities. 

In the next paragraphs the requirement analysis of the required common data services are described. 
The persistent identifier service is a basic element of the safe replication (SR) 
be described in this paragraph. The joint metadata service (MD) and 
not been completely defined yet. For these services the initial 
exhaustive definition is described. 

2.5. Service areas 
2.5.1. Safe replication area 
Safe replication of data stands for a service that allows EUDAT communities to easily create replicas of 
their scientific datasets in multiple data centers. Deliv
required across all core user communities (e.g.
to user communities include data bitstream preservation, data curation, and better accessibility of the 
data. The usage of this service can be summarized as follows:

 Community (data) managers 
N years, exclude centers X to Z from 
maintaining the given access permissions keeping all replications uniquely identified.

In order to replicate data in a safe manner between user community centers and data centers a number 
of key requirements have been identified. These include data storage systems an
community centers and data centers as well as the handling of Persistent Identifiers (PIDs) during the 
replications. Figure 4 shows a conceptual blueprint of the safe replication area that is derived from the 
EUDAT Service Case Description for data replication given in 

Figure 4: Conceptual blueprint of the ‘safe data replication’ service case to understand its requirements
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: Conceptual blueprint of the ‘safe data replication’ service case to understand its requirements
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infrastructures services and technologies are assessed 

and emerging technologies are identified 
which are able to fit into the service stack to build the common data services. These emerging 
technologies are compared to the existing technologies in use at partner sites and at the 

EUDAT has adopted a phased service delivery in which the services will evolve targeting more 
in the phase for building the first 

nologies selected for building the first generation of the 

In the next paragraphs the requirement analysis of the required common data services are described. 
service and therefore will 

store service (SS) have 
will lead to a more 

ata stands for a service that allows EUDAT communities to easily create replicas of 
erable D4.1.1 reveals that such a service is 

CLARIN, ENES, EPOS, VPH, LifeWatch). The key benefits 
to user communities include data bitstream preservation, data curation, and better accessibility of the 

are able to create M replications at different data centers for 
replication scheme and make them all accessible by 

the given access permissions keeping all replications uniquely identified. 

In order to replicate data in a safe manner between user community centers and data centers a number 
of key requirements have been identified. These include data storage systems and technologies at 
community centers and data centers as well as the handling of Persistent Identifiers (PIDs) during the 

shows a conceptual blueprint of the safe replication area that is derived from the 

 
: Conceptual blueprint of the ‘safe data replication’ service case to understand its requirements 
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Figure 4 puts several identified key requirements within deliverable D4.1.1 in context to each other.  The 
stakeholder needs expressed as ‘safe data replication’ service case raises a couple of functional and non-
functional requirements. These are described in this section including how they address the use case 
requirements in D4.1.1 (i.e., stakeholder requirements). Dependencies to other services (e.g., AAI) are 
sketched pointing out that these affect the data replication service case as well. The ‘Local Long-Term 
Archive (LTA)’ technologies already exist at each of the community and data centers. 

Table 2: Safe replication area’s functional requirements 

# Functional Requirement Description Stakeholder Requirements Addressed 

1 Mature and extensible storage technology that 
include features for access control and policy-based 
data management. 

The technology required must be mature to guarantee a highly 
available and robust service with high throughput.  

CMs need to have functionality which data objects/collections 
need to be replicated. 

The replication transmission needs to be secure, but no 
encryption is needed. 

Access logging needs to be in place in the technology and 
aggregated usage statistics should be possible to extract at any 
time. 

The policy-based feature enables that all centers to be audited 
(e.g., Data-Seal of Approval) in order to establish trust with 
clearly described policy rules. 

Powerful policy functions are required to enable CMs to specify 
M replicas to be stored for N years. 

The support for meta-data is desirable for future activities, but 
initially not a crucial requirement. 

2 Persistent Identifier Service that is able to release 
unique PIDs that are assigned to data objects. 

The use of PIDs for replicated data objects enables CMs to know 
whether the replicas are identical with the source. 

3 Federated ID integration APIs for EUDAT AAI that can 
be used in conjunction with the storage technologies. 

CMs need replicas to be accessible by users while maintaining 
the access permissions as defined by the originating community 
center. 

4 Storage Technology and PID integration APIs in order 
to enable the unique binding between replicated data 
objects and PIDs released from a PID service. 

The storage technology of choice needs to be extensible in 
order to enable the assignments of PIDs for each of the 
different data objects replicated requiring no manual 
intervention (e.g., policy rule). 

5 Seamless integration of storage technology with 
local LTA in  order  to  limit  the  overhead  of  
participating to the EUDAT CDI 

The storage technology of choice should require as little 
changes as possible on the community data organization side 
that is already established around the local LTAs. 

6 Web-based lightweight access layer for community 
virtual research environments 

The definition of replication policies and the listings of available 
data objects for replication should be supported by a thin access 
layer taking advantage of lightweight Web-like technologies. 

This requirement is desired, but initially not a crucial 
requirement as long as the storage technology provides other 
ways for the aforementioned functionality. 
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Table 3: Safe replication area’s non-functional requirements 

 Non-Functional Requirement Description Stakeholder Requirements Addressed 

1 Reliability Robust service with no loss of data objects 

2 Interoperability Data replications need to be possible between each and every 
data center within the EUDAT infrastructure, desirable to be in-
line with world-wide activities 

3 High Throughput Replications Replication data transmission needs to be reasonable fast and 
requires high throughput of data 

 

2.5.2. Dynamic replication area 
The objective of this service area is to address the need of staging data from EUDAT repositories to 
external High Performance Computing (HPC) facilities for being further processed. Three EUDAT core 
communities (VPH, ENES, EPOS) expressed this request as they need to perform statistical model 
analysis on stored data. This service area differs from the safe replication scenario on mainly three 
points: 

 replicated data are discarded when the analysis application ends; 
 Persistent Identifier (PID) references are not applied to replicated data into HPC workspaces; 
 Users initiate the process of replicating data while in the safe replication scenario data are 

replicated automatically on a policy basis.  

Safe replication and dynamic replication areas are obviously tightly connected together as their 
solutions can be combined to address more advanced use cases. For instance, before being staged, data 
could be first replicated to a EUDAT node which is closer to the target HPC facility. 

 

 
Figure 5: Utilization scenario steps 

A detailed description of utilization scenario steps, depicted in Figure 5Figure 5 is presented below. 
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1. Data are replicated from community storage to EUDAT node (CINECA data center) using “safe 
replication” solution; 

2. Data are staged in a HPC facility either close to the EUDAT node or available outside, such as 
towards the PRACE infrastructure2.  

3. Data are replicated between two EUDAT nodes since the destination one (SARA data center) is 
close to the target HPC facility. The corresponding PID record contains all relevant URLs of the 
copies. 

4. Replicated data are staged in the local HPC facility and analysis results staged out to the 
original source. Results can be copied back to the community storage. 

Detailed community requirements for this service area are summarized below. 
 

Table 4: Dynamic data replication functional requirements 

# Functional Requirement Description Stakeholder Requirements Addressed 

1 Staging of large data sets ranging from tens of 
GBs (VPH) to few Terabytes (EPOS) 

Any input data set has the potential to be large and might range from 
tens of Gigabytes to few Terabytes in the case of special events, such 
as big earthquakes. The results of the computation, which need to be 
ingested back in the EUDAT storage facility, are usually bigger that the 
input data of a factor of two. 

2 Staging of entire directory of files With the term “data set” is meant a set of binary files which are 
grouped either within a directory or an archive. Data sets might come 
in the form of unstructured binary files. Some communities utilize 
common data format, such as the SEED for representing seismic wave 
forms. 

3 Easy selection of the data sets to stage Search mechanisms should be provided to permit users easily select 
the data sets of interest. iRODS metadata could be used at this 
purpose. 

4 Point to point staging scenario The data are staged only between two nodes. Multi-point transfers 
(i.e., from many sources to one destination) is desired, but not at this 
stage of the project since no real utilization scenarios exist at the time 
being. 

5 API or Command Line tool It should be possible to access the service either through APIs of a 
command line tool to allow communities integrate EUDAT services in 
their existing solutions. This is the case of the VPH community which is 
interested in extending its workflow system to employ the EUDAT 
service for the staging of input data towards HPC facilities. 

6 Automatic deletion of staged data User can decide whether staged data sets must be deleted after the 
computation ends. 

7 Adoption of standards GridFTP protocol is already in use within core communities and this 
aspect should be taken in consideration while evaluating new 
technologies. 

X.509 and username/password credentials are being adopted within 
VPH and EPOS respectively to identify community users. 

8 Support for third-party transfers The service should support third-party transfers so to permit 
movements of data between two remote nodes. A part to avoid data 
to transit from user’s workstation, the third-party model also provides 
better reliability for running transfers. Many transfer protocols, such as 

                                                           
2 PRACE infrastructure, http://www.prace-ri.eu/ 
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GridFTP, are able to provide high reliability configurations only when 
employed between two servers. This is mainly due to the fact that 
server daemons usually maintain the status of each transfer and thus 
are able to restart them if any problem occurs.  

9 Auto tuning of network parameters Possibility to tune network parameters either to optimize the transfer 
rate or limit the bandwidth occupation so to avoid engulfing the used 
network. The second requirement is very common to many small 
research centers where network resources are limited and shared 
among different services. 

10 Pre-staging of data. Possibility to pre-stage data sets, in case of many files, in order to 
optimize transferring performance. This requirement is desired, but 
not at this stage of the project since no real utilization scenarios exists 
at the time being. 

11 Integration with iRODS The service should be able to stage data from and to iRODS storage 
resources. 

 

Table 5: Dynamic data replication non-functional requirements 

# Non-Functional Requirement Description Stakeholder Requirements Addressed 

1 Easiness of use Intuitive and simple-to-use user interfaces would 
facilitate the adoption of the service and improve its 
popularity across community users, along with 
transparent authentication/authorization mechanism. 

3 High performance High performance in staging files either in case of big or 
many files. However, no strict constraints on response 
time are expected from the final service. 

7 Interaction with PRACE The possibility to stage data towards PRACE resources is 
recognized to be a great advantage for the data staging 
service.  

 

What is evident from the collected requirements is that communities need to be provided with a more 
complete solution rather than a classic network service to simply delegate data staging requests to. 
Client interfaces deserve an important role in this context, users need to be supported throughout the 
whole data staging process with complementary services that go beyond basic transfer functionalities. 
For this reason, the evaluation activity (see 3.3.2) has considered different technology categories, 
including server-side components and client interfaces. 

2.5.3. Joint metadata services area 
The main objective of the EUDAT metadata service is to provide a presentation and advertising platform 
for collections and data sets. 

EUDAT will handle metadata for more resources than just those deposited within the EUDAT CDI, 
although the project in principle can only provide metadata services for resources registered within its 
infrastructure, since only for those the project can guarantee data availability. If the data resides in a 
trusted repository, this could be considered sufficient for the metadata to fall within the scope of the 
EUDAT metadata services. 

In the initial phase we will target mainly resources contributed by the participating communities 
augmented with those of interested well-organized communities that are ready to contribute. Then, 
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later, other interested communities can be approached depending on the respective community 
capabilities. 

The main aspects taken into account about the joint metadata service are described in the following list. 

 Granularity. An issue that can have a strong impact on functionality, usability and scalability of 
the EUDAT metadata service is the granularity of the metadata records, for example, do we 
only deal with metadata records for data-sets and collections or do we also deal with metadata 
records for individual data objects?. There we came to the conclusions that this is a matter for 
the communities. It will be difficult for EUDAT to impose on the communities any prescription 
on what is a collection; we can however issue a recommendation that will balance the total of 
metadata records offered for the metadata services. A separate but connected issue is the 
identification schemes for object collections, objects and part of objects and versions which are 
also within the domain of the communities.  

 Metadata Access. It is agreed that all metadata should be openly accessible. If some 
communities have metadata that are not open, these should not be published or should first be 
edited to be, for example, anonymized. 

 Metadata formats and harvesting protocols. The most popular way of providing metadata for 
inclusion in catalogues by metadata service providers, is using the OAI-PMH and embeds 
domain specific metadata, as XML, within the OAI-PMH record. This allows at least for the 
syntactic checking of the metadata record content. Other ways exist ranging from uploading 
metadata in various (also non-XML) formats via ftp or making metadata available as RDF.  
However it seems sensible to start with OAI-PMH harvestable metadata and to extend this 
when needed and possible with other protocols and metadata formats. If key community 
metadata would be excluded we can take action to include it on a case-by-case basis. 

 LoD (Linked Open Data). We notice a push (at least in publications and discussions) for the use 
of RDF as a format for (also) metadata exposure and to be able to harvest it in the LoD way. 
However currently there is not yet a critical mass of usable metadata within (especially the 
EUDAT) communities, and so this should probably not be our first choice. However when a 
EUDAT metadata catalogue has been established we should investigate exposing the metadata 
information as LoD to contribute to the growing LoD cloud. 

 Data Access. Although is agreed that EUDAT is in favour of open data in the scientific 
environment at least, granting access remains a matter of the communities. But it is important 
to enable the user already in an early stage, also through the use of metadata, to judge on the 
efforts he has to spend for data access. This encompasses legal data properties like constraints 
and licenses as well as technical ones like data formats and possibly encryptions.   

 Metadata record identification. Since we will probably be harvesting metadata from different 
sources that may also harvest from one-another. This implies that we should be able to 
recognize metadata record duplicates, which may or may not be formatted differently, but 
basically contain the same information and describe the same resource. The most appropriate 
way for this would seem to rely on community provided identifiers for the metadata record 
and/or the identifier for the resource the metadata record describes. 

 Semantic mapping. To make the EUDAT metadata services successful, we need to provide 
some mapping between the concepts used in the different communities’ metadata schema. 
We agree to start with a simple set of ‘natural’ mappings. Later we can extend this approach 
(see also under Communities). 

 Metadata Quality. The communities are responsible for curating the metadata and providing 
adequate metadata quality. However, the quality of the metadata offered by the communities 
directly related to the quality of the EUDAT metadata service. EUDAT could make agreements 
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with the communities about quality levels, however it will be difficult to measure this at a 
semantic level in other ways than by checking whether the val
specific schemes for example
fulfilling the quality requirements, whatever they are. This will be further worked out later. Also 
we would encourage every community to have a contact where reports on metadata quality 
can be filed. 

 Communities. EUDAT can provide metadata services also to sub
community can have more than one metadata provider and use more than one metadata 
schema. EUDAT will keep a register of metadata providers and schemas. Although we welcome 
explicit registration of the semantics of these schema and we will encourage this practice, it is 
not absolutely required for the metadata to be within the scope of the EUDAT metadata 
services. 

 Metadata services functionality
and analyze them to find ‘natural’ mappings between elements from different schemas. These 
elements will then provide the main dimensions for a search and browse services. But all 
elements will be put in a central index and 
search service should have a pointer to a specialized community portal if available.

2.5.4. Simple store area 
The EUDAT Simple Store service will address 
scientists creating/manipulating them and not 
the  short  head  of  big  data  that  is  served  by  
other EUDAT services as exemplified 
6.  It  should  be  a  “simple  and  easy  to  use”  
service with low barriers for the addressed 
users.  

The reasons why EUDAT should offer th
service are obvious:  

(1) Offer a service for everyone with 
serious data, which means, for 
example, scientific researchers

(2) Get a wide visibility in the research 
world. 

(3) Address the many researchers and citizen scientists out there and n
(4) Do this as a measure to make data accessible, shareable and also persistent. 
(5) Offer a strong European service to compete with the big commercial players that are all US 

based - finally it is a strong fight about the question

While similar services have been offered already, some are specialized on certain data types, others 
have a commercial business model, which is not accepted by many researchers, so there is an 
opportunity for EUDAT to become active in this field.
interfaces which make the access too complicated and time consuming.
technology is available that would widely meet the startup requirements, but that it will be decisive for 
the acceptance of the service whether the users will trust EUDAT and whether we will be able to make 
convincing outreach campaign which reaches almost all research communities. 

The suggested main approach is to just begin without too many considerations, see how such a service
will be taken up and stepwise adapt the service dependent on the requirements. There is no need to 
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with the communities about quality levels, however it will be difficult to measure this at a 
semantic level in other ways than by checking whether the values of metadata elements fulfil
specific schemes for example closed vocabularies. EUDAT can filter out metadata records not 
fulfilling the quality requirements, whatever they are. This will be further worked out later. Also 
we would encourage every community to have a contact where reports on metadata quality 

DAT can provide metadata services also to sub-communities, meaning that a 
community can have more than one metadata provider and use more than one metadata 
schema. EUDAT will keep a register of metadata providers and schemas. Although we welcome 

egistration of the semantics of these schema and we will encourage this practice, it is 
not absolutely required for the metadata to be within the scope of the EUDAT metadata 

Metadata services functionality. EUDAT will start studying the schemas from the communities 
and analyze them to find ‘natural’ mappings between elements from different schemas. These 
elements will then provide the main dimensions for a search and browse services. But all 
elements will be put in a central index and will be searchable. Search results from the EUDAT 
search service should have a pointer to a specialized community portal if available.

The EUDAT Simple Store service will address the long tail of “small” data and the researchers/citizen 
eating/manipulating them and not 

the  short  head  of  big  data  that  is  served  by  
as exemplified in Figure 

.  It  should  be  a  “simple  and  easy  to  use”  
service with low barriers for the addressed 

The reasons why EUDAT should offer this 

Offer a service for everyone with 
, which means, for 

example, scientific researchers 
visibility in the research 

Address the many researchers and citizen scientists out there and not just the few.
this as a measure to make data accessible, shareable and also persistent.  

Offer a strong European service to compete with the big commercial players that are all US 
finally it is a strong fight about the question: who owns or has the data

similar services have been offered already, some are specialized on certain data types, others 
have a commercial business model, which is not accepted by many researchers, so there is an 
opportunity for EUDAT to become active in this field. Furthermore these services often provide poor 
interfaces which make the access too complicated and time consuming. It was widely agreed that 
technology is available that would widely meet the startup requirements, but that it will be decisive for 

rvice whether the users will trust EUDAT and whether we will be able to make 
convincing outreach campaign which reaches almost all research communities.  

The suggested main approach is to just begin without too many considerations, see how such a service
will be taken up and stepwise adapt the service dependent on the requirements. There is no need to 

Figure 6: The Long Tail of Small Data
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with the communities about quality levels, however it will be difficult to measure this at a 
ues of metadata elements fulfil 

DAT can filter out metadata records not 
fulfilling the quality requirements, whatever they are. This will be further worked out later. Also 
we would encourage every community to have a contact where reports on metadata quality 

communities, meaning that a 
community can have more than one metadata provider and use more than one metadata 
schema. EUDAT will keep a register of metadata providers and schemas. Although we welcome 

egistration of the semantics of these schema and we will encourage this practice, it is 
not absolutely required for the metadata to be within the scope of the EUDAT metadata 

rom the communities 
and analyze them to find ‘natural’ mappings between elements from different schemas. These 
elements will then provide the main dimensions for a search and browse services. But all 

chable. Search results from the EUDAT 
search service should have a pointer to a specialized community portal if available. 

and the researchers/citizen 

ot just the few. 

Offer a strong European service to compete with the big commercial players that are all US 
who owns or has the data?  

similar services have been offered already, some are specialized on certain data types, others 
have a commercial business model, which is not accepted by many researchers, so there is an 

se services often provide poor 
It was widely agreed that 

technology is available that would widely meet the startup requirements, but that it will be decisive for 
rvice whether the users will trust EUDAT and whether we will be able to make a 

The suggested main approach is to just begin without too many considerations, see how such a service 
will be taken up and stepwise adapt the service dependent on the requirements. There is no need to 

: The Long Tail of Small Data 
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fear that at the beginning too much storage will be requested, since the naturally limiting factor will be 
network bandwidth. If users will not use it, the service should be closed down after a while. 

In May 2012 work has been started to further define the scope and tools offered by this  service,  thus 
only initial findings can be presented here.  

A set of pilot user communities needs to be identified within and outside the project to help to shape 
the detailed requirements. A number of communities already indicated their interest in early 
discussions: 

 The DASISH cluster, including all SSH communities (CLARIN, DARIAH, CESSDA), is very much 
interested and DASISH also intends to offer a simple store solution. DASISH could take over the 
EUDAT solution or collaborate on this issue with EUDAT.  

 Also of interest are communities such as ECRIN, VPH (medical world), LifeWatch (biodiversity) 
and EPOS (earth science).  

Although formal requirements gathering is still ongoing, the following requirements have already been 
mentioned in early discussions: 

Table 6: Simple store initial requirements 

Functional Requirements 

R1 Integrated PID service 

R2 Minimal set of metadata 

R3 Support for social tagging 

R4 Online storage with easy access mechanisms and a user friendly interface (“youtube-like”, see 
3.1.5) 

Non-functional Requirements 

R5 Flexible AA mechanisms that provide privacy and copyright protection mechanisms, that is, it 
is the depositor who is responsible in all respects of sharing data. 

R6 Persistent storage backed up by strong data centers in Europe, which can give a guarantee to 
build up a redundant service. This is a feature that does not have to be implemented from the 
beginning. 

 

From an operational point of view, also a few initial requirements and considerations have been 
derived:  

 A big question is how to achieve trust in proper user behavior and what measures to prevent 
abuse of the service have to be put in place. This topic will require an in depth discussion with 
the other security tasks within EUDAT but pragmatic solutions could include to base everything 
on users that are authenticated by research institutions and let them sign a Code of Conduct. 
Citizen scientists can participate based on recommendations by accepted researchers and the 
researcher will be responsible for proper behavior and the deposited content of that person. 
There should also be social control built-in by having a button allowing everyone to mark 
content as illegal or non-ethical. This last feature implies the availability of moderators, who 
may make the service quite labor intensive, but, since the content is moderated after the 
upload, it is possible to agree on a removal time compatible with the available workforce.  
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 In general data should be shared and be archived after some time period, since only shared and 
archived data will be kept and not be deleted. A simple request form should be available that 
needs to be filled in (could be some prose text which is associated with the uploaded file). 

 A simple quota system should be implemented to prevent the storage resource exhaustion. 
The quotas will be upgraded stepwise and email alerts will be sent to moderators who will get 
the task to look at the activities of certain users and take actions, like to contact the users or to 
shrink the stored content.  

 At first only workspace store is offered. When depositors drop files and do not want to create 
metadata they just will get a URL/PID which allows them to re-use the file or share it based on 
this information. Such files will be deleted after some time and after sending an email warning 
of course. 

 Archiving of files in the workspace will only be done if proper metadata will be generated and if 
(in a later phase) the formats have been checked for example with tools such as JHOVE2.  

2.5.5. Authentication and authorization area 
Whenever possible, the Authentication and Authorization Infrastructure (AAI) shall be based on existing 
infrastructures for authentication and authorization, and make use of existing technologies and 
implementations. However, EUDAT shall also identify gaps, where existing infrastructures and 
technologies do not meet the needs of the communities. 

In this process, the most promising current and emerging technologies for AAI have been listed and 
evaluated.  

Very broadly, the work plan was divided into phases, the rationale for which is explained below (see 
“Requirements”) 

1. Single sign-on for EUDAT members: the reuse of the EUDAT login with other services. 
2. Authentication and authorization covering at least one, and ideally both, of ENES and CLARIN.  
3. Long term AAI, supporting all the requirements if possible: homeless users, delegation, etc. 

The process is currently in Phase 2. 

In outline, the suggested architecture has a single login service which ideally supports more than one 
login method (however, while it is architecturally a single service, it may be replicated, for example, as 
community portals.  The service may be, but does not have to be, a portal.)  Once logged in, an internal 
federation credential may be generated.  This credential will be hidden from the users, unless they have 
chosen a command line login. 
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2.5.5.1. Federations 

Like “cloud”, “federation” and “single sign
clarify, what we require is the following:

1. All EUDAT services, as well as communities’ own 
credentials (hereinafter referred to as “federation of services”).

2. Users log in with a single IdP, regardless of which service they need 
same username/password they use for every service (“s
only log in once (“single login”).

3. The IdP is run externally to EUDAT (“external IdP”).  Ideally, it is being run according to 
documented policies.  EUDAT itself shall impose no requirements on the IdPs

2.5.5.2. Requirements 

In phase 2, we focus on ENES and CLARIN, because if we can meet their needs then the remaining user 
communities should be relatively straightforward.  
communities and the salient results are 

CLARIN 

 Using multiple Shibboleth 
 “Homeless” users 
 Attributes include ePTID or ePPN, CN, mail, 

 Individual user authentication to services: access control is by individual identity, n
individuals request access to data.

ENES 

 Using OpenID, hosted by participating
 Translated to eduPerson, the identity attributes are SN, givenName, mail.
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Figure 7: EUDAT AAI high level view 

Like “cloud”, “federation” and “single sign-on”  are  used  a  lot  in  sometimes  incompatible  ways.   To  
clarify, what we require is the following: 

All EUDAT services, as well as communities’ own services, are able to consume the same 
credentials (hereinafter referred to as “federation of services”). 
Users log in with a single IdP, regardless of which service they need – in particular, it is the 
same username/password they use for every service (“single password”).  Ideally they need 
only log in once (“single login”). 
The IdP is run externally to EUDAT (“external IdP”).  Ideally, it is being run according to 

EUDAT itself shall impose no requirements on the IdPs

phase 2, we focus on ENES and CLARIN, because if we can meet their needs then the remaining user 
communities should be relatively straightforward.  A questionnaire has been submitted to 

the salient results are summarized here: 

 federations which publish attributes inconsistently.
 

Attributes include ePTID or ePPN, CN, mail, organizational affiliation. 
user authentication to services: access control is by individual identity, n

individuals request access to data. 

participating user institutes (only). 
Translated to eduPerson, the identity attributes are SN, givenName, mail.
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in particular, it is the 
ingle password”).  Ideally they need 

The IdP is run externally to EUDAT (“external IdP”).  Ideally, it is being run according to 
EUDAT itself shall impose no requirements on the IdPs. 

phase 2, we focus on ENES and CLARIN, because if we can meet their needs then the remaining user 
has been submitted to those 

federations which publish attributes inconsistently. 

user authentication to services: access control is by individual identity, not by roles: 

Translated to eduPerson, the identity attributes are SN, givenName, mail. 
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 Also a group:role attribute is used, for authorisation. 
 Authorisation is by group:role. 
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3. TECHNOLOGY ASSESSMENT 

3.1. Partners' technology assessment 
During the initial phase of the project an assessment of the technology already available among the 
partners has been performed. As shown in Figure 3 this task goes in parallel with the other appraisal 
activities and with the gathering of the requirements. This assessment aimed to provide a list of 
technologies which are already in use and well known among the partners and therefore to foster a fast 
service building for the CDI. It followed the same iterative approach mentioned before (see Figure 2) and 
new technologies and software tools could be added to the list in the next months according to the 
evolution of the EUDAT data centers. The main technology areas, which have been investigated, are 
those prioritized by the Services and Architectural Forum (SAF) because they are considered 
fundamental blocks for the infrastructure. The information gathered on the technology areas has been 
used later to define the service areas (see par. 2.5).  

Table 7: Service and technology areas 

Service Safe Replication Dynamic 
replication 

Simple Store Joint meta 
data service Technology 

AAA X X X X 

LTP X X   

PID X  X  

Policy based 
Replication 

X    

Upload/Download   X X  

 

We asked to each partner to describe its own software complying with a common template in order to 
ease the comparison of the various tools and to focus the analysis on two main aspects: the quality and 
technical features and the expertise of the specific EUDAT center. 

Each partner has described the experience with certain software, providing the status of the installation: 

 evaluated on documentation basis only,  
 deployed and tested, 
 in production,  
 dismissed.  

Moreover they have been asked the reasons which have led to the adoption of a specific tool and the 
way in which it is used (or it will be used in case it is just planned), which implies some details about the 
kinds of users, the requested security, the involved hardware resources, etc. 

While, about the quality and technical aspects, the following topics have been addressed: 

 Level of support (are there help desk, user forum, a large developer community?) 
 Is it closed/open source? 
 Known issues (critical bugs and other important technical issues that could hinder its adoption) 
 Development roadmap 
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 Footprint in term of resource consumption (whether it requires a big amount of memory, CPUs, 
bandwidth, etc.) 

 Dependencies from other libraries/software/O.S. 
 Supported standards and protocols, for example data exchange standards, including interfaces 

(for example the software could expose a REST interface via http) 
 Standards and other services used in the current deployments, for example iRods used with 

service: Shibboleth (standard: SAML) and service: Nagios 
 License type 
 Are there packages already available for different O.S. distributions? 
 Which is its catchment area, the order of magnitude of the number of users? 
 Implementation languages (Java, C, C++, PHP ...) 
 Other usages (advises for possible usages inside the project, even different from those for 

which the site has adopted it). 

In the following paragraphs, we will summarize the main results of the assessment grouped by areas. 

3.1.1. Authorization, Authentication and Accounting (AAA) 
The federated Authentication and Authorization Infrastructure (AAI) is considered critical for all the 
other CDI’s services because it is traversal to all of them and it is mandatory for their access. However at 
the time of this assessment, the requirement collection was in the early stage and there were not 
enough details to define clearly the AAI, and this led to some confusion about which technology and 
tools could be related to it. Therefore a set of definitions was agreed. 

 Authentication - The process of establishing that an entity is who they claim to be. 
 Authorization - The process of establishing that an authenticated entity is allowed to perform a 

given action on or in a resource at a given time. 
 Credential - Two types of credentials are considered here:  

 User - We define user credentials as a secret with which the user can authenticate to 
one or more IdPs. 

 Delegated - We define a delegated credential as a token. 
 Federation A group of members who have come together, possibly with a common purpose, 

under a common set of policies. 
 Identity In this context, we define identity as the authenticated representation of the user, for 

example a Kerberos principal or an X.500 Distinguished Name. 
 Member (of a federation), an entity providing one or more federation services, usually a legal 

entity but can in some cases be a smaller unit within a legal entity (e.g., a department in a 
university). Generally, the member will have one or more people who sign an agreement with 
the federation that the member will comply with the federation policies. (We shall occasionally 
use “member organization” for readability.) 

 Services Member - Services fall into one of three categories: 
 Identity Providers (IdPs): enable users to authenticate themselves to the federation. 
 Attribute Authorities (AAs): enable users to obtain attributes which describe themselves. 

These attributes can describe roles or group membership, and are typically used for 
access control decisions by resources. 

 Resources: the consumers of identities and attributes, resources provide “traditional” 
services for users (e.g., data storage, computing resources, etc.) 

 The federation itself can provide services: accounting services is a typical example. These are 
referred to as “federation-level services.” 
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Hence the main AAI related software tools available within the consortium according to the assessment 
are listed in Table 8. 

Table 8: Project partners’ technology for the Authentication and Authorization Infrastructure (Production=green, 
Testing=red, Documentation=orange, Rejected=purple) 

Technology Active Directory ACD eduGAIN LDAP+VOMS OpenID Shibboleth simpleSAMLphp 

Partner 

CINECA      P  

RZG      P  

EPCC        

BSC       P 

MPI-PL      P  

FZJ   D  D T  

UCL  P      

STFC        

CSC      P  

SARA P   P    

DKRZ     P   

SNIC        

PSNC        

KIT      T  

CINES        

 

3.1.1.1. Recommendations 

Clearly, the list is heterogeneous because those software tools provide different functionalities and one, 
OpenID, is not really a software, but more an authentication protocol. However Shibboleth results as 
the most used and well known, and for this reason it will be considered a good candidate, with the 
awareness that it is a solution for web resources only, therefore, in any case, it will be necessary to 
complement it with other components. 

3.1.2. Long Term Preservation (LTP) 
Long Term Preservation (LTP) is a complex process. EUDAT’s definition says that it includes provision of 
generic support for permanent access to ‘physical data […] including storage, replication and 
provenance Detailed requirements of particular applications and users related to preservation may 
differ, but basics are common. This assessment has been done in the light of these commonalities, 
which are listed in short form in the table below. 
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Table 9: Long Term Preservation software tools common functionalities 

High-level functionality/features Example low-level functions 

Bit stream-level persistency, consistency and 
integrity of the data 

 Local data redundancy (replication or encoding) 
 Geographical data replication/redundancy 
 Data integrity control 

Meta-data availability, redundancy, 
accuracy, integrity and safety 

 Data and meta-data integrity control 
 Transactional data and meta-data processing 
 Local meta-data redundancy 
 Geographical meta-data protection (DR or others) 
 Persistency of the data and meta-data mappings 

Cost-effective,  replicated, efficient large-
scale data and meta-data storage and access 

 Data Tiering, HSMs, caching for building large scale, 
high-performance and cost-efficient data storage 
systems 

 Commodity-based storage with intelligence on top 
 Independence of commercial DBMS licenses for 

meta-data 

 

Most of the technologies described by the project partners (see Table 10) address the most important 
issues related to Long Term Preservation. 

Table 10: Project partners’ technology for the Long Term Preservation (Production=green, Testing=red, 
Documentation=orange, Rejected=purple) 

Partners CINECA RZG EPCC BSC MPI-PL FZJ UCL STFC CSC SARA DKRZ SNIC PSNC KIT CINES 
Technology 
AFS  P          P    
BeeHub          T      
CASTOR        P        
dCache  P    P  T P P R P  P  
DiGS   P             
DMF HSM  
(SGI) 

       P  P     P 
HPSS  P         P     
Oracle’s HSM    P            
iRODS T T T  T P   P     P T 
NDS             P   
OpenStack  
Swift 

 T    T        D  
SRB        P        
TSM HSM            P P   
 

Data redundancy is one of those issues. In most cases local data redundancy is achieved by using 
appropriate deployment environment, for example disk arrays supporting RAIDs. In some cases the data 
stored locally are made redundant by implicitly applying some techniques such as data replication in 
clustered file systems or storage of data on multiple tape media in HSMs. This statement is true for 
Castor, DMF HSM/CXFS, Oracle’s HPSS, HSM/SAM-QFS, TSM and TSM-HSM. Geographical data 
replication in turn, is treated as a crucial functionality in the data storage systems which were, by 
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assumption, designed and developed to be used in the distributed setups, for example in Grids. 
Techniques for geographical data replication are present in dCache, SRB, iRODS, NDS, and HPSS. 
However, the way in which the replication happens is different in many solutions. Some of them (mainly 
commercial ones) use the proprietary protocols to make the local or long-distance replication (e.g., 
TSM-HSM with GPFS), while the open source solutions (such as dCache, SRB, NDS etc.) tend to use 
typical protocols such as NFS or GridFTP. This diversity makes the data replication among different 
storage systems described by EUDAT difficult or even impossible.  

Therefore, most of these systems must be used as the (tiered) storage back-end for the ‘EUDAT storage’. 
iRODS seems to be most suitable for such application, as it is the most flexible, elastic and scalable 
solution for implementing Long Term Preservation process in the distributed, large-scale 
environment. 

One of the most important aspects of storage systems in the context of Long Term Preservation is the 
independence of the logical data structure from physical data location, leading to persistence of logical 
data object identifiers such as files, directories or other data containers. The logical structure of the 
data should remain unchanged even if data are physically migrated (e.g., among device classes). Most of 
the analyzed solutions and technologies assure the data identifiers persistency, as they provide 
physical-location agnostic storage space. However, the persistency is guaranteed in the confines of a 
particular system, for example inside a given GPFS/HSM cluster. 

Cost effectiveness at large scale is another important aspect of Europe-wide data preservation system. 
First, locally used solutions and technologies should be able to scale in terms of capacity and 
performance at reasonable cost level, which not always is true. Commercial, paid data storage and 
management technologies, such as SGI DMF (licensed by capacity), Oracle’s HSM or TSM may be not 
suitable for large scale deployment due to licensing costs. Some of the technologies are open source but 
depend on the commercial DBMSs for meta-data, for example Castor which needs Oracle. This can make 
the large scale deployment of such solutions practically impossible. Second, the solutions that are 
considered to scale (e.g., iRODS, dCache or NDS) must be able to interface with locally used 
technologies. Most of the partners declared that they can assign some of the storage, data management 
and/or meta-data management resources to EUDAT’s data store. The overall assumption is to use the 
solutions which local centers are familiar with on the physical infrastructure, and to build some 
virtualized data infrastructure on top of them. And this is true for Hierarchical Storage Management 
(HSM) systems also, which are adopted by many partners. In fact SGI’s DMF, dCache, Oracle’s HSM, 
TSM-HSM and HPSS offer a file system-like interface to the storage space, but the usage of these 
technologies for building a unified storage space faces some issues and limitations. Firstly, some of the 
solutions run on the specific hardware and OS platforms (such as SGI’s DMF) or Oracle’s SAM-QFS/HSM. 
Secondly, the HSM presentation layer implementation details may differ, for example not every POSIX-
style system calls or function can be executed on them. Fortunately, most of the analyzed HSMs may 
expose the managed storage space as “exportable file system” to the clients, for example through NFS, 
SFTP or WebDAV as well as through GridFTP. This also works for other systems which do not offer the 
local filesystem interface, including iRODS, SRB or BeeHub. Besides most of the partner’s systems can be 
accessed through some gateways and constitute the storage backend for EUDAT’s data store. 

3.1.2.1. Recommendations 

iRODS looks to be a promising technology, as it may speak to different storage back-ends (including 
open source ones) and uses iCAT for meta-data storage, which in turn can interact with PostgreSQL, 
Oracle, or MySQL, so the choice of open source solution for metadata is possible. Moreover the 
consortium members’ good knowledge of iRODS is an important aspect, when we want to deploy it at 
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the large scale (expertise will be needed for this). Cloudy technologies, such as OpenStack Swift, have 
some attractive features, for building local- and large-scale data stores, which make these solutions 
potential candidates to address scalability, flexibility, reliability and security at the high level. However, 
the maturity level of these solutions, as well as the uptake and know-how at the local centers does not 
allow choosing them as the basis for build the Europe-wide data repository, providing Long Term 
Preservation features. They need further analysis.  

3.1.3. Persistent Identifiers (PIDs) 
The main results related to Persistent Identifiers show that only three types of persistent identifiers are 
in use:  DataCite3, EPIC/Handle4 and CDL/ARK5.   
 

Table 11: Overview of Persistent Identifier technologies (Production=green, Testing=red, Documentation=orange, 
Rejected=purple) 

Partner CINECA RZG EPCC BSC MPI- 
PL 

FZJ UCL STFC CSC SARA DKRZ SNIC PSNC KIT CINES 
Technology 
DATACITE/ 

DOI® 
       P   P     

EPIC/ 

HANDLE® 
 D   P D   D P T     

CDL/ 

ARK® 
              P 

 

DataCite makes use of DOI®6 system  and  the  DOI®  system  makes  use  of  the  Handle®  technology  for  
managing persistency on digital objects.  But this does not mean that DataCite or DOI® is the same as 
Handle®, according to the DOI® factsheet7 there are differences on technical, organizational and the 
costs level.  The main difference between DOI® and Handle® is that DOI® claims to provide a complete 
framework for managing intellectual content and facilitating electronic commerce and Handle provides 
just a general-purpose global name service enabling secure name resolution over the internet. The 
handle system is part of the DOI® service stack. 

ARK from California Digital Library (CDL) is an alternative solution for PID services: it is free and differs 
from DOI and HANDLE in its independence in the choice of naming authorities. It is used by archival 
communities for long term preservation like libraries, museums etc. 

Despite that DataCite and EPIC are different organizations providing independent PID services, all digital 
objects managed by DataCite or EPIC can be resolved via Handle global name service or specific name 
resolver services. To distinguish between digital objects managed by DOI® or Handle® or ARK® a naming 
convention is used:   

Table 12: Naming conventions 

Naming Site prefix URI Example URL 
Technology 

DOI® 10.<site doi:<doi name> doi:10.1000/182 http://dx.doi.org/10.1000/182 

                                                           
3 DataCite homepage http://www.datacite.org/ 
4 Handle homepage http://www.handle.net/ 
5 ARK homepage https://wiki.ucop.edu/display/Curation/ARK  
6 DOI® homepage http://www.doi.org/ 
7 DOI® factsheet “DOI® System and the Handle System®” http://www.doi.org/factsheets/DOIHandle.html 

http://dx.doi.org/10.1000/182
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Naming Site prefix URI Example URL 
Technology 

prefix> 
HANDLE® <site 

prefix> 
hdl:<doi name> hdl:1887/17774 http://hdl.handle.net/1887/17774 

ARK® <site 
prefix> 

ark:<ark name> ark:/12148/cb31729063
6 

http://catalogue.bnf.fr/ark:/12148
/cb317290636  

 

Just by running persistent identifier service, storing DOI’s (digital object identifiers) and providing 
references to digital objects do not make data management of scientific data or digital objects persistent 
and/or future proof. In principle the EPIC and DataCite are all separate organizations with members 
providing persistent identifier services based on Handle® or DOI® technologies. The EPIC/handle system 
seems to be favorable among the EUDAT partners. EPIC is the European consortium providing persistent 
identifier services based on the Handle system. Two of the EUDAT partners (e.g., SARA and CSC) are 
founding partners of the EPIC consortium and more partners are investigating or planning to join the 
EPIC consortium. 

A quick search on the web provides references to other Persistent Identifier (e.g., URN-NBN, PURL, ARK8 
and XRI, LSID9) schemes. From the results of the technology assessment we can conclude that these PI 
schemes are currently not in use by any of the EUDAT partners. 

3.1.3.1. Recommendations 

EUDAT is not going to provide its own PID services, it will rely on existing service providers and 
organizations.  The EPIC/Handle system is more in favor at the EUDAT partners and seems to be the 
prime candidate for promoting EUDAT PID’s.  

3.1.4. Policy Based Replication Systems 
Policy Based Replication is one of the means and components of data preservation process. General, 
Long Term Preservation-oriented analysis of the technologies is included in par. 253.1.2. 

This section provides a short analysis of the appraised technologies focused on (policy-based) data 
replication. Data replication-related challenges to be addressed in EUDAT include: 

 effective, safe (i.e., assuring data integrity) and secure (i.e., ensuring the data confidentiality, if 
needed) technologies for cross site/ organization/ country (and cross-other-boundaries) data 
replication, 

 data distribution technologies, 
 strategies and tools for data caching and/or remotely accessing parts of a large datasets of 

interest for some data analysis processing applications, and 
 techniques and policies to enable optimized data access (including algorithms and policies to 

balance the need for caching versus planned replication or remote access to data). 

                                                           
8 PI referenced in a research result on Persistent Identifiers in the CATCHPLUS project with title “Discussion document 

persistent identifiers CATCHPlus (http://www.catchplus.nl/wp-content/uploads/2010/01/Discussion-document-persistent-
identifiers-CATCHPlus.pdf) 

9 PI referenced on the ANDS (Australian National Data Services) Persistent Identifiers awareness web page 
(http://ands.org.au/guides/persistent-identifiers-awareness.html) 

http://hdl.handle.net/1887/17774
http://catalogue.bnf.fr/ark:/12148/cb317290636
http://catalogue.bnf.fr/ark:/12148/cb317290636
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Most of the analyzed technologies does not address the whole complexity of the (policy-based) data 
replication and do not consider all the aforementioned aspects, some  of them  could be extended to 
provide missing features, but the closest to reach the expected functionality level is iRODS (see Table 9). 

3.1.4.1. Recommendations 

iRODS will be proposed as the first common solution to manage policy-based replication in EUDAT, as 
this technology enables implementing most important functionalities by using existing or 
implementing new micro-services (the extensions of the iRODS plug-in framework). Remaining 
technologies described by the partners seem to be incompatible to each other and unable to offer the 
extendibility at the level comparable to iRODS. However EUDAT is investigating further alternatives, 
which may complement the iRODS functionalities, therefore, if it is the case, new proposals could be 
evaluated in the future. 

3.1.5. Upload/Download Service 
The upload/download service can hardly be defined as a single software component, it is more 
appropriate to think about it as the functionality of a whole software stack. It is a concept strictly related 
to the Dynamic Data Replication and Simple Store service areas. The two main aspects of the service are 
the interaction with the user and the interaction with the storage. 

About the user interaction, during the EUDAT kick-off meeting the idea to have a “youtube+”10 or 
“dropbox”11 interface was expressed, which means that the user should be able to upload/download 
files in a simple way. But practically which tools are already available among the partners? From the 
point of view of desktop clients and web portals, not many, looking at the survey results (see Table 
13Error! Reference source not found.). However the listed storage management software and protocols 
can help to understand better the current situation. 

Table 13: Technologies related to Upload/Download service (Production=green, Testing=red, Documentation=orange, 
Rejected=purple) 

Partners CINECA RZG EPCC BSC MPI-
PL 

FZJ UCL STFC CSC SARA DKRZ SNIC PSNC KIT CINES 
Technology 
BeeHub          T      
CASTOR        P        
dCache  P    P  T P P R P  P  
DiGS   P             
EMI FTS          P      
GridFTP P   P  P   P  P  P P P 
ICAT        P        
iRODS T T T  T P   P     P T 
OGSA-DAI   P           P  
NDS             P   
OpenDAP           P     
OpenStack 
Swift 

 T    T        D  
SRB        P        
UFTP      P          
 
                                                           
10 http://www.youtube.com/ 
11 http://www.dropbox.com/ 
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Considering the most common technologies, as evidenced in Figure 8, the main supported file transfer 
protocols are: 

 GridFTP 
 WebDAV 
 HTTP(S) 
 (S)FTP 

 
Figure 8: Number of installations related to Upload/Download service (P=Production, T=Testing, D=Documentation) 

During the first SAF meeting, some usage scenarios were described by the representatives of the 
communities and together with the requirements expressed by the partner data centers, they provided 
the basis to define early candidate services for the EUDAT CDI. 

 The main features of the upload/download service should allow: 

 to upload/download resources together with metadata descriptions (dropbox like),  
 to share the resources with others, 
 to offer immediate visualization for the most prominent data types.  
 to enter  metadata  which allow users to search for the data, 
 to fill in social tagging fields, which allow users to add additional metadata keywords.  

In order to complete the picture, the following requirements have been considered: 

 User Side: 

 Users must need to login via distributed AAI so that they can be clearly identified. 

 No resources are provided by EUDAT for free:  users  must  belong  to  a  project  or  a  
community with an established agreement with EUDAT. “Homeless” scientists can be 
included in a EUDAT virtual community.  

 Users can search for resources with the help of a simple Google-like interface 
(youtube+). 

 The users can see how often the resources have been accessed: statistics. 
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 Data center side: 

 Centers carry out load balancing between the participating centers. 

 Centers check the format of the uploaded files. 

 Once uploaded the resources get a Handle to be identified. 

 A mechanism for auditing should be available.   

3.1.5.1. Recommendations 

Combining the technology assessment results with the SAF feedback, it is clear that none of the 
assessed technology can fully satisfy the requirements. Probably multiple client interfaces will be 
required in order to satisfy the various scenarios, like a desktop client, a web portal and a client API to 
allow existent storage repositories to be shared. Some of the aforementioned software tools have 
already client interfaces, like iDrop12 for iRods, Topcat13 for ICAT, Globus Online14 for GridFTP Server, but 
most part of them are quite specific, therefore it would be advisable in the next months to investigate 
general purpose tools, like for example CyberDuck15. An exception could be represented by GridFTP, 
which is interesting for high performance transfers and does not seem integrated with general purpose 
tools, thus a specific client for it could be taken into account. 

Some building blocks can be already derived by this assessment, for example a batch file transfer 
mechanism could be composed by GridFTP and SFTP servers, while others are less clear, therefore 
further investigation on the related technologies is required. Indeed such close examination is ongoing 
(see par. 3.3.2 and 3.3.4). 

3.2.  Scientific e-Infrastructure technology assessment 
EUDAT’s aim is to design, develop and provide a cross-disciplinary, pan-European Collaborative Data 
Infrastructure (CDI). Similar aims lie at the heart of other projects, involved in the Call 9 (INFRA-2011-
1.2.2, Data infrastructure for e-Science), dealing with cross-disciplinary acquisition, storage, processing, 
access, searching and exploitation of the data. The technologies considered in these projects might be of 
interest for EUDAT in two aspects. First, EUDAT can benefit from these project’s experience, evaluation 
and assessment of the technologies in the light of the needs of users from particular domains. Second, 
EUDAT can consider the integration and collaboration with these projects for mutual benefit, including 
both understanding the needs of user communities, reusing their expertise and offering value-added 
services to these communities, for example by providing safe data replication or long-term preservation 
mechanisms.  

We provide short overview of the project aims including technical and non-technical challenges these 
projects try to address. Where possible the technologies are described. Note that most of the projects 
started in fall or winter 2011 so not much information on technologies is available yet. We also point out 
potential collaboration activities between EUDAT and these projects. 

                                                           
12 https://pods.iplantcollaborative.org/wiki/display/start/Using+iDrop 
13 http://code.google.com/p/topcat/ 
14 https://www.globusonline.org/ 
15 http://cyberduck.ch/ 
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3.2.1. i-Marine, D4Science, D4Science
The I-Marine project16 provides its communities a series of applications for managing, processing and 
visualizing scientific data and textual content. The project started

An important assumption of I-Marine is th
for use in the analysis of possible impacts on biodiversity and individual species occurrence in the 
marine environment. As the sources of the data and the nature of analyzed information are ve
(including species observations to socio
data), I-Marine implements the concept of the Hybrid Data Infrastructure
technologies and promises to offer the necessar
implement the ‘Big Data’ enabled scientific paradigm.

At the technology level, the services in i
interface with existing infrastructures and services in
Azure) and data sources (based on OAI
gCube concept is available at https://portal.i

gCube is designed under the principles of component
various software elements and offers number of subsystems including infrastructure operation and 
Virtual Research Environment (VR
storage management, metadata management and indexing
data transmission etc. It also supports 
selection, personalization, presentation services
(Application Support Layer), enabling the development of the user applications. Example applications 
build on top of the presentation layer are AquaMaps
biodiversity and occurrence predictive maps and TimeSeries
manipulation and publishing. 

The concept of HDI and gCube tools may be interesting from EUDAT perspective.
abstraction EUDAT and i-Marine share some challenges. Both projects aim at providing transparent data 
                                                           
16http://www.i-marine.eu/Pages/Home.aspx
17http://www.i-marine.eu/Content/eLibrary.asp
18 http://www.gcube-system.org/ 
19Full list of standards taken into account by gCube is provided at http://www.gcube

system.org/index.php?option=com_content&view=category&layout=blog&id=50&Itemid=58&id_articolo=185
20https://gcube.wiki.gcube-system.org/gcube/index.php/AquaMaps
21https://gcube.wiki.gcube-system.org/gcube/index.php/Time_Series
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e, D4Science, D4Science-II 
provides its communities a series of applications for managing, processing and 

visualizing scientific data and textual content. The project started in November 2011. 

Marine is that users will have access to real-time, accessible information 
for use in the analysis of possible impacts on biodiversity and individual species occurrence in the 
marine environment. As the sources of the data and the nature of analyzed information are ve
(including species observations to socio-statistical data, documents and environmental monitoring 

Marine implements the concept of the Hybrid Data Infrastructure17, which integrates several 
technologies and promises to offer the necessary management and usage capabilities required to 
implement the ‘Big Data’ enabled scientific paradigm. 

At the technology level, the services in i-Marine are available through gCube18, a system which can 
interface with existing infrastructures and services including19 grid (EGI), cloud (VENUS
Azure) and data sources (based on OAI-PMH,  SDMX,  TAPIR)  –  see  Figure  9.  A  full 
gCube concept is available at https://portal.i-marine.d4science.org/web/guest/about-gcube. 

gCube is designed under the principles of component-based software engineering and SOA. It consists of 
various software elements and offers number of subsystems including infrastructure operation and 
Virtual Research Environment (VRE) management, information organization including

metadata management and indexing, data annotation, ontology management
etc. It also supports data retrieval, that is, searching, content source description

selection, personalization, presentation services including native gCube user interfaces and ASL 
(Application Support Layer), enabling the development of the user applications. Example applications 
build on top of the presentation layer are AquaMaps20 which supports the creation of 
biodiversity and occurrence predictive maps and TimeSeries21 that supports the data import, curation, 

 
Figure 9: gCube tool - overview 
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access to various data repositories as well as offering to users the data preservation, storage, retrieval, 
searching and exploitation services. Although i-Marine focuses on particular user communities however 
the project faces similar challenges to EUDAT as the format of the data and the nature of the data 
sources is different and their applications are multidisciplinary. 

D4-Science-II22 is an European e-Infrastructure project that is continuation of DILIGENT, which produced 
gCube v. 0.9 and D4Science (Data Infrastructure Ecosystem for Science) which ‘stabilized’ gCube (1.5) 
and supported two user communities: FARM (Fisheries and Aquaculture Resources Management) and 
EM (Environmental Monitoring). The outcome of D4-Science-II is gCube 2.0.  

The high level aim of D4Science-II is to “provide mechanism for facilitating interoperation of the 
D4Science e-Infrastructure with diverse other data e-Infrastructures that are running autonomously thus 
creating the core of an e-Infrastructure Ecosystem.”23 As the prototype of such an ecosystem, 
D4Science-II brings together several scientific e-Infrastructures established in areas such as biodiversity, 
fishery resources management and high energy physics. Another high level goal of the project is to 
ensure sustainability of the Knowledge Ecosystem by collaboration with appropriate international 
bodies and initiatives. 

D4Science shares the technical challenges with EUDAT. It tries to offer the user communities from 
different disciplines the services for collecting, analyzing, curating, publishing, storing, protecting and 
exploiting the data acquired from diverse data sources and by harnessing heterogeneous data storage, 
processing and publishing resources. 

Potential collaboration of EUDAT and D4Science-II at the technology level may include examining the 
Hybrid Data Infrastructure (HDI) concept, which assumes that several technologies, including Grid, 
private and public Cloud, can be integrated to provide an elastic access and usage of data and data-
management capabilities. EUDAT can also benefit from exchanging the technical knowledge and 
experience on using SOA and component-based approaches for bringing together various, 
heterogeneous data sources, data storage technologies and providing functionality on top of them. In 
particular EUDAT could examine the gCube tool which is the implementation of the HDI concept. 

EUDAT can also consider D4Science’s solution as the ‘gateway’ to the communities not addressed yet by 
EUDAT. From the other hand, potentially gCube tool could be extended to be able to speak to EUDAT 
services and/or data repositories operated by EUDAT and user communities involved in our project. 
EUDAT can analyze the concept of Virtual Research Environment (VRE). VREs aggregate and deploy on-
demand content resources and application services by exploiting computational and storage resources 
of a grid infrastructure. They may be defined and used by user communities, particular groups, projects 
and experiments.  

3.2.2. ESPAS 
ESPAS (Near Earth Space Data Infrastructure for e-Science) “aims at building the e-Infrastructure 
necessary to support the access to observations, modeling and prediction of the near-Earth space 
environment extending from the Earth's atmosphere up to the outer radiation belts”24. In general ESPAS 
will provide tools for combining and exploiting the data coming from different sources that are 
interrelated from the point of view of various disciplines.  

                                                           
22 http://www.d4science.eu 
23See: http://www.d4science.eu/about 
24 See: http://www.espas-fp7.eu/ 
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ESPAS will provide access to 40+ data repositories containing heterogeneous, multidisciplinary data 
acquired from ground and space. The full list of the data provides to ESPAS is presented at: 
http://www.espas-fp7.eu/index.php/community/data providers. 

These repositories were developed for the needs of different users groups, however ESPAS will create a 
common interface for searching, accessing and using these data. ESPAS e-infrastructure and data 
management tools will be used by different user communities including science and engineering, in 
particular EISCAT_3D and SIOS, the ESFRI projects. The list of ESPAC use cases is available at: 
http://www.espas-fp7.eu/index.php/overview/use-cases. It is worth to note that ESPAS project involves 
several participants of EUDAT consortium (STFC, INGV and UCL).  

The ESPAS capabilities will be implemented in the form of semantically enabled web service. Their 
functionality will range from data format translations, to routine processing algorithms, and various data 
visualization and navigation tools, through standardization and harmonization of metadata. Specific 
features of ESPAS services include for example support for the location of all available data within a 
certain spatial & temporal range and combining the data sources, for example space weather 
parameters generation using data from both satellites and ground-based sounders. 

Overall, using ESPAS, combining data in many dimensions will be possible. To achieve this aim, the initial 
technical focus of the project is the data model that reflects the complexity of measurements made in 
near-Earth space. Factors of this complexity are rich spatial & temporal distribution of data among 
others diverse types of data (scalars, vectors & tensors) etc. 

Architecture of the envisioned ESPAS services is presented in posters and presentations from the 
meetings. No detailed information is publicly available at the moment. From the materials available one 
may conclude that the architecture will contain semantic harmonization API that allows to access and 
interpret data from different sources using the data model worked out by ESPAS. These data will be 
used for data and semantic integration processes including harvesting and indexing of metadata (to 
enable searches), mediation, storage as well as for so-called value-added services such as visualization, 
searching, statistics and modeling.  

Again, there are similarities of challenges faced by ESPAS and EUDAT. They include the need to manage 
the heterogeneous sources of data as well as use various underlying systems and resources to store, 
process, analyze and visualize them. Potential collaboration of EUDAT and ESPAS include knowledge and 
experience exchange on building the multi-disciplinary data services, working out the data integration 
models and designing the web-enabled services for data and meta-data management, access and 
exploitation. 

3.2.3. GeoSeas 
GeoSeas25 (pan-European infrastructure for management of marine and ocean geological and geo-
physical data) is the follow up project of the SeaDataNet26 (pan-European Infrastructure for Ocean and 
Marine Data Management). “Geo-Seas will contribute to e-Infrastructure development in the areas of 
Scientific Data (coherent management and access to data) and Standards (data management, metadata, 
formats, delivery).” 

Technically, project uses the Common Data Index (CDI) Data Discovery and Access service of 
SeaDataNet, which provides an ISO1911527-based index to data on individual samples, cores and 

                                                           
25http://www.geo-seas.eu/content/content.asp?menu=0010000_000000 
26http://www.seadatanet.org/ 
27 http://www.iso.org/iso/catalogue_detail.htm?csnumber=26020 
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geophysical measurements and a unique interface to access these data sets online. CDI28 provides so-
called data shopping feature, that is, defining set of criteria for data selection, tracking and data 
downloading mechanisms to users. The data are actually acquired from the distributed data centers, 
which deliver them to users in standardized data transport formats, complaint to SeaDataNet’s 
vocabularies29, quality flag scales30 as well as analysis & presentation tools worked out in the 
project. Interestingly, the data baskets may be gathered ‘off-line’, that is, asynchronously to user query; 
in such a case user is notified by email about the fact that the requested data are available for 
download. CDI also implements the access control policies defined for data sets. The architecture of the 
SeaDataNet system is presented at: http://www.seadatanet.org/Standards-Software/SeaDataNet-
architecture. Its main elements are metadata, data downloading, visualization services, user registry, 
and user portal. The software components of the architecture are implemented as SOAP Web Services 
and Java components. 

From the perspective of EUDAT the data delivery model is worth exploration. GeoSeas applies a one-
stop-shop data delivery idea to geology, geophysics and oceanographic applications. Similar way of 
accessing the data acquired from multiple sources might be of interest of EUDAT users. Obviously such 
approach is not easily portable to all disciplines; however one may assume that it is at least doable for 
part of the user communities. Also the data quality control means provided to users in GeoSeas look 
interesting in the context of data provenance services planned in EUDAT. 

3.2.4. OpenAIREplus 
OpenAIREplus extends the OpenAIRE project, which provides services for the European document 
infrastructure for the open-access mandate of the European Commission, by expanding functionality, 
interfaces, and helpdesk services.  This 30-months project started in December 2011. 

OpenAIREplus will add services relating to scientific datasets, harvesting metadata from relevant 
repositories, aggregating them, and serving them to other infrastructure services, such as search 
facilities and user functionality. The project will add an automatic, semi-automatic or manual 
identification of links between publications and related datasets and will also support presentation of 
the resulting composite objects. The project will establish an e-Infrastructure to harvest, enrich and 
store the metadata of Open Access scientific datasets. Innovative underlying technical structures will be 
deployed to support the management of and inter-linking between associated scientific data. 

At the current stage of the OpenAIREplus project, not many technical details of the planned 
infrastructure are available. One of the goals of OpenAIREplus is to provide the users the access not only 
to the scientific papers but also to datasets linked to them, for example, the data that led the 
publication authors to scientific results presented in the publications. OpenAIREplus itself is more about 
linking the publications with the data than delivering the actual datasets. However, EUDAT should be 
aware  of  the  outcomes  of  the  project,  in  order  to  enable  the  EUDAT  user  communities  to  open  the  
digital content stored in EUDAT services for the services such as OpenAIREplus. 

3.2.5. SCIDIP-ES 
SCIDIP-ES31 aims at delivering the generic services for data preservation as part of the data 
infrastructure for e-science. Long-term goal of SCIDIP-ES is to favour the set-up of a European 
Framework for the long term preservation of Earth Science (ES) data through the definition of common 

                                                           
28 See: http://www.geo-seas.eu/content/content.asp?menu=0020011_000000 
29http://www.seadatanet.org/Standards-Software/Common-Vocabularies 
30http://www.seadatanet.org/Standards-Software/Data-Quality-Control 
31http://www.scidip-es.eu/science-data-infrastructure-for-preservation-with-focus-on-earth-science/ 
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preservation policies, the harmonization of metadata and semantics and the deployment of the generic 
infrastructure services in the ES domain. 

SCIDIP-ES  builds on multiple EU-funded projects, including the experience of the ESA Earth Observation 
Long Term Data Preservation (LTDP) program and CASPAR32 project, that provided the prototype 
services and worked on the evolution of the OAIS reference model (ISO:14721:2003) 

SCIDIP-ES shares many principles with EUDAT. It addresses storage, governance, and business models 
for the service.  SCIDIP-ES, similarly to EUDAT applies a dual approach: top-down, in a design for generic 
services and the bottom-up approach for the preservation requirements gathering from the earth 
sciences community. The project’s generic services will be tested and validated by use in the ES, and the 
project will work with ESFRI projects and other science domains to ensure generic usability of the 
service. Similar approach is accepted in EUDAT, where user communities are involved in requirements 
gathering, services definition and services and infrastructure testing. Perhaps experience and findings 
coming from both projects could be interchanged. 

SCIDIP-ES plans to deliver services as the part of the data infrastructure for e-science. Full list of services 
are available at http://www.scidip-es.eu/services-and-toolkits website. These services implement the 
OAIS model. Part of them support the data curation process, providing the tools for conducting full cycle 
of data preservation including knowledge gathering (RepInfo Registry that describes digital objects’ 
structure, meaning and rendering information and relationships among types of the objects), 
identification of gaps (among the user knowledge and the full comprehension of the digital object), 
Orchestrator Service (that supports the process of providing missing RepInfo entries by domain experts) 
and Preservation Strategy Toolkit that helps to analyze which of the preservation techniques, that is 
format description, format conversion or emulation of the data object rendering environment should be 
used in particular case. Another set of services support storage and preservation of data. Storage Service 
provides the interface to the physical storage of digital objects and implements storage of data in the 
form Archival Information Package (AIP) on top of the existing storage systems. The Persistent ID Service 
allows the interoperation with PIDs used in different data repositories. Finding Aid Toolkit in turn 
provides the interface to existing search capabilities of repositories, thus helping the people to discover 
the data stored in the repositories. 

SCIDIP-ES consortium includes two EUDAT partners (INGV and STFC). 

3.2.6. transPLANT 
transPLANT33 will establish a scalable, pan-European research infrastructure for coupling genotype and 
phenotype information in crop plants. transPLANT will establish an open-access database for plant 
genomics, a virtual resource built from data (and expertise) distributed throughout Europe. This virtual 
database aggregating the dispersed plant genomic data will be available through a single point of access, 
that is, a portal developed within the project. The portal will offer set of tools and services, which will 
support the construction of integrated, interpretative applications on top of the archived data. Among 
others, the new portal will provide search engine integrating reference bioinformatics databases and 
physical genetic materials. transPLANT project addresses the needs of particular user community, but 
the project aggregate the data coming from many distinct and different sources. Interesting aspect of 
the transPLANT is the ‘hub-and-spoke’ model in which the individual resources, representing centres of 

                                                           
32http://www.casparpreserves.eu/ 
 
33http://transplantdb.eu/ 
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excellence in particular domains will remain community-based custodians of data but are able to take 
part in a two-way data exchange with other partners using transPLANT services and infrastructure.  

transPLANT consortium contains BSC, which is also participating in EUDAT. 

3.2.7. PaNdata-ODI 
PaNdata-ODI34, will develop, deploy and operate an Open Data Infrastructure (ODI) for European 
Photon and Neutron laboratories. The infrastructure will be used across 11 RIs in diverse fields including 
physics, chemistry, biology, material and environmental sciences, medical technology and cultural 
heritage, operating 100s of instruments and supporting thousands of scientists. 

The concept of the Information Infrastructure35 assumes that it should allow interactions among 
different RIs on all stages of scientific process. To make it happen, mutual access to data should be 
technically possible not only at the publication stage, but also just after raw data are acquired from 
scientific instruments as well as processed and analyzed. Implementing such idea requires storage and 
effective interchange of enormous amounts of data as well as technical means for describing, 
interpreting and protecting data at different stages of the scientific process. 

At the technical level PaNdata-ODI will support tracing of provenance and authenticity of the data and 
data preservation including persistent identifiers. For the authentication and access control purposes 
ODI introduces unique, persistent IDs for all European Photon and Neutron source users and uses the 
Shibboleth-based system. R&D works in PaNdata focus on scalability of the data access and processing 
through exploitation of parallel filesystems and multi-core system architectures. PaNdata-ODI 
formulates Common Data Policy (CDP) which is agreed among partners and defines a Common Data 
Format (CDF) based on HDF-536/NeXus37 for data and standardized, Dublin core-based, self-describing 
meta-data. For metadata management PaNdata-ODI uses iCAT38, which provides an interface to 
experimental data and will provide a mechanism to link all aspects of the research chain from proposal, 
experiment through to publication.  

Examining of CDF and CDP may be interesting for EUDAT. Also the exchange among EUDAT and 
PaNdata-ODI of the experience and knowledge related to scalable access to data repositories using 
parallel file systems and processing architectures may be of mutual benefit for the projects. 

3.2.8. ENGAGE 
ENGAGE39 (An Infrastructure for Open, Linked Governmental Data Provision towards Research 
Communities and Citizens) will deploy and use an advanced service infrastructure incorporating 
distributed and diverse public sector information resources. The project will promote a highly synergetic 
approach to governance research, by providing the data produced in the public sector for analysis by 
multiple disciplines, scientific communities and citizens. Projects aim also at driving synergies among the 
ENGAGE infrastructure and other e-Infrastructures. ENGAGE makes it by contributing to standardization 
for open and linked governmental data, consolidating various approaches for data curation (including 
harmonization, annotation, pre-processing, anonymization and linking), archival (using cloud and grid 
infrastructure, while providing platform independence and interoperability), searching and retrieval 

                                                           
34http://pan-data.eu/PaNdataODI 
35http://wiki.pandata.eu/ConceptualDesign 
36 http://www.hdfgroup.org/ 
37 http://www.nexusformat.org/ 
38 http://code.google.com/p/icatproject/ 
39http://www.engage-project.eu/engage/wp/ 
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(supporting intuitive access to the data collection and context-specific search) and advanced data 
services (such as visualization, context-specific formatting and collaboration tools).  

ENGAGE deals with processing and converting publicly available, unstructured or semantically poor 
representations of data (e.g., published on governmental web services) to semantically rich 
representation. For this purpose the project examined the tools and techniques for gathering data from 
public sector institutions web pages including for example DeiXTo40 and Scraperwiki41 and solutions for 
transforming the unstructured web data to tabular data, for example Triplify and D2R Server. Also the 
data storage solutions supporting RDF data model42 and tools and frameworks such as OData43, GData 
as well as linked data query solutions, for example Talis44 and Virtuoso, were examined. Another area of 
ENGAGE work are the visualization and analytical tools that help users to understand the data retrieved 
from the ENGAGE services, such as Google Fusion Tables, Tableau, Socrata and visualization for geo-
spatial data for example Google Earth, ESRI ArcGIS as well as Google Charts, Dojo Charts, Open Layer 
etc. 

Overall a lot of effort of the project is put to assure the visibility and accessibility of the data gathered in 
ENGAGE infrastructure and accessible by its services. The users’ portal, that enables searching, 
retrieving and visualization of the datasets is compliant to many standards HTML, CSS for Web, 
ECMAScript, Web Content Accessibility Guidelines 2.0 (WCAG) and Google Webmaster Guidelines for 
search engines spider. The RESTfull API enables third parties to develop applications that communicate 
with ENGAGE in order to automatically retrieve datasets (Search API) or automate datasets publication 
to the ENGAGE (Publication API). Internally the architecture of ENGAGE is modular and composed of 
several services available through SOAP web services. ENGAGE assumes usage of technologies for 
building enterprise applications including JAX-WS 2.0-compliant tools, for example GlassFish, RedHat 
JBoss, IBM WebSphere or Apache Tomcat. 

Data storage and management is provided by data access layer, which interfaces to file systems for 
storing RAW data and to CKAN, Virtuoso and MySQL for meta-data. CKAN is de-facto standard for open 
data registries and enables seamless integration and federation with other data portals.  

From EUDAT perspective, ENGAGE provides interesting solutions that could be re-used by several 
communities, however these tools are external to core data services of EUDAT. Interesting concept at 
which EUDAT can have a look is a modular architecture based on web services and ENGAGE’s approach 
to services implementation, that is, usage of technologies typical for enterprise technologies. 

3.2.9. diXA 
diXa45 will develop a robust and sustainable service infrastructure for capturing toxico-genomics data 
sets produced by past, current and future EU research projects targeting non-animal based chemical 
safety tests. diXa is a 3-year project that started in October 2011. 

The project focuses on building a web-based, open access and sustainable e-infrastructure for capturing 
the toxico-genomics data, linking them with existing databases and making these data available for 
researches for further processing, mining and analysis. diXa will assemble the data from toxico-genomics 
projects’ and public repositories and store this data in a standardized and sustainable data warehouse. 

                                                           
40 www.deixto.com 
41 https://scraperwiki.com 
42 Resource Description Framework, http://www.w3.org/TR/rdf-concepts 
43 www.odata.org 
44 www.talis.com 
45http://www.dixa-fp7.eu/about 
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These data will be integrated, that is, cross-checked for quality and normalized. The accumulated data 
will be made accessible to users through Chemical database portal and Human disease portal. This data 
will also be linked to other relevant databases including chemical/toxicology databases and human 
diseases databases. 

Basing on materials publicly available one may conclude that project concentrates its efforts on enabling 
the data exchange among multiple research communities and laboratories as well as ensuring these 
data will be linked with existing databases and made available for querying, processing and analysis. 
Long-term storage of data is vital issue, however it looks to be not yet covered. Potentially, EUDAT could 
provide both services and infrastructure to diXA project, for example, for safe-replicating the data or 
effectively moving them for processing in HPC systems. In fact diXa and EUDAT are holding ongoing 
discussions to identify and optimize opportunities for collaboration between the two projects. In 
particular diXa is looking for ways to carry out compute-intensive jobs on its data sets in order to 
capture and exploit the increasing complexity and speed of genomics-based data generation and next-
generation sequencing. 

3.2.10. AgINFRA 
AgINFRA46aims to design and develop the e-infrastructure that will provide services, processing power 
and storage resources for agricultural research data thus facilitating the development of policies and 
deployment of services to a variety of disciplines of agricultural science. AgINFRA is a 3-year project that 
started Oct 15th 2011.  

Key element of the AgINFRA vision is to achieve a high level of interoperability between agricultural and 
other data resources including AgINFRA and other e-Infrastructures. Therefore, AgINFRA infrastructure 
will support different types of data, including experimental data, maps, time series, multimedia 
documents, vocabularies, publications, etc. The AgINFRA will also cover different formats of data 
including Open format, RDF, XML, Videos, meta-data and RAW data. Project efforts will be put among 
other into working out the extended meta-data and adoption of Europeana standards and 
specifications.  

The project vision47 assumes usage of Grid and cloud systems for data storage. Potentially, this opens 
the possibility for collaboration of AgINFRA and EUDAT at the technical level. However at the current 
stage, no decisions on technical details seem to be made. 

3.2.11. Summary 
Most of the analyzed projects aims at solving data visualization and searching issues of different science 
domains and in the public sector, without forgetting data retrieval and curation, storage management 
and metadata harvesting. Also data access and exchange, data and metadata portability, open access to 
data are important. Most of them plan to build the e-infrastructures where the data management 
services will be operated and plan to collaborate with other data and computation infrastructures. 

                                                           
46http://aginfra.eu/ 
47According to deliverable D1.3: http://aginfra.eu/images/stories/deliverables/aginfra_d13_250512_final.pdf 
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Figure 10: e-Infrastructure projects’ keyword cloud 

3.3. Technology watch 
3.3.1. Safe replication area 
The technology watch activity of the safe replication activity was focussed to satisfy the functional and 
non-functional requirements identified in Section 2.5.1 . 

Table 14: Safe replication area’s functional requirements and possible technologies listed with shortcomings 

# Functional Requirement Description Possible Technology and Identified Shortcomings 

1 Mature and extensible storage 
technology that include features for 
access control and policy-based data 
management. 

DPM 

Knowledge of DPM exists at EUDAT partners (e.g., SARA) and it was evaluated 
against the functional requirements. Although DPM is a mature technology there 
have been two limitations identified for the use in the safe replication identified. 
Firstly, it lacks a clear mechanism for policy-based data management that prevent 
the use of dynamic centre and community-specific policies (e.g., in order to 
interact with a PID service). Secondly, it is very much focussed on the security and 
usage within the WLCG and HEP community and is not easily extensible (e.g., in 
order to adapt federated AAI schemes). 

dCache 

Knowledge of dCache exists at EUDAT partners (e.g., JUELICH) and it was 
evaluated against the functional requirements. dCache is a mature technology 
like DPM, but also here limitations have been identified. The support for policy-
based data management is limited (e.g., in order to interact with a PID service).  
Also, the system is very much optimized towards the use within WLCG and the 
HEP community and therefore is only extensible to a limited degree (e.g., 
preventing the adoption of federated AAI mechanisms). 

iRods 

Knowledge of iRods exists at EUDAT partners (e.g., RZG) and it was evaluated 
against the functional requirements. This evaluation revealed no major 
shortcomings and satisfies the requirements (policy-based management, 
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extensibility) very well. 

2 Persistent Identifier Service that  is  
able to release unique PIDs that are 
assigned to data objects. 

Given the expertise from many partners in EUDAT, the EPIC PID service was 
analysed. The evaluation reveals that the service is able to meet the functional 
requirements for the data replication service. It offers an interface that can be 
used to retrieve PIDs. 

The handle system is not as broadly used and knowledge about this technology 
exists in EUDAT only to a limited degree. Analysis though reveals that the basic 
functionality is there. 

3 Federated ID integration APIs for 
EUDAT  AAI  that  can  be  used  in  
conjunction with the storage 
technologies. 

Integration APIs are evaluated together with the AAI task force, but there are no 
conclusions yet. Nevertheless, initial results point to the direction of using a 
federated security scheme. 

4 Storage Technology and PID 
integration APIs in order to enable 
the unique binding between 
replicated data objects and PIDs 
released from a PID service. 

It can be noted as a gap that there is no integration API existing that enables the 
use of storage technologies of DPM, dCache, iRods with PID service EPIC or 
handle. The data replication activity needs to develop this lightweight layer to 
achieve this functionality that in turn is maintained only to a limited degree. 

5 Seamless integration of storage 
technology with local LTA in order 
to limit the overhead of participating 
to the EUDAT CDI 

All storage technologies DPM, dCache, and iRods enable a smooth integration 
with existing local LTA technologies (file systems, other backend-storages, etc.). 
Nevertheless, DPM, and dCache seem to be optimized for special cases, while  
iRODS scope is broader. 

6 Web-based lightweight access layer 
for community virtual research 
environments 

Clients of the analysed technologies exist (DPM, dCache, iRods, EPIC, etc.), but 
are only usable in Web-like environment to a limited degree. It should be noted 
here as a gap that a clear Web security framework and/or integration package for 
Web 2.0 frontends does not exist. The data replication activity needs to develop 
this lightweight layer to achieve this functionality that in turn is maintained only 
to a limited degree. 

 

Table 15: Safe replication area’s non-functional requirements and possible technologies listed with shortcomings. 

 # Non-Functional Requirement 
Description 

Stakeholder Requirements Addressed 

1 Reliability DPM, dCache, and iRods are reliable as the analysis reveals and mature 
technologies used since many years by user communities world-wide 

2 Interoperability DPM, dCache adopts standards like HTTP or WebDAV, but lack a more general 
extensibility framework as existing in iRods (e.g., micro-services code). 

3 High Throughput Replications The replication data transmission for all storage technologies seems to be in-line 
with needs of EUDAT. 

 

The technologies watch activities have analyzed known technologies in context of the required 
functionalities. It seems to point to the following conclusions as an input to the candidate services for 
EUDAT: 

 Storage technology: iRods, because of its massive extensibility and rule-based approach. 
 PID service: EPIC service, because of broader knowledge from EUDAT partners. 

3.3.2. Dynamic replication area 
Several technologies, ranging from server side components to client interfaces, were considered during 
the course of the dynamic replication task force. Technologies were selected on the base of different 
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strands. Apart from their capability to meet collected requirements, other factors have been analysed, 
such as the level of maturity, their capability to support high-available configuration, the known 
limitations and the availability of good documentation materials. In the following, the more relevant 
technologies are described, including a comparison table where the capabilities of each technology are 
compared to collected requirements, both functional and non-functional. This section continues with an 
introduction of the GridFTP protocol as it is recognized as a widely adopted protocol for performing 
large data transfers within HPC infrastructure, including PRACE. 

3.3.2.1. GridFTP 

GridFTP is an extension of the standard FTP protocol. It is defined as part of the Globus toolkit48. GridFTP 
allows transferring data efficiently between sites. It is a particularly applicable for high-performance and 
secure data transfer in high band-with WANs. Other features include multiple data channels for parallel 
transfers, partial file transfers, third-party (direct server-to-server) transfers, reusable data channels, 
and command pipelining49. 

3.3.2.1. Griffin 

Griffin is a GridFTP server, entirely written in JAVA, being able to access iRODS resources as well as plain 
file systems. Leveraging Globus libraries, it allows the access and staging of data from iRODS to any 
external GridFTP server or client. Thanks to a powerful bash script, its installation consists in a roughly 
simple task while its configuration may require more efforts and expertise as the official documentation 
lacks in describing some fundamental steps. Consequently, our test-bed environment took much time to 
be properly set-up; server X.509 credentials needed to be included in the JAVA runtime trust-store and 
this was not sufficiently described into the official documentation. Like a traditional GridFTP server, 
Griffin makes use of GSI proxies for authenticating users and supports most of GridFTP features, 
including multiple streams, tcp-buffer size tuning and files pipelining. The only unsupported feature is 
the multiple-stripe (multiple GridFTP nodes transferring parts of the same data set on different network 
paths). From the security point of view, Griffin behaves like a normal GridFTP server, thus requiring a 
control-channel port and a range of data-transfer ports to be made reachable to external clients. 

Griffin is not widely used, probably tens or hundreds of installations around the world, but its 
development team is actively working to maintain the code, also following the iRODS evolution 
roadmap. The willingness of Griffin developers to promote their technology culminated in an immediate 
reaction in fixing important bugs which were preventing the interaction with the GlobusOnline service. 
Several tests were performed at CINECA and SARA where large data sets, of the size of hundreds of GBs, 
have been transferred back and forth the two sites without experiencing any instability problem or 
memory leak50, either with Griffin or iRODS. 

Griffin is an open-source project, now hosted at Google Code51, and being released under the Apache 
License, version 2.052. 

                                                           
48 Douglas Thain and Miron Livny, Parrot: An Application Environment for Data-Intensive Computing, Scalable Computing: 

Practice and Experience, Volume 6, Number 3, Pages 9-18, 2005 
49 GridFTP, http://globus.org/toolkit/docs/latest-stable/data/gridftp/ 
50 Memory leaks are the most popular problems with Java components. 
51 Griffin, http://code.google.com/p/datafabric-griffin/ 
52 Apache License, http://www.apache.org/licenses/LICENSE-2.0 
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Table 16: Griffin quality level and technical features 

Quality level and technical features 

Category Server side component 

Level of support (are there help desk, user 
forum, a large developer community?) 

User forum with medium traffic 

Closed/Open source Open Source 

Known issues Does not support multi-stripe transfers 

Development roadmap Regular maintenance 

Footprint (Footprint in term of resource 
consumption (whether it requires a big 
amount of memory, CPUs, bandwidth, 
etc.)  ) 

No relevant footprints to report 

Dependencies JAVA, Globus Java libraries 

Supported standards and protocols  Yes (GridFTP) 

Standards and other services used in the 
current deployments 

GSI Proxy for user authentication 

License type Apache License 

Packages  Jar files 

Order of magnitude of the number of 
users 

Hundreds 

Implementation languages Java 

 

3.3.2.2. gTransfer 

gTransfer is an advanced transfer tool which builds upon traditional GridFTP functionalities. Leveraging 
on basic *NIX tools, it forms a new tool being able to provide advanced features to end users: 

 it can automatically use predefined data transfer parameters, like the number of parallel 
streams, the TCP buffer size or the number of concurrent transfers for specific connections; 

 it can perform data transfers crossing network domains by transparently rerouting a data 
transfer over one or multiple transit/gateway sites. For example it could perform a multi-step 
transfer which could solve the problem of accessing a GridFTP server inside a private network, 
such as the PRACE one53; 

 it helps the users during commands creation by proposing possible options, such as “known” 
hosts (this is done exploiting bash completion functionality). 

                                                           
53 PRACE sites are linked together by a private network which is accessible from the public internet only through two door 

nodes (CINECA, LRZ). 
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GTransfer is entirely written in bash and it has no particular requirements besides a traditional *NIX 
environment with bash completion functionality. The installation process is quite easy and the 
documentation is exhaustive. Actually, no direct integration between iRODS and gTransfer is possible, 
but transfer can be performed through the Griffin interface (see section above). 

GTransfer is now in use at some HPC sites in Europe and, recently, gave very good results in a project 
aimed at moving data between NERSC (USA) and CSC (Finland). Furthermore, the developer team is 
actively working on it and supported in evaluating the technology. 

GTransfer is an open source project, now hosted on github54, being released under the GPL V3 license.  
 

Table 17: gTransfer quality level and technical features 

Quality level and technical features 

Category Client interface 

Level of support (are there help desk, user forum, 
a large developer community?) 

Mailing list 

Closed/Open source Open Source 

Known issues Nothing to report 

Development roadmap Regular maintenance, plus the set-up of an on-line 
service. 

Footprint (Footprint in term of resource 
consumption (whether it requires a big amount of 
memory, CPUs, bandwidth, etc.)) 

No relevant footprints to report 

Dependencies Bash 

Supported standards and protocols  N/A 

Standards and other services used in the current 
deployments 

GridFTP 

License type GPL V3 

Packages  Tarball 

Order of magnitude of the number of users Tens 

Implementation languages Bash Script 

 

3.3.2.3. FTS (File Transfer Service) 

The gLite File Transfer Service (FTS) is a low-level data movement service for transferring files between 
Storage Elements. In addition, it provides features for administration and monitoring of these transfers. 
                                                           
54 gTransfer, https://github.com/fr4nk5ch31n3r/gtransfer/ 
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The FTS exposes an interface to submit asynchronous bulk requests and performs the transfers using 
either third-party GridFTP or SRM Copy. The FTS servers are typically deployed at (large) sites where 
there are large amounts of data to be transferred. The FTS is part of the EMI 1 “Kebnekaise” release 
developed by the European Middleware Initiative. The current implementation of the FTS is centered on 
‘channels’, unidirectional connections between two sites. Since this model does not scale well, 
developers are planning to replace it with a more flexible model55 which will end up in a new release of 
the software during the course of the next year. Although FTS is recognized to be a mature and stable 
technology, being adopted in many sites within the EGI infrastructure56, its adoption as a standalone 
server results roughly impossible. Its tight integration with other EGI services, such as the BDII 
information system57, strongly hampers the portability of the technology as many dependencies must be 
met before adopting it.  

Table 18: FTS quality level and technical features 

Quality level and technical features 

Category Server side component 

Level of support  The EMI user support system, Global Grid User Support (GGUS) 
tool, is available. 

Closed/Open source Open source 

Known issues Tightly integrated with other EGI services.  

Development roadmap New major release of FTS is planned at the end of April 2013: 
channel-less transfer model, more transfer protocol, at least http, 
improved fair share. 

Footprint Unknown 

Dependencies An Oracle database is needed in order to run the FTS. Future 
releases (FTS v3) will also support other database backend like 
MySQL, ProgreSQL. 

Scientific Linux 5 64 bit. 

Supported standards and 
protocols  

GridFTP, GSI Proxy 

Standards and other services used 
in the current deployments 

FTS installation and configuration is implemented using yum tool 
and yaim scripts accordingly to the operating system. 

License type Business friendly open source license 

Packages  RPM, DEB 

Order of magnitude of the 
number of users 

Hundreds 

                                                           
55 FTS, http://www.eu-emi.eu/products/-/asset_publisher/z2MT/content/fts 
56 EGI, http://www.egi.eu 
57 BDII, http://twiki.cern.ch 
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Implementation languages Java, C/C++ 

 

3.3.2.4. iRODS Clients 

iRODS clients were evaluated with the intention to a) understand how much efficient and complete 
storage browsing functionalities are, and b) which transfer protocols are supported. This to respond to 
users request to be supported with data navigation and selection tools, and to assess available protocols 
for staging data in/out iRODS resources.  

The table below reports the outcomes of our evaluations. 

Table 19: iRODS clients comparison table 

Client Icommands 
(3.0) 

iRODS Web UI 
(3.0) 

DAVIS (0.9.4) - 
plain HTTP 

DAVIS (0.9.4) 
- WebDAV  

iDrop Web 
(beta 2) 

Functionality 

Browsing directory tree Well supported. Well supported. Well supported. Well 
supported. 

Well 
supported. 

Data sets management 
(move, copy, delete ...) 

Well supported. Well supported. Partially 
supported. After 
the deletion of 
some data sets, 
the directory 
listing might 
result very slow. 

Well 
supported. 
But it is not 
possible to 
create empty 
data set. 

Well 
supported. 
But it is not 
possible to 
create empty 
data set. 

Error 
management 
(performing 
actions on 
data sets 
belonging to 
other users) 

Open file Not applicable. Well supported. Misleading error 
message. 

Well 
supported. 

Not applicable. 

Download Well supported. No error 
message. 

No error 
message: 
download empty 
file. 

Well 
supported. 

Partially 
supported. 
No meaningful 
message. 

Add/change 
Metadata 

Well supported. Well supported. Misleading error 
message: 
“Refused”. 

Not 
applicable. 

Well 
supported. 

Delete Well supported. Misleading error 
message. 

Well supported. Misleading 
behaviour: 
the data set 
disappears, 
but re-
appears after 
a refresh. 

Partially 
supported. 
Misleading 
behaviour: the 
file disappears, 
but re-appears 
after a refresh. 

New file Not applicable. Misleading error 
message. 

Well supported. 
The directory 
creation is 

Misleading 
error 
message. 

Well 
supported. 



EUDAT – 283304 D5.1.1: Technology Appraisal Report 

 

Copyright © The EUDAT Consortium  PUBLIC 48 / 74 

Client Icommands 
(3.0) 

iRODS Web UI 
(3.0) 

DAVIS (0.9.4) - 
plain HTTP 

DAVIS (0.9.4) 
- WebDAV  

iDrop Web 
(beta 2) 

Functionality 

disabled. 

Upload Well supported. Misleading error 
message. 

Well supported. 
The upload is 
disabled. 

Well 
supported. 

Partially 
supported. No 
meaningful 
message. 

Replica Well supported. No error 
message. 

Misleading error 
message. 
Custom help-
desk mail 
reference. 

Not 
applicable. 

Partially 
supported. No 
meaningful 
message. 

Move Well supported. Well supported. Misleading error 
message: 
“Refused”. 

Well 
supported. 

Partially 
supported. No 
meaningful 
message. 

Rename Not applicable. Not applicable. Misleading error 
message: 
“Refused”. 

Well 
supported. 

Partially 
supported. No 
meaningful 
message. 

ACL Well supported. Not applicable. Well supported. Not 
applicable. 

Not applicable. 

Download (3,86 GB, 695 
MB, 127 MB, 777 KB) 

Well supported. Well supported. Well supported. Well 
supported. 

Well 
supported. 

Upload 3,86 GB Well supported. Failed via “single 
file service”. 
Ok via Java 
applet. 
Unreliable 
progress bar:  
there is no way 
to cancel uploads 
in progress. 

Failed: created 
empty file. 

Well 
supported. 

Well 
supported. 

695 MB Well supported. Same as above. Well supported. Well 
supported. 

Well 
supported. 

127 MB Well supported. Same as above. Well supported. Well 
supported. 

Well 
supported. 

777 KB Well supported. Well supported. Well supported. Well Well 
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Client Icommands 
(3.0) 

iRODS Web UI 
(3.0) 

DAVIS (0.9.4) - 
plain HTTP 

DAVIS (0.9.4) 
- WebDAV  

iDrop Web 
(beta 2) 

Functionality 

supported. supported. 

Legend 
Green = it works fine 
Yellow = it works, but there are minor issues (e.g., meaningless error message) 
Red = it does not work, or, at least, not as expected 
 

Clients were tested on the base of different factors, including their capability to provide meaningful 
messages to users in case of errors. The usability of the interface is an important quality factor which 
also determinates the maturity level of the technology. For instance, poorly accurate error messages 
might indicate that the technology is scarcely adopted or still under development.  

Test results revealed that, although most of the clients perform pretty well with the browsing and 
upload/download of data sets, many differences are present as regards the management of error 
messages, implying some clients to be discarded for the scarce accuracy of their interfaces. While the 
low level client (icommands) seems to be the most accurate and reliable interface to interact with 
iRODS, Web GUIs still need some developments for being offered in production. In addition, the DAVIS 
interface, which is the only technology supporting the web-dav protocol, seems to be not maintained, 
nor developed, anymore. 

Even if not mentioned in the above table, it is worth to note that iRODS allows POSIX access to its 
storage resources, through the so called “mounted collections”. iRODS collections are an abstraction 
representing group of files, in a way similar to filesystem directories and in this case they are “mounted” 
because they represent real filesystem directories attached to iRODS. 

3.3.2.5. UNICORE FTP 

The UFTP (UNICORE File Transfer Protocol) is a software component developed within the UNICORE 
Forum. Its aim is to provide an efficient and reliable tool for data transfer integrated in UNICORE, but 
also available as a standalone server. It provides both client-server and server-server (e.g., third-party) 
transfer functionality. It is written entirely in JAVA (except for the TSI component, which is written in 
Perl) and it has no particular requirements but a traditional *NIX environment.  

In order to move data using UFTP, it is mandatory to use one of the two official clients: UCC (UNICORE 
Command-line Client) or URC (UNICORE Rich Client). Both of the clients are written completely in JAVA 
and are available for *NIX as well as Windows OS. 

At the moment the installation process is roughly complicated and the support of developers is 
fundamental to deploy and configure the server. The installation of the client is straightforward, but to 
fully exploit protocol capabilities, the help of main developers might be needed. UFTP is still barely used, 
mainly for testing purpose, but its developers are actively working on it. Actually, no integration 
between iRODS and UFTP is planned, but, in the past, some developments were made in order to 
integrate UNICORE and iRODS58. 

                                                           
58 UNIRODS, http://www-users.mat.umk.pl/~kaskader/unirods/details.html 
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Various transfer tests were conducted using CINECA test installation with success; no memory leaks or 
instability problems have been observed. More notably, transfer performance resulted comparable with 
GridFTP one. UFTP is an open source project, now hosted on sourceforge59, and is released under the 
BSD license. 

Table 20: Quality level and technical features 

Quality level and technical features 

Category Server side component 

Level of support (are there help desk, user forum, 
a large developer community?) 

Mailing list 

Closed/Open source Open Source 

Known issues New technology 

Development roadmap Not available 

Footprint (Footprint in term of resource 
consumption (whether it requires a big amount of 
memory, CPUs, bandwidth, etc.)) 

No relevant footprints to report 

Dependencies UNICORE libraries 

Supported standards and protocols  FTP 

Standards and other services used in the current 
deployments 

SAML, HTTPS 

License type BSD License 

Packages  Jar files 

Order of magnitude of the number of users Tens 

Implementation languages Java, Perl 

 

                                                           
59 UNICORE FTP, http://sourceforge.net/projects/unicore/ 
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3.3.2.6. Globus Online  

GlobusOnline60 is an on-line service, hosted at the Amazon Cloud and developed by various US 
institutions, which aims to extremely facilitate the transfer of huge data sets between two GridFTP 
endpoints. It is formed of two main components: an on-line service and a GridFTP one-click-installation 
server, called Globus Connect. Objective of the on-line service is to make the execution of a data 
transfer as easy as possible, trying to automate all the configurations, including the tuning of the 
network parameters. Complementary, the Globus Connect allows users to easily install a GridFTP server 
on their workstations which is immediately able to interact with the on-line counterpart. The advent of 
the Globus Connect component has also permitted the installation of a GridFTP server without requiring 
administrative privileges or dealing with complex installation instructions. 

A preliminary assessment of the service reported some security issues, in particular the need to delegate 
GSI proxies to an on-line entity being located in the US. In fact, in order to “activate” a GlobusOnline 
endpoint, GlobusOnline needs to act on user’s behalf taking the control on his proxy credentials.  

Transfer tests were conducted between two iRODS installations (located at CINECA and SARA), equipped 
with the Griffin component. Leveraging the public network, a peak performance of 80Mb/s was 
reached. During our evaluation, the capability of the service to restart a failed transfer was also tested 
with success. As anticipated before, GlobusOnline brings an interesting feature, called “auto-tuning”, 
which operates to automatically tune the parameters of the transfer on the base of a continuous 
analysis of connection characteristics and transfers historical information.  

Table 21: GlobusOnline quality level and technical features 

Quality level and technical features 

Category Client interface 

Level of support (are there help desk, user forum, 
a large developer community?) 

Forum and helpdesk.  Support  is  free  but  there  is  
also a (paid) premium support 

Closed/Open source Closed source 

Known issues Security issues might limit its adoption, especially 
while accessing PRACE resources. 

Development roadmap There are multiple releases per year but no clear 
roadmap on their website. 

Footprint (Footprint in term of resource 
consumption (whether it requires a big amount of 
memory, CPUs, bandwidth, etc.)) 

Depending on the scale of the transfer, it might 
require a lot of disk for caching reasons.  

Dependencies 

Supported standards and protocols  GridFTP, GSI Proxy 

Standards and other services used in the current 
deployments 

None 

                                                           
60 Globus Online, http://www.globusonline.org 
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License type 

Packages  Packages are available for mostly adopted OS 
(Linux, Windows, Mac OS/X) 

Order of magnitude of the number of users Thousands  

Implementation languages Java, C++, Python, TCL/TK 

 

3.3.2.7. Parrot 

Parrot61 aims at enabling legacy applications access various, local and remote storage systems, as they 
would be a local file system. Supported services currently include: HTTP, GROW, FTP, Anonymous FTP, 
GSI FTP, iRODS, Hadoop, XrootD, Chirp and CernVM-FS. Parrot provides functionality of the virtual file 
system, by intercepting the I/O system calls issued by rather than simulating the real file system,  as 
opposite to solutions based for example on FUSE library or kernel level drivers for Linux VFS layer. 

Parrot uses debugger traps in order to catch I/O system calls, maps these calls to remote I/O operations 
using appropriate protocol and remote server(s), and returns the results of the intercepted function to 
the calling application. For instance, if UNIX ls command is run together with Parrot against the remote 
HTTP server, then Parrot actually intercepts: open, readdir, getattr, close functions and translates them 
to appropriate actions on the remote storage taken using HTTP protocol. Accessing the remote data 
using Parrot is relatively easy. Authors of the mechanism underline the fact, that no source code 
modification of the application is needed to run it with Parrot. Similarly, adding support to another 
protocol in Parrot does not require any changes on the application side. This helps to use Parrot in 
distributed environments, where there is a large diversity and dynamicity of offered data access 
protocols.  

Another advantage of Parrot is that it does not require super-user privileges. The code interacting with 
remote storage system is run in the user space, thus it is relatively easy to extend it and potential bugs 
do not affect the client system stability.  

Parrot may work with storage systems that do not provide full file system semantics, as it can simulate 
missing functionality. Important feature of Parrot is that it does not provide a complete file system 
interface (e.g., through the Linux VFS layer62). Instead Parrot uses process tracing mechanism of the 
Linux system in order to intercept the I/O calls and provide the applications the notion of interacting 
with virtual file system. Unfortunately, such approach is relatively costly and brings performance 
overhead. The mechanism exploited in Parrot is also the source of some other disadvantages of Parrot. 

In the confines of initial assessment work we performed small scale testing of the Parrot system. The 
purpose of the tests were: (1) to evaluate if Parrot works with current version of iRODS, GridFTP and 
Griffin, which are the technologies of interest of EUDAT and Data Staging Task Force at this point; (2) to 
estimate the performance penalty of the Parrot in the local setup. 

During tests of Parrot we realized that it is relatively easy to install and configure, at least in the cases 
where the pre-compiled version of the Parrot can be used (e.g., in case of Parrot with iRODS). The 
experience from using Parrot shows that it provides a relatively easy method for transparently accessing 
heterogeneous, remote storage resources from legacy applications. However, we have also concluded 
                                                           
61 Parrot User's Manual, http://www.cse.nd.edu/~ccl/software/manuals/parrot.html 
62 Linux VFS, http://wiki.osdev.org/VFS 
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that the way Parrot integrates the applications with the remote storage is a bit custom, not standard 
and may be unsuitable in some cases. Note that, the application has to use a modified URL, following 
the custom naming scheme, in order to use Parrot. For instance remote file fileX in iRODS can be 
accessed by following URL: /irods/host:port/zone/home/user/path/fileX. Using such URLs may require a 
substantial adaptation work if Parrot is to be used with complicated application workflows. We also 
encountered some problems during configuration of Parrot combined with GridFTP and Griffin and 
while trying to make Parrot work with GSI authentication. In these cases re-compilation of Parrot was 
required, but there is no in-depth documentation available, that could help in such cases. We also 
suffered from the poor error diagnostics mechanisms in Parrot, for instance Parrot client stopped to 
work (i.e., hung-on) while not writing any diagnostic information to console or any log file; this 
happened due to GSI authentication related problem, but it was very hard to discover the actual cause 
of the issue. 

The fact that debugger traps are used in Parrot in order to provide the notion of virtual file system to 
applications has some serious functional and performance consequences. It limits the actions that can 
be performed by a traced application. For instance Parrot cannot run setuid programs. Therefore, 
separate instance of Parrot has to be run for every individual user. Having this in mind, building the 
daemons, portals or data transmission services with Parrot is difficult and impractical. Another problem 
is that Parrot can intercept the system calls related to I/O operations that are known to Parrot authors 
at the moment of developing a given version of Parrot. The solution may be not portable to newer 
versions of the operating systems in case if new types of I/O calls are defined or if important changes in 
I/O system calls semantics are made. Finally, usage of the debugging traps for intercepting I/O calls of 
the applications is not ‘elegant’ way of providing the virtual file system functionality to the applications. 
The mechanism was not designed and intended for such purposes. Moreover, the cost of the I/O calls 
interception mechanism by using debugger traps is relatively high, (which is confirmed in our tests and 
by Parrot authors), therefore usage of Parrot is not transparent performance-wise, especially while 
transferring bulk amounts of the data. One may speculate if the overhead brought by Parrot can be 
compensated in the WAN setup, where network delays may be an important factor of the data 
transmission performance. However, we should keep in mind, that the influence of Parrot may be very 
serious if streaming protocols (such as FTP, GridFTP etc.) are used for data transmission. Summing up, in 
our opinion, Parrot cannot be used as the reliable and efficient interfaces to massive amounts of 
remotely stored data. 

Table 22: Parrot quality level and technical features 

Quality level and technical features 

Category Client interface 

Level of support (are there help desk, user forum, 
a large developer community?) 

Mailing list 
The developers are employed in Cooperative 
Computing Lab at the 
University of Notre Dame, US 
(http://www.nd.edu/~ccl/) 

Closed/Open source Open source 

Known issues Usage of heavy debugger trap interception 
mechanisms; stability 
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issues, lack of documentation 

Development roadmap Unknown 

Footprint (Footprint in term of resource 
consumption (whether it requires a big amount of 
memory, CPUs, bandwidth, etc.)) 

Not measured but we expect it to be high 

Dependencies Works in Linux, for Windows needs Cygwin; 
binaries available for RedHat EL, MacOS and 
Windows (Cygwin) 

Supported standards and protocols  Parrot provides the legacy applications the notion 
of interacting with virtual file system. However the 
way if implementing this is not standard – I/O calls 
are intercepted using debugger trap mechanism 
which is not designed for such purposes. 
Alternatives: Linux VFS. 

Standards and other services used in the current 
deployments 

License type GNU GPL 

Packages  Binaries only for RedHat EL, MacOS and Windows 
(Cygwin) 

Order of magnitude of the number of users Unknown 

Implementation languages C/C++ 

 

3.3.2.8. XSEDE File Manager 

The XSEDE File Manager is a client interface, developed within the XSEDE (Extreme Science and 
Engineering Discovery Environment) project63, which provides users with an easy-to-use, drag-and-drop 
interface for managing data transfers over GridFTP servers. A preliminary assessment of the technology 
was conducted to understand its possible adoption outside of the XSEDE infrastructure. No final results 
can be currently reported since some problems with the authentication mechanism arose during our 
tests. Since the source code is not public available64, the intervention of technology developers is 
needed to continue with the test. 

3.3.2.9. Conclusion 

Technology capability and community requirements are compared in the following table to facilitate the 
deriving of final conclusions, which are presented in 4.2. 

                                                           
63 XSED, http://www.xsede.org 
64 XSEDE team members are internally discussing the possibility to share the source code with us. 
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Table 23: Comparison table of technology capabilities and community requirements 

Requirements mapping 

Technology Griffin UNICORE 
FTP 

FTS Globus 
Online 

Parrot iRODS +  
iCommands65 

gTransfer 

Requirements Functional 

Capability to 
stage entire 
directory 

Yes Yes Yes Yes Yes Yes Yes 

Stage large data 
sets without big 
performance 
penalty 

Yes Yes Yes Yes Yes Yes Yes 

Search 
mechanism 

N.A. N.A. N.A. Yes N.A. Yes No 

Multi-point 
transfers (i.e. 
from many 
sources to one 
destination)  

N.A. N.A. No No N.A. No Yes 

API Yes No No Yes (beta) No Yes (Jargon, 
PyRords) 

No 

Automatic 
deletion of 
staged data sets 

No Unknown No No Unknown Yes No 

Compatibility 
with GridFTP (to 
permit 
interaction with 
PRACE)  

Yes Yes Yes Yes Yes No Yes 

Support for 
X.509 credentials 

Yes Yes Yes Yes Yes Yes Yes 

 Non-functional 

Ease of use N.A. Good N.A. Very good Medium Medium Medium 

Support for 
third-party 
transfers 

Yes Yes Yes Yes No Yes Yes 

Possibility to 
tune network 

Manu No Manual Automatic Manual No Semi-

                                                           
65 Among iRODS clients, only icommands were considered as they represent the most mature and reliable technology. 
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parameters al automatic 

Compatibility 
with iRODS 

Yes No Through 
Griffin 

Through 
Griffin 

Through 
Griffin 

Yes Through 
Griffin 

Transfer 
restart/resume  

Yes 
(only 
for 
third-
party) 

No Unknown Yes No No Yes (only 
for third-
party) 

Ability in 
managing many 
transfers 
simultaneously 

No No Yes Yes No No No 

 

3.3.3. Joint metadata services area 
The Task Force Group on metadata revised various existing MD service architectures and technologies. 
The information collected so far comes from the users’ interviews, input during the first User Forum and 
from online documentation. 

Table 24: Communities’ metadata technology 

Community Technology Status 

CLARIN CMDI66 In production 

ISOCat67 In production 

ENES NetCDF68 In production 

CIM69 Pre production 

EPOS RDF70 In production 

CESSDA DDI71 In production 

DiXa ISA-Tab 72 In production 

ICOS ISO 1911573, Dublin Core74, DIF Planned 

 

                                                           
66http://www.clarin.eu/cmdi/ 
67http://www.isocat.org/files/12620.html 
68http://cf-pcmdi.llnl.gov/ 
69http://metafor.es-doc.org/ 
70http://www.w3.org/RDF/ 
71http://www.ddialliance.org/ 
72http://isatab.sourceforge.net/format.html 
73http://www.iso.org/iso/catalogue_detail.htm?csnumber=26020 
74http://dublincore.org/ 
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 Common Language Resources and Technology Infrastructure (CLARIN): using Component 
Metadata Infrastructure (CMDI), a flexible metadata component based approach, OAI-PMH 
architecture is used for harvesting, SOLR for facetted browsing at different sites. 

 European Network for Earth System Modelling (ENES): describing the provenance of their 
data in the CIM (Common Information Model) metadata structure (still in a starting phase).In 
addition, there exist others schemas like ISO19115 (GeoMetadata). 

 DataCite (international non-profit organization to support data archiving, verifying and re-
purposing results for future study): basis of the repository is an xml database – stable, 
scalable, good performance. Search, browsing by Lucene and SOLR, OAI-PMH architecture is 
used for harvesting. 

 EPOS (European Plate Observing System): Currently the idea in EPOS is to store metadata as a 
heap of RDF assertions. The set of metadata elements needed is not yet fully specified. 
Currently the EPOS community is discussing how to advance their current data and metadata 
organization.  There is for the moment no clear metadata definition. 

 VPH: using database tables for MD, partly for data. Databases are dynamic, so preserving 
metadata and replicating relevant data is not straightforward, aggregation needs to be done in 
more abstract ways via the usual harvesting protocols (OAI-PMH).  Currently there is no clear 
metadata standard / technology. 

 CESSDA: busy with a suitable metadata setup that not only allows describing their resources, 
but also to include them. New standard: Data Documentation Initiative (DDI) which is a 
structured and flexible set maintained by the worldwide DDI Alliance, although still much data 
not yet described with the help of DDI. In general, the CESSDA data landscape of survey data 
can be seen as a well-organized. 

 DiXa (A Data Infrastructure for Chemical Safety): Data sets encoded with ISA-Tab language 
(general purpose format)75. 

 ICOS (Integrated Carbon Observatory): proprietary formats for ecosystem instrument data 
(still under development) and site description. Atmospheric data follow WMO structure. No 
decisions yet on Carbon portal metadata format(s). In practice there's still some improvements 
needed in automated processing of metadata and so on. Centralized database under concept 
planning. 

Summing this up, there are good reasons to ask the communities for concrete metadata descriptions in 
XML (native format) including schema definitions when available. For storage and search functionalities 
on these metadata an XML database may be a suitable repository, indexed by a simple system of SOLR 
and Lucene, which, for example, is running at DataCite. 

Additionally, the probable architecture for harvesting the metadata from the different communities will 
be OAI-PMH as this is widely used and well suited for EUDAT’s purposes. 

3.3.4. Simple store area 
Two principal options have been discussed: (1) YouTube-like76 function or (2) DropBox-like77 function. It 
was concluded that both will be required by researchers as can be seen. The primary function will be 
based on a YouTube like function, although technology that would join the two would be preferable. A 
more detailed checklist for candidate services is currently being developed and an initial, non 
comprehensive, list of existing tools that should be looked at has been established: 

                                                           
75 http://isatab.sourceforge.net/format.html 
76 www.youtube.com 
77 www.dropbox.com 
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 Invenio (CERN)78: initial investigations have identified some potential in this service and a more 
indepth study will follow; 

 Figshare79; 
 Beehub (NL)80; 
 Medici81: initial evaluation found the service too immature, yet, and thus it will most likely not 

be considered any further at this point in time; 
 myExperiment82; 
 VirtualCloudDrive83; 
 Scratchpads84; 

There are many cloud storage tools out there that mostly provide DropBox-like functionalities. We will 
most likely only look at a subset of them that also provide some of the access mechanisms required.  

Another open area for investigation is the field of citizen scientists projects. We will establish contacts 
with such projects (such as for instance Zooniverse85) to explore their current services and their 
requirements.  

3.3.5. Authentication and authorization area 
A compromise has to be made between analyzing existing technologies and getting something deployed 
upon which EUDAT can be built: there are lots of emerging technologies, and many projects have 
addressed – or attempted to address – the AAI questions.  If we follow and analyze forever we never get 
anything deployed, yet we need to make sure that useful technologies are evaluated. Similarly, a 
compromise has to be made between existing mature technology which works today and meets some of 
our requirements, and emerging but “not quite ready” software which promises to deliver the ideal 
solution tomorrow. 

Following some brainstorming in the initial phases of the project, and adjusting the evaluation list as we 
went along, the task force settled upon the following AAI technologies (in no particular order): 

1. Reusing the federation code from another EU-funded project called Contrail86 
2. Using a plain Shibboleth solution, for example, building on the eduGain “superfederation”87 
3. A Secure Token Service (STS), originally planned to be the one from EMI88 
4. Moonshot 
5. A MyProxy-based solution. 
6. A community-specific portal, for example VPH (which is based on the idea of generating X.509 

credentials for users when they log in.) 

These are not quite distinct technologies: 1, 5, and 6 generate X.509 certificates for the users in some 
form (but hide them from the users, so the perceived usability issues with certificates do not apply). The 
others, 2, 3, and 4, use the SAML standard to define identity assertions and/or attribute assertions. In 

                                                           
78 invenio-software.org 
79 figshare.com 
80 https://www.beehub.nl/ 
81 https://opensource.ncsa.illinois.edu/confluence/display/MMDB/Home 
82 http://www.myexperiment.org/ 
83 https://github.com/VirtualCloudDrive/CloudDrive 
84 http://scratchpads.eu/ 
85 https://www.zooniverse.org/ 
86 contrail-project.eu 
87 Federation of federations: www.edugain.org 
88 www.emi.eu 
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addition to investigating the maturity of the technologies, we were attempting to determine the 
suitability for meeting the requirements of Phase 2 (i.e., supporting ENES and/or CLARIN) 

Briefly, the results of the evaluations as of this writing are as follows: 

1. The Contrail code was evaluated by FZJ, and we have received support from one of the key 
developers in Contrail, Aleš Cernive  from XLAB (www.xlab.si). The code, demonstrated by 
Aleš at the Stockholm meeting, currently supports SAML-based login (i.e., Shibboleth, except 
currently without the WAYF), as well as OpenID, although some registration code for OpenID 
was missing.  Moreover, it provides a built-in username/password authentication scheme which 
could have the potential to support “homeless” users. It has a built-in attribute authority which 
could provide “missing attributes”, for example if there is a requirement for email address but it 
is not provided by the remote IdP, the built-in AA could provide it.  The major concern raised by 
FZJ in the evaluation was whether the portal (built with Django) could be customized to provide 
community portals or gateways, or conversely, the relevant components could be extracted to 
integrate with community portals.  One specific issue is whether a multiple portal entry points 
feature is supported: it currently is not, but a deliverable from Contrail promises that it will be 
available. One other promising feature is support for delegation (of user credentials), via 
Oauth2. 

2. The Shibboleth only federation is very similar to the current state of CLARIN. The technology has 
been widely used in Europe and elsewhere (notably Australia and the US), but is primarily used 
with web-based resources, that is, usually requires a browser to access resources.  This is 
obviously fine for a portal, but restricts the range of activities when accessing iRODS directly.  
BSC ran an evaluation of implementing Shibboleth access to iRODS (based on earlier work at CSC 
and the ASPiS project in the UK), but did not have a demonstrator ready at the Stockholm 
meeting.  The main advantage of this approach is the maturity and the preponderance of IdPs 
throughout Europe; the disadvantage is tying the work to the web, as well as the disadvantages 
found by CLARIN, that IdPs publish inconsistently.  Moreover, with eduPersonTargetedID (as in 
the UK), users get by construction different identities if they log into different portals. 

3. STS support WS-Federation (or at least WS-Trust), and the EMI one has a backend interfacing via 
CMP (certificate management protocol, an IETF standard) connecting to an instance of EJBCA 
which in turn generates certificates for users.  However, at the time of writing, the EMI STS is 
not ready for evaluation. EUDAT is aware of at least three other STS, GEMBUS, Genesis II, and 
Microsoft's.  BSC carried out a brief investigation into the GEMBUS one. 

4. Moonshot is a technology project (i.e., does not build federations), which uses RADIUS (like 
eduRoam) to implement federated authentication, but moreover allows for carrying attributes 
via SAML assertions.  It is being developed as a generic security component for software using 
GSSAPI or SAML to implement secure connections, so should in principle work with a wide range 
of tools and components of a standard Linux distribution as well as higher level software for 
grids.  A few simple patches have been required in cases where the software did not quite use 
GSS correctly; these have generally been submitted upstream and integrated.  It is therefore 
expected that with time, software will support Moonshot without modifications.  Currently, a 
certain set of supplementary security libraries may have to be installed either on the client or 
server side, or more likely both, to support Moonshot; again it is to be expected that these will 
eventually be integrated upstream into the Linux distributions provided the software will remain 
supported. Moonshot promises true SSO, where it makes use of a local credential, for example a 
Kerberos token. Delegation has been discussed by the project and is currently being worked on. 
Moonshot clients on Windows are not currently supported, but have been demonstrated and 
will, we presume, be developed further. 

http://www.xlab.si/
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5. MyProxy has two modes of operation which are potentially useful for EUDAT: acting either as a 
CA, signing certificates for users, or as a credential store, holding the users private keys (with the 
users supplying activation data).  In particular, the latter is the most promising, as the EUDAT 
communities clearly are unwilling and/or unable to manage PKCS#8 private keys.  The primary 
advantage of MyProxy is that although the user community is relatively small, the upstream 
support (from NCSA) is very good.  A design principle is that the “private key never crosses the 
wire,” so MyProxy generally generates GSI proxies (RFC 3820, or “legacy” proxies) which work 
well with grid software but generally less well with everything else (thanks to the EGEE projects, 
support for proxies is a compile-time option in OpenSSL, but is generally compiled out by the 
Linux distributions.) 

6. Reusing work from community portals is promising, but even a community like VPH base their 
logins on username/password. The approach carries with it the same risk as 1, that the 
adaptation of the portals becomes difficult with a choice of a single portal technology, and the 
additional risk of supporting only the existing login method. The advantage, on the other hand, 
would be reusing existing code. 

Clearly, EUDAT has not infinite effort, yet we need to recommend a solution in a way which manages 
and mitigates the project risk associated with relying on external products.  As not all the proposed 
solutions are equally mature, we have chosen currently, as a consequence of the evaluation, 1 (the 
reuse of carefully selected parts the Contrail infrastructure) as Plan A, and 2, a pure Shibboleth 
infrastructure, as Plan B. The former gives us the technology which promises to fulfill most of our 
requirements, and the latter, while delivering less, is more mature. 

 



EUDAT – 283304 D5.1.1: Technology Appraisal Report 

 

Copyright © The EUDAT Consortium  PUBLIC 61 / 74 

4. TECHNOLOGIES FOR CANDIDATE SERVICES 
Candidate services are services which meet communities’ requirements and may become a production 
service according to the workflow depicted in Figure 1.  

As mentioned before, after communities’ requirements have been collected, in order to build 
production services, which meet the requirements, available technologies have been studied and tested 
in the Technology Appraisal task (see par. 1.1). Technologies can be represented as collections of various 
types of software and related best practices which are adopted by communities or EUDAT sites and 
which can help in building production services. An example of technology is iRODS. 

The selection of suitable technologies is performed using criteria described below in par. 4.1. After this 
selection, they are installed and configured in order to provide the basis for the services, exactly as they 
have been requested by communities and have been documented in the requirements: these are 
candidate services. After a testing and validation phase in a pre-production environment, these services 
become production services. An example of candidate service is the Safe Data Replication, built upon 
iRODS technology. 

Candidate services are made available to their users for evaluation. After the evaluation of the 
candidate services, if the users are satisfied with them, they are put in production. Productized services 
represent complete software packages ready for installation. The packages should include all of the 
additional auxiliary software and the documentation, which is created explaining installation and 
configuration issues. Finally they are handed over to the operational team for the management together 
with documentation and hardware requirements. 

If any technology gaps are found during the Technology Appraisal process or the following steps and 
additional development is necessary, this is reported to the EUDAT research team which investigates 
about possible solutions for the open issues and, at the same time, performs scalability tests. 

4.1. Criteria for the selection 
The methodology, used for the selection, is depicted in Figure 3 and shows the four sets of criteria to 
select technologies for candidate services: 

 the stakeholders’ requirements 
 the project partners’ experience and knowledge 
 the collaboration opportunities coming from e-Science/e-Infrastructure European projects 
 the quality level of the software, already available off-the shelf 

The stakeholders’ requirements, as described in the paragraph 2.5, are grouped by the five service 
areas (safe replication, dynamic replication, joint metadata, simple store, authentication and 
authorization). The matching against them is performed in a progressive way: the first generation of the 
services will satisfy only the highest priorities, which mean to provide the basic functions, to be 
extended and complemented later, when new services and new communities will be added. For 
example, among the safe replication technologies, persistent identifiers are considered fundamental 
and, in a similar way, in the authentication and authorization area, the needs expressed by the CLARIN 
and ENES communities have got high priority. 

The aim of this approach is to accelerate the service building phase and to shorten the “time-to-market” 
of the EUDAT services. And the same objective is shared by the partners' technology assessment (see 
par. 3.1), where the experience, gained by the various sites’ administrators about a specific technology, 
contributes to decide which services could be adopted in the fastest way. 
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Besides important criteria are derived from the other scientific e-Infrastructure projects (see par. 3.2). 
For example a different European project could be developing a tool, which match most part of EUDAT 
requirements, therefore it would be fruitful to join the effort and to establish a collaboration (e.g., EPIC). 
In other cases the interaction is required at infrastructural level, when the EUDAT CDI needs to be 
connected with other infrastructures. This happens, for example, in the dynamic replication area 
because the communities expect to be able, through EUDAT’s services, to move data from EUDAT data 
centers to PRACE HPC machines (and backwards) and for this reason, the two projects are working on an 
agreement and setup some pilots. And part of the agreement is the adoption of common protocols and 
technologies, like GridFTP. 

Not less important is the level of the quality of the software, determined considering a set of indicators 
related to support, interoperability, costs, resource consumption and maintainability. This has been 
performed systematically during the partners’ technology assessment, while during the later technology 
watch task (see par. 3.3), it has not been always possible to collect all the pieces of information for each 
software tool because of lack of documentation or lack of experience. 

4.2. Selected technologies 
After a careful evaluation of the technologies, a list of candidates has been produced and the process of 
service building has started. The list is the result of the analysis based on the aforementioned criteria. 

Server side components 

Table 25: Server side components of the candidate services 

Candidate service Technology Strengths Weaknesses Conclusions 

Safe data replication iRODS massive 
extensibility and 
rule-based 
approach, 
scalability 

Web GUIs not 
mature yet 

Recommended 

EPIC (Handle) 
PID server 

broader 
knowledge from 
EUDAT partners 

Missing API Recommended 

dCache Support to 
geographical data 
replication, 
scalability 

Small support for 
policy-based data 
management and 
extensible to a 
limited degree 

Not recommended 

OpenStack 
swift 

Scalability Not mature Keep monitoring 

 SGI DMF HSM Redundancy, 
scalability 

Not cost effective 
on a large scale 

Not recommended 

Dynamic data 
replication 

Griffin Most mature and 
reliable GridFTP 
interface to iRODS 
storage 

Supported by only 
few developers 

Recommended 
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UNICORE FTP Promising 
technology. 
Alternative 
protocol to 
GridFTP 

Unable to directly 
interact with 
iRODS 

Keep monitoring 

FTS Mature 
technology. 

Too many 
dependencies 
with other EGI 
components. 
Going through a 
deep refactoring 
process. 

Not recommended 

Parrot Integration with 
many different 
protocols 

Big penalty in 
performance. 

Not recommended 

XSEDE User friendly 
desktop interface 

Not mature, small 
number of 
developers 

Keep monitoring 

Authentication and 
authorization 

 The analysis on the potential candidates is still in progress 

Joint meta data The analysis on the potential candidates is still in progress 

Simple store The analysis on the potential candidates is still in progress 

 

Client interfaces 

Table 26: Client side components of the candidate services 

Candidate 
services 

Technology Strengths Weaknesses Conclusions 

Safe data 
replication 

iRODS 
icommands 

Very reliable and 
mature interface 

Very basic Recommended 

Dynamic data 
replication Globus Online Very intuitive and 

reliable interface 
Security issues in 
handling user’s 
credentials 

Recommended 

gTransfer Promising technology Missing utilization 
scenario. 

Keep monitoring 

 

 Safe replication: the Table 25 shows the four best known technologies among EUDAT partners 
about policy based data replication and the most suitable PID solution. According to the 
analysis described in par. 3.1.4 and 3.3.1, iRODS results the best technology to support the 
service. 
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 Dynamic replication: on the base of collected information, it is evident that does not exist a 
single technology covering all community requirements, but rather different tools should be 
combined to form the final solution, including server side components and client interfaces. 

 Joint metadata:  the analysis on the potential candidates is still in progress. 
 Simple store: the analysis on the potential candidates is still in progress. 
 Authentication and authorization: the analysis on the potential candidates is still in progress. 

4.3. Technology and functionality gaps 
From the start of writing the EUDAT DoW it was clear that miss matches should be expected between 
the requested services, stake holder requirements and available technologies. One of the purposes of 
the technology appraisal process is to identify these technology gaps and market failures that should be 
addressed in the joint research activity. 

During the technology appraisal and service building process miss matches are discovered between 
defined requirements and identified technologies. These miss matches cannot always be characterized 
as technology gaps but should more be considered as lack of functionality. The difference technology 
and functionality gap is described as: 

 Functionality gap is a miss match between requirements and technology functionalities which 
can be solved in with collaboration with technology provider and/or adaptation or extending 
the functionality. 

 Technology gap is a serious miss match between requirements and the identified technologies 
due to lack of a suitable technology and/or lack essential functionalities which require 
extended development. 

The following gaps have been found. 

Table 27: Technology and functionality gaps per candidate service 

Candidate services Technology Missing functionalities Technology gaps 

Safe data replication 
 

iRODS Integration of external 
with site local 
authentication and 
authorization solutions 

 

Missing interfaces 

Dynamic port opening 

Limited abstractions 

EPIC (Handle) PID 
server 

Per location access 
control 

Persistent Data Object 
search ability 

EPIC integration API  

Long Term Preservation 
(LTP) 

 Metadata redundancy 

Dynamic data 
replication 

Griffin  Access to PRACE T1 HPC 
computing service 
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4.3.1. Access to PRACE T1 HPC computing service 
As mentioned in par. 2.5.2, the dynamic data replication service relies on the main HPC computing 
services in Europe, provided via the PRACE (Partnership for Advanced Computing in Europe) 
collaboration. PRACE enables access to mainly world class computing facilities to the European public 
research. In PRACE the main European scientific computing center collaborate in providing these 
resources. The figure below there is an overview of the EUDAT and PRACE partners and the PRACE T1 
network. From this overview you can conclude that most of the EUDAT service provider partners are 
also PRACE partners, except for STFC and SIGMA. 

 
Figure 11: Overview EUDAT and PRACE partners and PRACE T1 network 

PRACE distinguishes between T0 (PetaFlop) and T1 (National) level computing facilities. Access to PRACE 
resources is allowed after submitting a successful proposal in a response to a PRACE Call for Proposals. 
Therefore mentioned communities have access to PRACE resources for running their computing 
analysis. The services are needed for data movement between EUDAT storage facilities and PRACE 
computing resources. The fast majority of the PRACE systems, all T1 level systems, are connected to the 
PRACE internal network. The only supported data transport service by all T1 systems is provided by the 
GridFTP89 service. Some other protocols, like UFTP, are available but these are not broadly supported.  
Due to security concerns on the GridFTP service is this internal network is a closed network and only 
accessible to T1 level HPC systems. The security concerns are described in an evaluation report, which 
has not been made public. Except for two PRACE T1 sites (LRZ and CINECA), who provide GridFTP 
doornodes. Other partner sites disallow direct GridFTP access systems to the T1 HPC computing 

                                                           
89 Wikipedia page on the GridFTP service: http://en.wikipedia.org/wiki/GridFTP 
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resources. Because of this there are limited possibilities to stage data from non-PRACE sites to a PRACE 
T1 system, the procedure is described at the “Data Transfer with GridFTP Details” webpage90. At this 
moment only via a 2 step procedure is dynamic replication possible from a EUDAT storage facility to a 
PRACE T1 system with GridFTP.  

 
Figure 12: Two step dynamic data replication via PRACE GridFTP doornodes and T1 network 

 

 
Figure 13: Two step dynamic replication via EUDAT storage service close to PRACE computing resources. This only works 

between EUDAT partners who are also PRACE partners. 

This can be considered a technology gap as well as an interoperability gap between European e-
infrastructures. No new technology development is required. To solve this problem a MoU is required 
between PRACE and EUDAT to enable access of EUDAT services to the PRACE T1 network and to allow 
data movement between PRACE T1 systems and EUDAT storage facilities. Because of the nature of the 
technology gap this should be taken up at the strategic level of the EUDAT project. 

4.3.2. Access Control of the Handle PID system 
One of the initial services in which persistent identifiers is used is the safe replication services (see par. 
2.5.1). While have chosen the persistent identifier service provided by the EPIC consortium, because it 
best fits the EUDAT use case and purpose, it lacks some functionality in access control. The basic 
functionality EPIC PID service is provided by the handle software stack developed and maintained by the 
CNRI institute. EPIC has built on top of the handle service its own service for easy management. A full 
description of the handle system can be found on the handle website91. 

                                                           
90 http://www.prace-ri.eu/Data-Transfer-with-GridFTP-Details 
91 http://www.handle.net/overviews/system_fundamentals.html 
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4.3.2.1. Multiple locations 

The handle records used are very flexible and can hold various types information, including references 
to different types of the same digital object (DO) and via the “10320/loc” field type to references with 
multiple locations. By adding additional properties to a location field it is possible to prioritize certain 
access patterns. In the example handle record below an example of the use the “10320/loc” field type is 
shown. 

123456/abc 

10320/loc id=”0”   href=”http://nl.example.com/” country=”nl” weight=”0” 

id=”1”   href=”http://www1.example.com/” weight=”1” 

id=”2”   href=”http://www2.example.com/” weight=”1” 
Figure 14: Example handle record 

The current authorization model implemented in the handle system is coarse grain at prefix and on 
record level. The handle system recognizes the following permissions: add handle, delete handle, add 
naming authority, delete naming authority, modify values, remove values, add values, read values, 
modify administrator, remove administrator, add administrator and list handles.    

In the Safe Replication service the target sites must be able to add, modify or remove values of the 
handle record DO replicated. In the handle authorization scheme it is possible to set permissions to 
allow the target sites to perform these actions. The drawback of setting these permissions is that the 
target sites are authorized to modify and remove in principal all values in the handle record, including 
original values created by the owner or added by other target sites. This undermines the trustworthiness 
of the handle system.   

The problem of access control of the handle system cannot be considered a technology gap due to the 
available technologies (Handle and EPIC), but a functionality gap.   

4.3.3. Persistent Data Object search ability  
Due to the well know lack of persistency of general purpose web search engines the concept of 
persistent identifiers has been emerging the last decade. Many organizations and institutes have 
thought of different concepts of persistent identifiers (e.g., Handle, DataCite, EPIC, PURL, ARK, PII, arXiv, 
Permalink, and GUID). Some collaborations (DataCite and EPIC) have adopted the same technology 
(Handle) but are different in nature with different usage model, but in principal the same goal on data 
persistency but with a different focus which are complementary to each other. Others have developed 
there on technologies but with the same purpose in mind. The persistent identifiers used in the different 
technologies are not interchangeable and there is not an easy way to search across all PID systems.  
Every service and technology has its own resolver engine for discovering and resolving persistent 
identifiers. From a user’s point of view it is difficult know all technologies and to find all resolver 
engines. This can be considered a technology gap in the persistent identifier landscape and should be    
discussed at the level of the DAITF. 

4.3.4. Creating user accounts on-demand: Integration of external with site local authentication and 
authorization solutions 

In the simplest case iRODS is deployed as a stand-alone server. It maintains a list of users and respective 
authorization information in the internal database. Adding further resources to such a stand-alone 
server is not hard, and the setup can become more complex with multiple resource servers forming so 
called iRODS zone. Within such a zone all the AA information are still kept in the single central database 
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(iCAT).  For the safe replication use case, a more complex deployment scenario has to be applied. For 
each participating community, a data federation was established. The federations are comprised of 
number of zones. As explained above each zone maintains own authentication and authorization 
information. To enable users’ access to other zones within one federation, part of the authorization data 
has to be duplicated. To employ sophisticated ACL-based authorization decisions, administrator of a 
zone in a federation must add users from other zones in the local iCAT as so called “remote users”. 
When access request to local resources from a remote zone is issued, iRODS delegates the 
authentication request to home zone of the requesting user. Upon successful authentication 
acknowledge by home iRODS, an authorization decision is made based on locally available information 
for given remote user. Such an approach has clearly some limitations especially when the federation size 
and the number of users grow. 

Looking at the problem from a different perspective, one could argue that the authorization information 
in form of the ACLs is part of the data as well, and hence should also be protected in the safe replication 
process. In the extreme case when authorization information is lost, the stored data can even become 
useless. As long as such information is closed in a proprietary format in the internal iRODS database, no 
protection can be guaranteed in the long term. This can be viewed as a special form of vendor lock-in. 
On one hand, part of the data is stored in normal file system (and this part can be secured or managed 
with different technology), the authentication and authorization on the other hand, rely on non-
standardized, internal storage. 

Also the fact that the authentication is done internally by iRODS can be viewed as a limitation, when 
considering more complex distributed data infrastructures. Nowadays, users expect a single-sign-on 
solution to access all services and resources offered by distributed infrastructures. Often this kind of 
solution relies on a LDAP server and in fact the LDAP-iRODS integration is listed among the future topics 
of the iRODS roadmap, but no release date is available. 

4.3.5. Integrating iRODS with existing services: missing interfaces 
Standard distribution of an iRODS server comes with three client applications: command-line tools 
(icommands), WebDAV client and fuse driver (running over WebDAV). WebDAV solutions are perfectly 
suited for users accessing collections composed of relatively small files, but the data transfer 
performance of these solutions are significantly smaller than that of icommands92. Command-line tools 
are quite powerful (with regard to both performance and number of functions covered), but they are 
not really suitable for typical scientific users (can be regarded as too complicated and not user-friendly). 
Furthermore due to some programmatic decisions made by the developers with regard to credentials 
handling, it is relatively hard to access two iRODS federations from one client terminal. As far as 
administration interfaces are considered, icommands are the only option. There is apparently a 
technology gap when addressing the needs of users using large files and demanding easy, non-expert 
access to the data. Also web-based administrator panels are becoming standard. 

This gap can be partly closed by home-brewed solutions. iRODS provides number of API (Java, php, 
python) to help in such an endeavor. Unfortunately the integration of such solutions with already 
existing community tools (like VRE) is hard, for instance because of the aforementioned fact of lacking 
support for federated AAI and single sign-on solutions. 

Popular way of defining clean, reusable interfaces is to use well-defined protocols and standardized data 
formats. iRODS, however, uses proprietary, binary protocol. In order to fully utilize the iRODS 

                                                           
92 "Davis: A Generic Interface for iRODS and SRB”, S. Zhang, P. Coddington, A.Wendelborn,  Grid Computing 2009, October 

2009, Banff, Alberta, Canada. 
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technology and make it accessible to external users residing somewhere in the Internet, a quite large 
number of ports must be kept open in the firewall. It is actually possible to leverage existing, 
standardized protocols to dynamically open new ports on demand93. This minimizes the security risks.  

4.3.6. Data processing options 
Federated data oriented infrastructures are only useful when information (scientific facts) hidden within 
the collected data can be quickly and easily identified and extracted by the users. In the modern e-
Science, the traditional separation of data and processing is becoming more and more artificial or even 
obsolete. iRODS provides only very basic data processing functionality. It is possible for the user to 
define workflows (in form of rules) that must be submitted to the iRODS server and executed there. 
EUDAT Data Staging Task Force was grounded to examine a use-case of transferring data to HPC 
facilities and the computation results from HPC back into the data federation. This is a valid approach for 
calculations demanding power of a supercomputer. There is a gap, however, between these two 
approaches (basic rules and HPC). In particular high throughput applications, composed of numerous 
smaller independent jobs running in parallel, cannot be easily conducted over the data stored in the 
federation. Typical text analyzing workflows serve as an example of such kind of applications. 
Transferring all the data they need to a HPC facility will be an overkill. Furthermore, such applications 
are very I/O intensive, meaning they are unable to harness the power of a supercomputer. Thus a hybrid 
of data and processing infrastructures shall be sought after. There are already examples of such 
solutions on the market. Most prominent is probably HDFS+Hadoop application framework94. 

4.3.7. Limited abstractions 
Digital information on a low-level is only a number of bytes. Information in such a form is hard to 
manipulate and not under stable for human users, thus data storage systems usually offer higher level of 
abstraction. Examples of such are well-known POSIX file-system abstraction: digital information is 
organized into files, those can be placed in hierarchical directory structures. iRODS offers various 
abstractions as well: 

 abstractions for data objects, collections, resources, users and metadata 
 abstraction of data management policies (using the logical rule paradigm) 

The later one is a unique feature of iRODS. It is possible to define own data management policies (rules), 
and select right triggering actions for them. For instance, each time data are ingested into iRODS a chain 
of actions is called: 

acChkHostAccessControl  acSetPublicUserPolicy  acAclPolicy  acPreprocForDataObjOpen  
acPostProcForOpen  acPostProcForPut 

By providing own rules data administrator can define what happens at each step of this chain and thus 
enforce policies. A very simple example of a data management policy could be “each data object in the 
zone is replicated three times”. In order to implement such a policy, acPostProcForPut action should be 
overwritten to start replicating the just ingested data object according to defined policy. 
It is possible to define own rules for each step of the process, but it is not possible to define own 
processes or to change the flow of existing ones. This could be considered as a gap in the offered 
abstraction. By enabling definition of complete data management processes (preferably in a technology 
independent fashion and format) higher degree of transparency and trustworthiness of an archive could 

                                                           
93 “UFTP: High-Performance Data Transfer for UNICORE”, B. Schuller, T. Pohlmann, UNICORE Summit 2011, July 2011, Torun, 

Poland, IAS Series Vol. 9. - 978-3-89336-750-4. - S. 135 - 142 
94 http://hadoop.apache.org/ 
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be achieved. Furthermore a possibility of changing the processes would allow to tailor iRODS to user 
needs to further extend as it is possible now. 

 Also in the abstractions of the data objects, some gaps can be found. For example quite large number of 
data sets generated and stored in the modern science display some kind of internal interlining or other 
kind of internal structure. Data items stored in collections can be somehow related to each other, a 
good example of such collections is the hypertexts where each document can reference (link) other 
documents. Even such a simple structure is too sophisticated to fit the abstraction of hierarchical 
collections. Such data are often abstracted for instance as graphs, but this abstraction is not supported 
by iRODS. 

File system abstraction also hits its limits when collections grow in size. From certain point users become 
overwhelmed with the size of collections and are unable to understand and manipulate the data. 
Similarly when single elements of collections (data objects) grow in size they hit the limit of the 
abstraction. A good example of data items hitting the limitations of abstractions offered by iRODS are 
multi-dimensional data. They usually do not fit well the one-dimensional hierarchical collection 
structure. 

4.3.8. Metadata redundancy 
It is important to note, that metadata data redundancy is not typically well addressed by the analyzed 
technologies for long term preservation (see par. 3.1.2). In many cases, the designers of the system 
assume that the metadata database is safe and reliable ‘by definition’ or is replicated or protected using 
external mechanisms. Such situation, most probably, results from the difficulty of meeting both 
reliability and performance requirements against data and meta-data handling, for example employing a 
fully transactional, distributed meta-data database ensures the meta-data consistency and redundancy 
but can have a very negative influence on the overall storage system performance. These issues have to 
be carefully examined and analyzed by EUDAT in the next months. 

4.3.9. EPIC integration API 
It  can  be  noted  as  a  gap  that  there  is  no  integration  API existing that enables the use of storage 
technologies, like iRods, with PID service EPIC or handle. The safe data replication activity needs to 
develop these lightweight layers to achieve this functionality that in turn is maintained only to a limited 
degree. 
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5. CONCLUSIONS 
In this deliverable we have described the first ten months of activity of the technology appraisal task, 
which represents the intermediate step between the requirement collection and the service building 
process. As shown in the introduction (see chapter 1), the appraisal is not an isolated task, but it has 
been conducted with a continuous exchange of information with the other tasks, the work packages and 
the communities. This has allowed developing a robust matching and validation process, whose result is 
a list of technologies for candidate services with the potential to form a high quality collaborative data 
infrastructure. A list on which relies the service building task that has already started to adapt the 
proposed software tools to the specific needs of the project and to strengthen them through a suitable 
set of tests in order to deliver them as products to the operational team. The description of such task 
will be the objective of the next deliverable (D5.2.1).  

However the technology appraisal task has not completed its work yet. In the initial phase part of the 
high priority services has been completely analyzed: safe data replication and dynamic data replication 
and the analysis of the remaining part is ongoing: simple store, authentication and authorization, 
metadata. In the second phase, which lasts for the next eight months, beyond the completion of the 
open issues, further services will be considered: long term preservation, workflow and workspace. On 
one hand, EUDAT has already started to explore the use of a generic workflow engine to implement 
more efficient and scalable execution of various types of user-defined applications or services. On the 
other hand, once a set of workflow tools has been chosen, the technology appraisal task can apply to 
them the consolidated methodology, developed in the first phase, to verify their features against the 
appropriate set of criteria (see par. 4.1) and pass them to the service building activity. The selection of 
workspace technologies will require a careful analysis, starting from the definition of the concept of 
workspace, till the understanding of the relations between such service and the other services of the 
EUDAT CDI, since it is one of its characteristics to act as a point of integration for the other services and 
possibly to expose them in a user friendly way. Finally the long term preservation (LTP) service 
assessment will be strictly related with the technology selection and the service building of the safe data 
replication area, because iRODS, one of the main technologies used in that area, will be probably on the 
top layer of the LTP software stack. In fact it is conceivable that each EUDAT data center keeps its 
specific long term archiving tools (see par. 3.1.2), but well integrated through hierarchical storage 
management (HSM) techniques with iRODS and the other EUDAT data management services. 

Therefore to keep providing good sets of technologies for the candidate services is the main challenge 
for the technology appraisal task in the next months, although not the only one. In particular according 
to the adopted iterative approach (see Figure 2), requests for new features or enhancements of services 
already in production, could arise from the communities or other work packages. They will be evaluated 
by the technology appraisal task according to the current list of priorities and, if the production services 
cannot satisfy them, new assessments will be performed to find complementary tools. Moreover the 
present list of gaps, mentioned in par. 4.3, will be constantly updated. If the extensions and the 
configurations developed in the service building task, or the EUDAT research activity, are not able to 
address those gaps, the technology appraisal will investigate new possible solutions. Without forgetting 
the recommendations (see par. 4.2) to keep monitoring some technologies and tools, potentially 
interesting, but not enough mature yet to be used in production. 
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ANNEX A.  GLOSSARY 
  

AA Attribute Authority 

AAA Authentication, Authorization and Accounting 

AAI Authentication and Authorization Infrastructure 

API Application programming interface 

ASPiS ASPiS (Architecture for a Shibboleth-Protected iRODS System) is UK 
project. 

CASPAR CASPAR (Cultural, Artistic and Scientific knowledge for Preservation, 
Access and Retrieval) is an Integrated Project co-funded by the EU 
within the FP6 

CDI EUDAT Collaborative Data Infrastructure 

CESSDA Preparatory phase project for a major upgrade of the Council of 
European Social Science Data Archives. An ESFRI project in the Social 
Sciences and Humanities domain. 

CLARIN Common Language Resources and technology Initiative. An ESFRI 
project in the Social Sciences and Humanities domain. 

CM Community Manager 

CN Common Name 

Curation Provision of domain-dependent contextual support for permanent 
access to the meaning of data – including metadata, lexica, etc 

Curation and 
Preservation 

The process of ensuring that data can be re-used over time. 

DAITF Data Access and Interoperability Task Force 

DARIAH Digital Research Infrastructure for the Arts and Humanities. An ESFRI 
project in the Social Sciences and Humanities domain. 

DMF SGI Data Migration Facility 

DPM Disk Pool Manager 

EC European Commission 

EGEE Enabling Grids for E-sciencE 

EGI European Grid Initiative 

EISCAT_3D The next generation European incoherent scatter radar system. An 
ESFRI project in the Environmental Sciences domain. 

EMI European Middleware Initiative 

ENES European Network for Earth System Modelling 
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EPIC European Persistent Identifier Consortium 

EPOS European Plate Observing System. An ESFRI project in the 
Environmental Sciences domain. 

ePPN EPPN  (eduPersonPrincipalName) is the eduPerson equivalent of a 
username. 

ePTID EPTID (eduPersonTargetedID)  is  a persistent identifier for a principal 
shared between a pair of coordinating entities, denoted by the SAML 2 
architectural overview as identity provider and service provider. 

ESA European Space Agency 

ESFRI European Strategy Forum on Research Infrastructures 

FP7 Seventh Framework Program 

Geo-Seas The Geo-Seas project is an Integrated Infrastructure Initiative (I3) of the 
Research Infrastructures programme within EU FP7. 

HEP High Energy Physics 

HPC High Performance Computing 

ICOS Integrated Carbon Observation System. An ESFRI project in the 
Environmental Sciences domain. 

IdP Identity Provider 

iRODS Integrated Rule-Oriented Data System 

ISO International Organization for Standardization 

LHC Large Hadron Collider 

LifeWatch E-Science and Technology Infrastructure for Biodiversity Data and 
Observatories. An ESFRI project in the Environmental Sciences domain.  

LoD Linking Open Data 

LTA Long Term Archive 

LTP Long Term Preservation 

OAIS Open Archival Information System 

OGSA Open Grid Services Architecture 

OpenAIRE Open Access Infrastructure for Research in Europe 

PID Persistent Identifier 

PRACE Partnership for Advanced Computing in Europe 

Preservation Provision of generic support for permanent access to ‘physical’ data – 
the bits and bytes – including storage, replication, provenance, etc 

RDF Resource Description Framework 

SAF EUDAT Services and Architectural Forum  
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SAML Security Assertion Markup Language 

SN Surname 

SOA Service Oriented Architecture 

SRB Storage Resource Broker 

SSH Social Sciences and Humanities 

UNICORE Uniform Interface to Computing Resources 

VO Virtual Organisation 

VOMS Virtual Organization Membership Service 

WAYF WAYF (Where Are You From) is a service to send a user to the Identity 
Provider of his Home Organization. 

Web 2.0 A term commonly associated with web applications that facilitate 
interactive information sharing, interoperability, user-centred design, 
and collaboration on the World Wide Web. 

WLCG Worldwide LHC Computing Grid 

XML eXtensible Markup Language 
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