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EXECUTIVE SUMMARY 

When EUDAT is a proven success, additional communities will apply to become members of the 
Collaborative Data Infrastructure (CDI) that it will provide. Task 2.3 is focused on developing a 
Community Integration Toolkit (CIT) that will focus first on technical issues of relevance to the 
incorporation of new user communities, with their data repositories, and the underlying service and 
resource providers. In later deliverables we will address policy, process, legal and ethical issues. The CIT 
will be a key component in both aiding new communities prepare themselves to participate in the 
infrastructure and growing the adoption and use of EUDAT’s shared services model.  

Within this document we summarise the first steps in the development of the CIT. Other European 
Infrastructure projects such as the Partnership for Advanced Computing in Europe (PRACE) and the 
European Grid Initiative (EGI) have well established operational models which support the integration of 
new communities and providers. They make extensive use of Service Level Agreements (SLAs) to define 
what will be delivered to communities and Operating Level Agreements (OLAs) to provide a framework 
for delivery from appropriate service providers. Within this document we summarise the key elements 
of the various approaches taken and distill from them what we will need to develop in the EUDAT 
infrastructure. This includes, at least: 

 The services that are provided detailed in a EUDAT Services Catalogue.  
 The underlying software components and what may need to be installed either as client or 

server-side software – captured in a validated software repository. 
 The levels of service that are to be expected from the service providers by the customers, 

captured in a Service Level Agreement. 
 The levels of service between the service providers and the central EUDAT operations team, 

captured in an Operational Level Agreement. 
 The rights, responsibilities and duties in using the infrastructure captured in a Terms of Use user 

agreement which includes an Acceptable Use Policy. 

In order to test the feasibility of the protocols and procedures for new community integration we 
propose running “pilot cases studies”. These will include one community which is primarily a data 
provider and one community which is primarily a data user. These studies will need to be undertaken in 
the third year and we outline our plans for achieving this and developing a production level CIT.  
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1. INTRODUCTION 

The overall purpose of WP2 within EUDAT1 is to ensure the continued relevance of the shared services 
adopted during the project and the viability of continuing the services developed beyond the immediate 
funding window, through the setting up of a sustainable entity. There are three main tasks each aligned 
with the following specific objectives: 

 Task 2.1: To establish a suitable framework including funding models and membership 
arrangements for long-term sustainability, continuation and development of the shared services 
and the research infrastructure beyond the immediate horizon of the EUDAT project. This 
includes a technology partnership model for adopting, supporting and sustaining common 
services developed by other project or community initiatives and developing interfaces, duties 
and responsibilities with community based users and service suppliers.  

 Task 2.2: To achieve consensus between user communities, technology providers and funding 
bodies about how the “shared services” usage model adopted can continue to meet their 
identified needs on an on-going basis. Determine and document the future strategic direction, 
priorities and scope of the EUDAT initiative. 

 Task 2.3: To facilitate the integration of additional communities in the guise of data-providers, 
data-users and resource providers within the federated shared services network created by the 
project through the development of a Community Integration Toolkit (CIT).  

This deliverable addresses the development of the CIT which will be a key component in the adoption, 
use and expansion of EUDAT’s shared services model, and in aiding new communities in their 
preparation for participating in the data infrastructure.  

The EUDAT project, incorporating users, data suppliers and service providers, will require a clear 
understanding of roles and responsibilities to avoid gaps in the value chain of the services developed. 
Service Level Agreements (SLAs) that are customer focussed and Operational Level Agreements (OLAs) 
that are supply chain focussed are essential for organisations that provide services, either directly or 
through contracts with third parties. SLAs define the levels of the services that the users can expect and 
the responsibilities of the service providers are typically captured in OLAs as discussed in Section 2. The 
key to developing a CIT is to understand the needs of the various groups within the EUDAT community 
and how they interact. Suitable agreements can be constructed. In Section 3 we overview the current 
thinking on the EUDAT organisational structure and conclude that, at this stage of the project, it is 
sensible to focus on the interactions between the users and the service providers. More complex 
organisational models can build on this once they have been finalised. 

EUDAT is not the first infrastructure to consider how to engage new communities and new providers of 
services. Infrastructures such as PRACE2 and EGI3 have put a lot of work into this area and there is 
considerable overlap between the service provider and user communities in the various projects. The 
approaches taken by these projects typically build on general IT Service Provision methodologies such as 
the Information Technology Infrastructure Library (ITIL)4 although thought is being given to the 
development of lighter weight processes such as those discussed in the FedSM project5.  

                                                             
1 EUDAT Description of Work: https://confluence.csc.fi/download/attachments/7602253/DOW+EUDAT+%28283304%29.pdf  
2 PRACE: Partnership for Advanced Computing in Europe – http://www.prace-ri.eu/  
3 EGI: European Grid Infrastructure – http://www.egi.eu/  
4 ITIL, Information Technology Infrastructure Library, http://www.itil-officialsite.com/  
5
 FedSM: Federated Storage Management, http://www.fedsm.eu/  

https://confluence.csc.fi/download/attachments/7602253/DOW+EUDAT+%28283304%29.pdf
http://www.prace-ri.eu/
http://www.egi.eu/
http://www.itil-officialsite.com/
http://www.fedsm.eu/
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In addition to specific project implementations, the SCI is a group exploring Security for Collaborating 
Infrastructures6. It has developed a clear set of guidelines listing the responsibilities of users and service 
providers covering both operational and management activities. EUDAT is of course focused on data 
services and has been active in exploring the Data Seal of Approval (DSA)7 initiative which is granted to 
repositories that are committed to archiving and providing access to scholarly research data in a 
sustainable way. The DSA has developed 16 guidelines for data producers, data repositories and data 
consumers. We discuss the main features of the EGI and PRACE projects and the SCI and DSA and their 
relevance to the EUDAT project in Section 4. Section 5 summarises issues that need to be addressed in 
order to join or leave the CDI and the key components of the CIT that underpin this, in particular: 

 the definition of an EUDAT Services Catalogue to be provided which is discussed in more detail 
in deliverable 2.2.28;  

 a repository of validated software components with training on how to implement and 
optimise these services, discussed in more detail in deliverable 2.2.2; 

 Service Level Agreements which capture the level of service to be expected from the service 
providers by the customers; 

  Operational Level Agreements governing delivery between the central EUDAT operations and 
the service and resource providers;  

 Terms of Use user agreement which capture their responsibilities including an Acceptable Use 
Policy. 

Clearly we need to test these agreements and refine them with feedback form the user, data provider 
and service provider communities. We may well need to adapt them once EUDAT’s organisational 
structure has been finalised, with more detailed governance arrangements established. Resource and 
technology contributor agreements could be developed. These activities will be refined further in Year 3 
of the project – section 6 discusses Future Work.  

                                                             
6 SCI: A Trust Framework for Security Collaboration among Infrastructures – http://www.eugridpma.org/sci/  
7 DSA: The Data Seal of Approval – http://www.datasealofapproval.org/?q=frontpage  
8
 R Baxter et al, EUDAT Services Rolling Plan 2012-2015, EUDAT-DEL-WP2-D2.2.2 v1.0 

http://www.eugridpma.org/sci/
http://www.datasealofapproval.org/?q=frontpage
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2. SERVICE/ OPERATIONAL LEVEL AGREEMENTS (SLA, OLA) 

One of the most common definitions of a SLA is: “A service level agreement is a negotiated agreement 
between two parties wherein one is the customer and the other is the service provider. This can be a 
legally binding formal, or an informal, “contract”. SLAs and OLAs record a common understanding about 
the definition of what services are to be provided including: scope, performance, monitoring and review, 
problem management, responsibilities, guarantees, disaster recovery and termination from either side. 
These issues are very important not only for the provider organisation to know what it is committing to 
but also for the users to allow them to know the level of service that they can expect, for example, 
availability, serviceability, performance, capability or any other characteristics of the service. The level of 
service can be specified in terms of minimum, average, maximum levels of performance. There are often 
performance clauses which link remuneration/ penalties to the levels of performance. 

The importance of SLAs is now so widely appreciated that some organisations not only define SLAs for 
their customers but also define Operational Level Agreements (OLAs) for their so called internal 
customers regulating the services between departments of the same organisation. The Agreements 
should not only ensure the quality and level of the service to customers but also ensure that the 
organisations contributing services can deliver. A clear benefit is that the quality of service can be 
benchmarked across multiple locations which can help to improve the internal performance of the 
organisation and also provide feedback for improving the services to customers. These agreements 
provide a basis for developing strong relationships between the provider and the user. 

There is a vast body of work in the field of information technology service management (ITSM) that 
defines a set of best practices and standards that allows an organisation to understand, design and 
maintain the processes necessary for providing IT services. One of the most important frameworks is the 
ISO/IEC 20000 International Service Management Standard for IT service management9. The first part of 
this standard presents an integrated process approach to deliver services to meet the business and 
customer requirements. It consists of ten sections: Scope, Terms and Definitions, Planning and 
Implementing Service Management, Requirements for a Management System, Planning and 
Implementing New or Changed Services, Service Delivery Processes, Relationship Processes, Control 
Processes, Resolution Processes and Release Processes. The second part of the standard describes the 
best practices for service management aimed at delivering the services described in the first part. 
Service Level Agreement management in ISO/IEC 20000 is discussed as part of the Service Delivery 
Processes. The standard supports several IT service management approaches, including ITIL (Information 
Technology Infrastructure Library)4, MOF (Microsoft Operations Framework)10 and components of the 
COBIT framework (Control Objectives for Information and related Technology)11.  

A service catalogue, as defined by the ITIL Service Design organisation, is a list of services that an 
organisation provides to its employees or customers. Preparation of the service catalogue is the first 
step to be taken before defining the SLA. Services are usually grouped and structured according to the 
customer requirements or the technical level of requirements, e.g., services visible by customers, 
applications supporting those services, computer and network infrastructure. Typically each service is 
characterised by the following: service description, timeframes or SLA for fulfilling the service, service 
owners, customers, costs/pricing and operating procedures. 

                                                             
9 ISO/IEC 20000-1:2011 IT Service Management System Standard, http://www.iso.org  
10 Microsoft Operations Framework 4.0, http://technet.microsoft.com/en-us/library/cc506049.aspx  
11

 COBIT Framework for IT Governance and Control, http://www.isaca.org/Knowledge-Center/cobit  

http://www.iso.org/
http://technet.microsoft.com/en-us/library/cc506049.aspx
http://www.isaca.org/Knowledge-Center/cobit
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ISO/ IEEC 20000 is an international standard which is approximately 24 pages long and provides 
requirements but little help in how to meet them. It is compatible with ITIL, the major IT Service 
Management framework which has approximately 1500 pages of best practice guidance, complex but 
useful. The scale of implementation required to meet these frameworks is very significant and often 
beyond the means of research communities or their service providers. Hence there is an increasing 
move towards adapting these standards for specific services such as Grids and federated environments 
and FitSM12 is a standard being developed by the FedSM project5 in collaboration with the EGI to 
achieve this. The core requirements extend to about four pages, defining 14 sets of processes covering: 

 portfolio management, service level management, reporting 
 continuity and availability management, capacity, information security 
 relationship management with supplier and customer 
 incident and service request management, problem management, continual service 

improvement 
 configuration management, change management, release and deployment management 

Each process includes a number of requirements for how they should operate to meet the FitSM 
standard. Each requirement can be met to different levels of capability which are similar in nature to the 
SCI categories13. FitSM is currently being developed and implemented in three working Grid 
environments and it will be interesting to monitor its progress and pick-up on best-practice.  

Key to developing agreements with customers and suppliers is an understanding of the organisational 
model that we are operating within. Current thinking on this is discussed in Section 3. EUDAT can learn a 
lot from the various frameworks discussed above, as it can also learn a lot from the practical delivery of 
services in complementary infrastructures. The relevance of their approaches to the EUDAT project are 
discussed in Section 4.  

  

                                                             
12 FitSM: D3.2 – Minimum requirements for service management in Federated e-Infrastructures 
 http://www.fedsm.eu/sites/default/files/FedSM-D3.2-Minimum_requirements-V1.1.pdf  
13 3rd PRACE Implementation Project – First Annual Operations Report D6.1.1, June 2013): http://www.prace-

ri.eu/IMG/pdf/d6.1.1.pdf  

http://www.fedsm.eu/sites/default/files/FedSM-D3.2-Minimum_requirements-V1.1.pdf
http://www.prace-ri.eu/IMG/pdf/d6.1.1.pdf
http://www.prace-ri.eu/IMG/pdf/d6.1.1.pdf
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3. EUDAT ORGANISATION 

One of the most important issues that needs to be resolved is the proposed operational structure of 
EUDAT to support the sustainability of the infrastructure. These considerations lie within the remit of 
Task 2.1 and are discussed further in EUDAT deliverable 2.1.214.  

It is worth recalling the principles underlying the “What it is that EUDAT is seeking to achieve in terms of 
the development of a sustainable collaborative data infrastructure?”, as this very much influences users 
expectation in terms of service delivery and suppliers plans for operational delivery.  

1. Data deposited with the EUDAT CDI will be preserved in perpetuity – so long term.  

2. Data are best curated in their own communities – requiring that communities are self-organised 
and present a coherent interface to the CDI.  

3. Access to data in the EUDAT CDI is free at the point of use – funded by Research Organisations.  

4. EUDAT will operate as a federation of community-facing repositories and hosting providers – so 
inclusive but requiring coordination and some level of central operations to enable collaboration.  

5. An EUDAT user community repository must be a suitable target for “Trused Data Repository 
outsourcing” – as discussed at datasealofapproval.org (see next section).  

6. EUDAT will not assert ownership of any data it holds – data access and reuse issues were explored 
at a workshop on 25’th-26’th September 2013, Barcelona, see below.  

The Data Access And Reuse Workshop addressed the policies that must be made clear to potential 
users of data infrastructures, both the “data providers” – who need to know how their data will be 
made accessible and who will be able to access it – and the “data consumers” – who need to know 
about access or reuse restrictions before starting working with any of this data. This workshop brought 
together a broad set of stakeholders coming from funding agencies, research communities and e-
Infrastructure providers and aimed to provide a first mapping of the policies, practices, and tools to 
facilitate access to, and re-use of, research data in Europe, as well as highlighting possible challenges. It 
was concluded that a Working Group should be established to discuss the compatibility of data access 
and re-use policies amongst EUDAT partners, to explore further the legal issues around the licensing of 
data, and in the longer term to address the issues of credit and citation mechanisms for making data 
available.  

In planning the sustainability of something it is important first and foremost to understand what that 
“something” is, to who it is to be delivered (Service Level Agreement) and by whom (Operational Level 
Agreement). So our “something” that we are offering is the EUDAT Collaborative Data Infrastructure 
(CDI) and for the purposes of the CIT we define it as follows:  

“The CDI is a connected network of European research institutions and data centres (collectively Nodes) 
each offering one or more common EUDAT data services to participating research communities.” 

The principles defined above immediately place constraints on the future shape of the EUDAT CDI. We 
need to be federal including multiple “generic data centres” and different “community data sites”. In 
this network model of the CDI we assume the following statements are true: 

 generic data centre nodes are heavily connected between themselves: each is connected to at 
least one other; 

                                                             
14

 R Baxter et al, EUDAT Sustainability Plan (update), EUDAT-DEL-WP2-D2.1.2 v1.0, September 2013 
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 community sites are less heavily connected; typically a community site is connected to one 
partner data centre node, although it may be connected to more;  

 
 

 

 

 

 

 

 

 

 
 all connected nodes will run either a client or a server version of the EUDAT Service Catalogue, 

the set of software components which delivers the common EUDAT data services of Safe 
Replication, PID Registration, Data Staging, Simple Store and Joint Metadata. Nodes will run all 
software components necessary to deliver the services they offer; 

 core operational services (service registry, monitoring, etc.) run at some (a few) of the generic 
data centres.  

This is a slightly higher level of granularity than that discussed in deliverable 2.1.1 which presented a 
broader base of actors and a looser connectivity and considered a range of organisational models 
including: 

 multiple pairwise interactions between user communities and resource providers; 
 forming an ERIC comprising the resource providers with which the communities interact; and, 
 incorporating the resource providers and community sites with which users interact into a single 

entity.  

Within this task we are focusing on the pairwise interaction model as this is a vital building block in 
underpinning more complex organisational models. What we are assuming at the moment, in essence, 
is that the community data sites are responsible for providing the data repositories and coordinating the 
authorisation and authentication of their users. The data centres are assumed to commit to providing 
the physical storage resources and supporting authorised user access.  

The responsibilities of the data centre could well be separated over time to have administrative based 
contributor agreements which commit resources, approve allocations and oversee a common OLA with 
both federal and local service providers. This is not dissimilar to the PRACE model. In the fullness of time 
this model could be loosened further to support technology collaborations along the lines of the EGI 
model. Dealing with users on an individual basis would incur a significant overhead. 

Deliverable 2.1.2 explores the sustainability plan for EUDAT in the longer terms and considers a model 
based on a hierarchy of pairwise interactions. In the following section, we explore how other relevant 
infrastructures manage their interactions with their communities prior to identifying the key 
components of what EUDAT needs to put in place to support the pairwise interaction between data 
centres and community sites.  

Figure 1: EUDAT Federal Structure 
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4. EGI, PRACE AND OTHER INITIATIVES 

In Annexes A and B we briefly summarise the key elements of the EGI and PRACE projects in terms of 
their organisation and the agreements with users/customers (SLAs) and suppliers of services both 
central and local (OLAs) that they have or are seeking to put in place. In Annex C we overview the Data 
Seal of Approval which seeks to promote the durable archiving of data and in Annex D we overview the 
development of a security collaboration among infrastructures. We discuss the relevance of 
developments within these other projects to the EUDAT initiative.  

4.1. European Grid Infrastructure (EGI)  

 http://www.egi.eu/ 

The EGI is a federation of over 350 resource centres spread across more than 30 European countries, 
currently supporting around 22,000 researchers. EGI was set up to deliver sustainable, integrated and 
secure grid computing services. Its mission is to help scientists to make the most of the latest computing 
technologies. EGI.eu is a not for profit foundation based in Amsterdam. It oversees the central and local 
operational and technical services provided by the EGI community, coordination of these seeks to 
reduce fragmentation and improve trust and interoperability. Scientists and researchers can gain access 
to the grid infrastructure through membership of Virtual Organisations – groups of researchers working 
on similar problems. EGI supports a wide diversity of research fields, including bioinformatics, chemistry, 
fusion physics, health science and medicine, life science, astrophysics, earth science and humanities. The 
EGI community has three main constituencies:  

 EGI.eu participants: the members of the EGI Council (EGI) 
 Resource providers: entities that provide computing services integrated in EGI (RP) – a 

complicated arrangement involving Resource Infrastructure Providers (legal entities – typically 
National Grid Initiatives or European Research Institutes) and Resource Centres and Operations 
Centres that work together to deliver the services.  

 Researchers: individual scientists, projects or research collaborations typically organised into 
virtual organisations. (Res) 

EGI has a comprehensive catalogue of services that address software, coordination, support, outreach 
and promotion covering the management, operations and exploitation needs of the different 
communities.  

Table 1: The EGI.eu Service Catalogue 

Category Service Name Consumer 
EGI RP Res 

Software 
Services and 
Platforms 

Applications database – share, rate, use and re-use up-to-date 
scientific applications.  

  X 

Training marketplace for trainers and trainees to advertise and 
look for training events, online courses and training materials 
on a wide-range of scientific and distributed computing topics.  

  X 

Repository of validated software – trusted and unified point of 
access where research communities and resource providers can 
find the latest updates and software.  

X X  

Federated operations – simplifies the day-to-day operations of X X X 

http://www.egi.eu/
http://www.egi.eu/services/catalogue/appdb.html
http://www.egi.eu/services/catalogue/training-mkt.html
http://www.egi.eu/services/catalogue/repository.html
http://www.egi.eu/services/catalogue/fed-ops.html
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a federated heterogeneous infrastructure avoiding duplication 
of costs and providing re-usable tools. 

Coordination Project and programme management – day-to-day operations 
of EGI and steers the community’s contribution to European 
projects ensuring that quality outputs are achieved on time, 
efficiently and within budget. 

X   

Operations coordination of activities across the infrastructure 
to ensure seamless integration of computing services and to 
organise fragmentation across Europe.  

X X  

Technology coordination – technological innovation through 
sourcing of software components from technology providers to 
meet the current and emerging needs of both researchers and 
resource providers.  

X X  

Security coordination – secure and stable infrastructure to 
mitigate threats, enhance services, and give users the 
protection and confidence they demand from a service.  

X X  

 
Consulting 
and support 

Specialised consultancy services – tailored technical and 
management advice to help partners and clients make the most 
out of e-Infrastructure technologies. 

X   

Strategy and policy decision support – in-depth market analysis 
helping governance bodies to make the high-level management 
decisions required to ensure the long-term strategic impact of 
the infrastructure across the European Research Area. 

X   

Policy development – approval of the policies and procedures 
required to steer operations and support the federated 
infrastructure with clear usage and technical guidelines. 

X X  

Technical consultancy and support – helps research 
communities take the first steps in working with the 
infrastructure by providing the best solutions for their 
requirements and get scientific applications up and running. 

  X 

Helpdesk support – professional, reliable and efficient technical 
support. 

X X X 

Marketing and 
outreach 

Marketing – Showcases both the strategic value of the 
infrastructure for research in Europe and its scientific outputs 
to the general public, policy makers and potential users. 

X X X 

Outreach – ensures knowledge transfer, promotes use cases to 
attract new users, and guarantees that existing users make the 
most of the available tools and services. 

X X X 

 

Resource Providers seeking to join the Infrastructure can do so through their national representative if 
they are members of EGI or apply to EGI as a resource centre or site to register their resources and seek 
certification. If they are a National Grid Initiative or other Resource Infrastructure Provider then they 
need to be accredited by the EGI Council and usually start a formal collaboration with the EGI through a 
Memorandum of Understanding.  

http://www.egi.eu/services/catalogue/ppm.html
http://www.egi.eu/services/catalogue/ops-coord.html
http://www.egi.eu/services/catalogue/tech-coord.html
http://www.egi.eu/services/catalogue/sec-coord.html
http://www.egi.eu/services/catalogue/spec-consultancy.html
http://www.egi.eu/services/catalogue/sp-support.html
http://www.egi.eu/services/catalogue/pol-devel.html
http://www.egi.eu/services/catalogue/tech-consultancy.html
http://www.egi.eu/services/catalogue/helpdesk.html
http://www.egi.eu/services/catalogue/marketing.html
http://www.egi.eu/services/catalogue/outreach.html
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Virtual Organisations (VOs) are communities of researchers working in the same scientific field, or with 
the same computing tools, or in the same country. Researchers new to the grid are invited to join a VO 
community. 

 

Figure 2: EGI Service Agreement Structure 

In Annex A we summarise the Agreements that EGI is seeking to put in place with the various 
stakeholders and discuss their relevance to EUDAT in section 4.5 below.  

4.2. Partnership for Advanced Computing in Europe (PRACE) 

 http://www.prace-ri.eu/ 

The mission of PRACE is to enable high impact scientific discovery and engineering research and 
development across all disciplines to enhance European competitiveness for the benefit of society. 
PRACE seeks to realise this mission by offering world class computing and data management resources 
and services through a peer review process. PRACE also seeks to strengthen the European users of HPC 
in industry through various initiatives. PRACE has a strong interest in improving energy efficiency of 
computing systems and reducing their environmental impact. 

PRACE is established as an international not-for-profit association (AISBL) with its seat in Brussels. It has 
25 member countries (October 2012) whose representative organisations create a pan-European 
supercomputing infrastructure, providing access to computing and data management resources and 
services for large-scale scientific and engineering applications at the highest performance level. The 
computer systems and their operations accessible through PRACE are provided by 4 PRACE Hosting 
Members (HM) – BSC representing Spain, CINECA representing Italy, GCS representing Germany and 
GENCI representing France. The systems deployed by PRACE are updated and upgraded to be at the 
apex of HPC technology, responding to the requirements of the scientific community and developments 
in technology. Recently the provision of resources expanded to include Tier-1 nodes in various countries.  

http://www.egi.eu/community/vos/index.html
http://www.prace-ri.eu/
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The PRACE Common Service Catalogue 

Deliverable 6.1.1 of the 3rd PRACE Implementation Project – First Annual Operations Report (June2013)15 
defines a set of services to be provided to its users, mainly by the Tier-1 sites governed by the PRACE 
AISBL statutes. Relations with the users are managed by specific bilateral agreements with the service 
providers. The PRACE AISBL gives advice to the hosting sites on the allocation of compute resources 
based on the pan‐European PRACE Peer Review. The delivery of a number of services including the user 
support, operation of the distributed infrastructure, Web and peer review relies on services provided by 
third parties.  

The definition of the services (see Annex B for further details) is achieved through six criteria: 
Description, Class (expected availability and support – core, additional, and optional), Provider, 
Reference documents and agreements, Category (compute, user, data, generic, AAA, network, and 
monitoring), Service – concrete services and/or software products that have been chosen to implement 
the service. The PRACE Service Catalogue is regularly updated to capture the actual status of all of the 
services and is maintained as a living document, where all changes in services and their provision are 
indicated. The status of the services can change when new services are deployed, when levels of 
services are changed, when new service providers (i.e. new hosting partners) are integrated or when 
new software products are released. It is intended that the catalogue will at all times reflect the current 
situation of the PRACE services, so that it can be used as the main reference document for service 
provision within PRACE.  

The main items in the PRACE Services Catalogue include: authorisation, authentication and uniform 
access to HPC resources, data transfer and storage, documentation and training, administrative 
functions such as project submission, accounting/ reporting, information management and service 
issues such as network, monitoring, software/ user environment management and user support.  

A typical entry in the catalogue is:  

Table 2: A PRACE Service Entry description 

Data Transfer, Storage and Sharing 

Description: Each PRACE User is provided a “home” directory and access to a project space shared 
with their User Group, at each of the assigned Tier‐0/1 sites. The amount of space in 
each of these directories is indicated in an Annex of the User Agreement for Tie ‐0 
sites. Data can be transferred to and from these directories. 

Class: Core 

Provider: Tier‐0/1site + PRACE 1IP/2IP WP6 (data services rep of the PRACE Ops Team) 

Reference Draft User Agreement 

Category: Data 

Service: Product/service Tier-0 Tier-1 PRACE RI or single partner 

 MC ‐ GPFS optional optional - 

 GridFTP core core - 

 UNICORE (UFTP) additional additional - 

                                                             
15

 http://www.prace-ri.eu/IMG/pdf/d6.1.1.pdf 

http://www.prace-ri.eu/IMG/pdf/d6.1.1.pdf
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 Gtransfer additional additional - 

Remarks GridFTP is a core service for Tier ‐ 1 only if a dedicated network is available 
Gtransfer details are in change #26 

 
PRACE recognised that SLAs and OLAs are essential for organisations that aim to provide high-end 
computing resources to European researchers and these Agreements need to fit within its 
organisational structure. This includes legal entities such as Hosting Members that commit to providing 
access to their services as governed by an OLA that is common to all sites and a SLA with Users that 
describes the services to be delivered and their responsibilities complemented by an Acceptable Use 
Policy. Users interact with PRACE not only as receivers of services but also as appliers for allocations to 
use services. In Annex B we summarise the Agreements that PRACE is seeking to put in place with the 
various stakeholders and discuss their relevance to EUDAT in section 4.5 below.  

 

4.3. The Data Seal of Approval 

http://www.datasealofapproval.org/?q=frontpage 

The Data Seal of Approval (DSA) was established by a number of institutions committed to the long-term 
archiving of research data. By signing the seal the DSA community seeks not only to guarantee the 
durability of the data concerned but also to promote the goal of durable archiving in general. The Data 
Seal of Approval is branded to repositories that are committed to archiving and providing access to 
scholarly research data in a sustainable way. It is assigned by the DSA Board which consists of members 
from the following institutes: CINES (France), DANS (The Netherlands), ICPSR (USA), MPI for 
Psycholinguistics (The Netherlands), Deutsche National Bibliothek (Germany) and the UK Data Archive 
(United Kingdom).  

The DSA is a practical, “lightweight” set of guidelines for long-term digital archives as determined 
through a self-assessment procedure reviewed by peers to determine whether a repository will be 
granted the DSA. Although these pertain to three stakeholders – the data producer (three guidelines), 
the data consumer (three guidelines) and the data archiver (ten guidelines) – the data archiver is seen as 
the primary implementer of the guidelines. Achieving the DSA is seen as a step towards full 

Figure 3: PRACE Agreement Structure 

http://www.datasealofapproval.org/?q=frontpage
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accreditation as a Trustworthy Digital Repository (TDR) under the definitions of the weightier CCSDS 
standard on TDRs (Consultative Committee for Space Data Systems (CCSDS), Audit and Certification of 
Trustworthy Digital Repositories Recommended Practice, Issue 1, 652.0-M-116. 

4.4. A Trust Framework for Security Collaboration among Infrastructures 

http://www.eugridpma.org/sci/  

Annex D summarises the activities of the Security for Collaborating Infrastructures (SCI) group which is a 
collaborative activity of security staff from several large-scale distributed computing infrastructures, 
including EGI, OSG, PRACE, wLCG, and XSEDE. SCI is developing a framework to enable interoperation of 
collaborating Grids with the aim of managing cross-Grid operational security risks and to build trust and 
develop policy standards for collaboration especially in cases where they cannot just share identical 
security policy documents. The initiative recognises that in recent years we have seen the 
implementation of a variety of infrastructures supporting distributed computing environments and 
sharing of resources.  

Even when such an infrastructure considers itself to be decoupled from other infrastructures, it is in fact 
subject to many of the same threats and vulnerabilities as other infrastructures because of the use of 
common software and technologies. Moreover, there may be users who take part in more than one 
infrastructure and are thus potential agents that can spread infection from one infrastructure to 
another. Finally, one infrastructure may want to extend rights to use its resources to users who are 
enrolled in a different infrastructure. In each of these situations, the infrastructures can benefit from 
working together and sharing information on security issues.  

The SCI has adopted four principles that include: the management of risks, containing the impact, root 
cause analysis of the incident and how to overcome it and controlling access to resources.  

The guidelines list requirements in six areas: operational security, incident response, traceability, 
participant responsibilities, legalities and data protection. Each infrastructure assesses the maturity of 
its implementation ranging from not implemented to implemented, documented and reviewed by an 
independent external body.  

Clearly the focus of the SCI is on security with the first three areas addressing operational issues. The 
participants in the Infrastructure will include individuals or communities of users and resource providers 
and service operators who all have participant responsibilities that need to be captured in respective 
agreements. The area of Legal Issues and Management procedures needs to address the IPR, liability, 
software licensing, dispute handling, export controls and cover the rights,  responsibilities and 
obligations of participants. Data protection covering users, accounting, monitoring, logging and data 
owned by users and its processing needs appropriate policies and procedures.  

4.5. Relevance to EUDAT 

Having summarised the organisation and practices of complementary infrastructures such as PRACE and 
EGI it is perhaps first worth re-iterating how the EUDAT differs from these infrastructures before 
reviewing what we can learn from them in terms of how we operate.  

The key objectives of the EUDAT project are to:  

                                                             

16 http://public.ccsds.org/publications/archive/652x0m1.pdf  

http://www.eugridpma.org/sci/
http://public.ccsds.org/publications/archive/652x0m1.pdf
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 provide a sustainable data infrastructure driven by user needs; 
 shape a platform for shared services that enables data-intensive research potentially crossing all 

disciplines of science;  
 produce the common low-level services required to provide the level of interoperation and trust 

of data necessary to support access, use and re-use;  

 ensure that the data infrastructure is sufficiently robust to keep pace with the expected 
acceleration of the scale and complexity of scientific data being generated; and, 

 act as a catalyst for socio-economic change through harmonisation of data-based services 
across geographical and disciplinary boundaries.  

So the EUDAT objectives complement the commodity and capability compute based resources provided 
by the PRACE and EGI infrastructures through the provision of sustainable, interoperable data based 
services provided across geographical boundaries. This requires a far closer collaboration to ensure that 
users can realise the benefits of accessing a much broader and deeper set of data to impact on the 
major societal challenges. But there is a lot that we can learn from the development of these other 
infrastructures in terms of the way that they operate and in particular the agreements that they have 
with new communities.  

The main points from the EGI to note that are of relevance to the EUDAT are:  

 a clear organisational structure supporting new members contributing resources, resource 
providers delivering services and new communities exploiting them – EUDAT needs to finalise an 
organisational structure that can meet the needs of these various stakeholders.  

 a scientific application database – EUDAT should consider a central database of data assets 
available at its various service sites under common licensing conditions.  

 a validated operational software repository to ensure a common interface – for EUDAT this 
should encompass the higher level services and the underlying middleware components – 
downloadable via the web.  

 lightweight Operational Level Agreements, with clear performance targets, coupling the global 
EGI, federated (Resource Infrastructure Provider) and local (Resource Centre) operational 
activities which cascade the expected levels of performance appropriately. These are not legally 
enforceable but are monitored and if providers fall short then corrective action is taken.  

 strong agreements with technology suppliers covering support levels for fixes etc.  
 the community is structured through Virtual Organisations which act as an interface to the 

users. The currently published SLA is not strong and is not coupled to an Acceptable Use Policy – 
presumably this is governed by VO – Resource Centre bilateral interactions.  

The main points from PRACE to note that are of relevance to the EUDAT are:  

 A clear organisational structure that receives resource commitments from legal entities and has 
an open and transparent peer review system for allocating them. EUDAT will need to explore 
this further in Year 3 as part of its longer term sustainability plan.  

 Common Operational Level Agreements across all centres coupled to central operational support 
activities– although few explicit metrics of performance.  

 A core service catalogue that deals with user access, environment, support, data transfer, job 
submission, system usage and monitoring. It is the responsibility of users to provide applications 
software and sort out any licensing issues.  

 Validated repository of software tools.  
 Strong acceptable use policy. 
 Very legal approach to development of agreements – difficult to achieve in different countries.  
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 Community access to significant amounts of resource structured through managed projects and 
programmes. The Project Managers/ Principal Investigators are responsible for herding their 
communities.  

EUDAT partners have been strongly involved in the Data Seal of Approval and Security for Collaborating 
Infrastructure projects and:  

  following the path of the DSA is a step to be recommended for Service Providers and Resource 
Provider in the EUDAT CDI to gain the necessary levels of trust for user communities in their 
long-term preservation capabilities; and, 

 following the operational security, incident response and traceability of the digital objects and 
the metadata guidelines of the SCI is clearly sensible;  

Both of these frameworks propose what is clearly good practice. In the next section we discuss the 
Community Integration Toolkit which will seek to build on the best practice established in these 
complementary infrastructure projects to provide our specific data oriented offering.  
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5. COMMUNITY INTEGRATION TOOLKIT  

As discussed in the preceding section, the EUDAT infrastructure with its focus on data services clearly 
complements the EGI (access to distributed commodity resources) and PRACE (access to HPC Centres) in 
terms of the services that it will be seeking to provide. 

EUDAT has stakeholders that span the spectrum from  user communities that require certain solutions 
to help maximise the scientific output from their data archives and collections and data centers that 
provide simple storage and related services. In the extreme, the former class of stakeholders is 
particularly heterogeneous, be it in size of the community, services needed, already (partly) existing 
data solution, etc whereas the latter is more homogeneous complying to  best practices and standards. 
Both communities could well learn a lot from each other.  

5.1. Joining and Leaving EUDAT 

Deliverable 2.1.217 describes three case studies of why and how two different user communities and a 
data center might wish to join the EUDAT CDI. The motivation and steps taken are summarised. The 
communities give different perspectives as one of the participants already hosts data services whereas 
another is aiming at setting up a new data service for its members.  

Joining EUDAT as a USER (Community/ Data Provider) 

From a user community/ data provider perspective the key issues are: 

 Assess the user services provided by EUDAT and prioritise the services most needed.  
 Explore integration and interoperability of EUDAT on top of existing infrastructure including 

service and operational level agreements.  
 Selection of data centres – based on effort and links with community. 
 Establish the business case of costs versus benefits of joining EUDAT versus doing it oneself.  
 Demonstrate that the data to be deposited either complies with or is on a clear path to comply 

with the DSA. 
 Demonstrate that the Community has management arrangements in place that will comply with 

user responsibilities within the Service Level Agreement.  
 Agree licensing conditions, authorised users and disk space requirements with Service Provider.  
 Sign the Service Level Agreement and Acceptable Use policy.  
 Undergo the training on services and client side implementation. 
 Implement the client side for the selected services. 
 Provide data repository to Service Provider. 
 Authorise registration of the Users and allocations of resources. 
 Launch the service 

Joining EUDAT as a Service Provider 

From a data centre service perspective they may wish to join EUDAT to:  

 Improve the international collaboration between data centres and thus contribute to the 
European Research Area (ERA) and become part of its backbone.  

 Benefit local users by providing easy (local) access to data from other centres or communities 
and from redundantly stored data.  

                                                             
17 17 R Baxter et al, EUDAT Sustainability Plan (update), EUDAT-DEL-WP2-D2.1.2 v1.0, September 2013 
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 Promote standardisation of data access and exchange tools and makes it easier to contribute to 
EUDAT services, tools and interfaces. These activities could provide best practices that will be 
adopted by other communities and thus simplify the operation of the data centre by reducing 
the number or flavours of services requested by different communities.  

 Improve the national and international visibility of the data centre and supports its strategy for 
the further development of the data centre itself. 

 Provide additional data services  (e.g., data mining, map reduce technologies) which could be of  
interest to EUDAT data users .  
 

So what needs to be developed is a business case which establishes these benefits and the potential 
costs in particular the technical effort required for implementation and support for:  

 necessary tools and services and minimum standard service level requirements; 
 need for dedicated hardware, security and networks; 
 usage patterns; 
 long-term development and sustainability plan; 
 obligations in terms of SLAs to users and OLAs to other providers in the supply chain in 

particular federal responsibilities covering site reliability, availability, security and data privacy.  
 requirements around storage capacity and performance; and, 
 help desk and broader user and other supplier communications. 
 

In order to become a certified EUDAT provider the site will need to  
 
 Demonstrate that it can meet the readiness levels for the DSA and SCI requirements discussed in 

Section 4 – which will be included in the Operational Level Agreement.  
 Demonstrate that it has management arrangements in place that will comply with service 

provider responsibilities within the Service Level Agreement.  
 Sign the Operational Level Agreement with EUDAT’s central Operations Team.  
 Undergo the training on services and server side implementation. 
 Implement the EUDAT Services server side. 
 Ingest the data repository, test and validate.  
 Register users locally and globally, allocate disk space.  
 Launch the service 

Leaving the CDI as a Community/ User 

When a community intends to leave the CDI one needs to decide what should happen with the data 
stored on the CDI and with the services (and their state) operated for the community. Depending on 
what is needed, significant effort can be required to transfer data and services to other places and the 
agreements the community has with the CDI should clearly specify the responsibilities. Also, clear 
deadlines need to be specified, particularly, for how long after the termination of the relationship the 
data and services should be maintained.  

Leaving the CDI as a Service Provider 

When a data centre intends to leave CDI, decisions need to be taken on what should happen with the 
data stored and services provided by the data center. This will require interactions with the 
communities involved to find a solution that is satisfactory for them. Again, transferring data and 
services can involve significant efforts and clear regulations on the responsibilities should be included in 
the SLA the data center has with the CDI. 
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5.2. The Community Integration Toolkit 

As discussed above when a user community joins the infrastructure, agreements between the user 
community and participating data centre(s) need to be made. At the moment, lacking a legal entity, 
EUDAT will participate as moderator, but not as a party in the agreements. Once some form of legal 
entity for EUDAT has been established, EUDAT can in turn make its own agreements with data centres 
and then directly make agreements with user communities and potential funding agencies and 
technology providers.  

The Community Integration Toolkit (CIT) aims to provide a set of tools that help communities join 
EUDAT. Potential communities of the infrastructure need to understand:  

 The services that are provided detailed in a EUDAT Services Catalogue.  
 The underlying software components and what may need to be installed either as client or 

server-side software – captured in a validated software repository. 
 The levels of service that are to be expected from the service providers by the customers 

captured in a Service Level Agreement. 
 The levels of service captured in an Operational Level Agreement between the service providers 

and the central EUDAT operations team. 
 The rights, responsibilities and duties in using the infrastructure captured in a Terms of Use 

agreement which includes an Acceptable Use Policy. A draft is attached as Annex F.  

5.2.1. EUDAT Services Catalogue 

EUDAT task 2.2 presents a rolling plan for services. The major components of the initial catalogue 
include:  

 Operational Services (OP) covering resource coordination, service and site registry and 
operational service monitoring eg  the software components and subsystems referred in Table 
3.  

 Persistent Identifier (PID) registration based on the global handle system and EPIC handle 
system federation. 

 Safe Replication (SR) – automatic rule and policy driven replication of data across a federation of 
data centres. 

 Data Staging (DS) – allowing an external user to upload a data object into the CDI and receive a 
PID in return and to retrieve data by PIDing with a reference – works with Grid FTP.  

 Simple Store Service (SSS) – simple to use interface and associated back-end storage for less 
formal storage of smaller datasets 

 Authentication and Authorisation Infrastructure (AAI) – analysis and design of frameworks that 
encompass exiting mechanisms 

These services are defined in more detail in EUDAT Deliverable 2.2.2 and 5.2.2 (EUDAT Early Candidate 
Services) 

5.2.2. Validated Software Repository 

The EUDAT services build on common software components which include:  

Table 3: list of the EUDAT services and the software components involved in each service 

CDI Service Software components, subsystems 

PID EPIC/Handle PID service.  
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SR (Safe Replication) iRODS; EUDAT micro-services; varying data transport tools. 

DS (Data Staging) Griffin server (gridftp); Globus Online (external service); EUDAT client 
tools. 

JMD (Joint Metadata) CKAN; Apache SOLR. 

SSS (Simple Store) Invenio; EUDAT GUI. 

CSLI (common interface) Apache webserver; EUDAT web services. 

 

5.2.3. The software modules are being provisioned through a validated software repository being 
supported through WP6. EUDAT will also explore providing an interface so that 
users/developers can interact with the services at a lighter weight level. Service Level 
Agreement Development 

A discussion on the development of SLAs  took place at a Quality Assurance and Security Assessment 
Study meeting in Rome in June 2013. It focused on self-assessments of sites based on the DSA and SCI 
requirements, and explored lessons to be learnt and undertook a gap analysis to inform what should be 
in a EUDAT SLA. The Workshop was attended by: CINES, RZG, CSC, FZJ, STFC, EPCC, DKRZ, EKUT, CUNI, 
SURFsara, CINECA and MPIPL. Sites were asked to complete a questionnaire that assessed the readiness 
of the repository or hosting capabilities to meet the requirements of the frameworks. The nineteen 
guidelines comprised the three  for both the data producers and data users within the DSA, the ten for 
the data archiver in the DSA, augmented by three further guidelines from the SCI – in particular: 

 The data repository has documented processes for operational security. 
 The data repository has documented processes for incident response. 
 The data repository ensures the traceability of the digital objects and the metadata. 

 
The assessments criteria varied from not applicable, nothing implemented, we know how to do it, 
through to implemented and fully documented. Minimum requirements for the various guidelines were 
developed.  

The workshop considered completed responses from some 10 organisations, 3 of which were 
community based and 7 of which were resource providers.  

The DSA’s guidelines are aimed at three communities so many of the items are not particularly relevant 
to back-end generic data service providers as they addressed users and data repository providers in 
particular in the context of Safe Replication. So the Workshop addressed the question as to what should 
be the content of a SLA that a generic service provider would have to comply with if it was to host a 
repository and maintain its DSA certification level. The Workshop focused on the CLARIN TLA which 
involves two DSA certified repositories MPI-PL and EKUT and sought to identify generic aspects of the 
SLA that could be specified for generic depositories.  

Of the 19 guidelines it was concluded that the DSA items: 1-3 (data producers) did not need to be 
included in a SLA and that the DSA User guidelines (14-16) could be managed by referring to the rules 
laid down by the data provider for access and also ensuring users agree to an Acceptable Use Policy. 
Most of the other DSA guidelines apart form #10 on archiving and workflow and the three additional SCI 
guidelines needed to be addressed in a SLA – certainly for the Safe Replication Service.  

The current draft of the SLA is included in at Annex E and addresses the provision of the Safe Replication 
Service. The Appendices to this SLA agreement will need to detail the service availability and reliability 
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targets, support and help-desk arrangements and response times, authorisation and authentication 
procedures, reporting and monitoring, review arrangements and the like. Issues such as how much data 
does the community intend to deposit, how is the data structured, what is the injection rate, what are 
the subsequent access rates and storage media need to be addressed.  Issues such as Data Protection, 
IPR, Confidentiality, Software Licensing, ethical requirements will also need to be explored. As part of 
the SLA it is normal for all users to have to agree to a Terms of Use agreement as discussed in Appendix 
F.  

On the subject of what level of service Research Users might reasonably expect to receive free of 
charge, an illuminating comparison can be made with existing consumer-level “cloud-based storage 
solutions” which offer free storage18. The overwhelming conclusion from this survey is that free-of-
charge services (and indeed, some services with modest charges) offer no guarantees of service with 
regard to data loss or service availability. They may lose your data; you have no recourse. This is well 
worth bearing in mind in designing future EUDAT SLAs, in particular for the Simple Store service case 
offering. 

5.2.4. Operational Level Agreement Development 

The rationale for EUDAT developing an Operational Level Agreement is to: 

 Present itself as a single infrastructure to users using an EUDAT Services Catalogue underpinned 
by common software components or interfaces; 

 Define a set of standard procedures and best practices common to all sites;  
 Present a Common Helpdesk service for all users; 
 Enable the comparison of performance of the various sites informing continuous improvement; 

 Create common user documentation (except for system specific documentation); 

 Provide a common training programs for users; and, 
 Support a common accounting and promotional strategy. 

With Service Level Agreements being developed and services becoming operational it is timely to start 
to consider the development of a formal Operational Level Agreement that defines for the various types 
of service the levels of support and timescales for response, the availability and reliability of software 
repositories, service monitoring, accounting, security and the like. The agreements that EGI has in place 
governing its central operations EGI.eu Operational Level Agreement v0.1619 and those of the Resource 
Infrastructure Providers20 will probably provide a good starting point – these obviously need to mesh 
with the SLA development above to ensure consistency. Issues that need to be addressed include:  

1. Parties to the Agreement: EUDAT Project and the Service Provider 
2. Period of the Agreement: needs to be sufficiently long to attract the confidence of the user 

community, termination conditions. 
3. Scope of the Agreement – limited to the commitments between the parties to provide services 

to EUDAT.  
4. Clear definition of roles and responsibilities in particular for security, operations and 

management 
5. Responsibilities of EUDAT central operations could include: 

 Operations Management Board – define policies and accredit new sites 

                                                             
18 R Baxter et al, EUDAT Sustainability Plan, EUDAT-DEL-WP2-D2.1.1 v1.0, September 2012. 
19 https://documents.egi.eu/document/1093 
20

 https://documents.egi.eu/document/463 

https://documents.egi.eu/document/1093
https://documents.egi.eu/document/463
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 Integration operations – accredit new sites according to the relevant guidelines in the DSA 
and SCI, monitor and review performance of service providers and infrastructure as a whole 

 Security operations – policy development, coordination and incident response  
 Protect personal data, accounting and monitoring information 
 Central helpdesk support – triage, assignment and solution with Resource Providers –

covering the EUDAT CDI.  
 Maintain the EUDAT software repository 
 Appoint security, operations and management contacts  
 Technical road-mapping: analyse interoperability of new products that will enhance quality 

of service for current communities and provide new capabilities for new communities.  
 Operational documentation and best practice 
 Operations software and security training 
 Central User registration – authorisation, authentication and access as required.  
 Maintain service levels at the agreed targets 

6. Responsibilities of the Resource Providers could include: 
 Participate in the Operations Management Board 
 Adhere to security policies, monitor and respond to incidents, escalate as appropriate 
 Protect personal data, accounting and monitoring information 
 Adhere to operational procedures 
 Provide a help-desk to interface to the central help-desk and first level support, monitoring 

open tickets and progressing 
 Provide a subset of the Services from the catalogue required by their users 
 Register administrators for security and operations and management 
 Contribute to operational documentation and best practice. 
 User administration – authorisation. 
 Maintain service levels at the agreed targets 
 Address licensing issues that affect users and service providers.  

7. A description of services covered including consulting and support, software, operations tools 
and services and user management linked to the above. 

8. Support Hours – normal working hours of organisation.  
9. Monitoring and Review Arrangements – monthly on agreed performance metrics which should 

address the availability and reliability of the services which could be broken down into the 
number and duration of service interruptions, number of major security incidents, number of 
emergency and major changes, amongst others.  

10. Sanctions if performance levels are not met.  

In the following section we summarise future work.  
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6. FUTURE WORK 

Clearly much has been achieved within EUDAT in terms of the definition and provisioning of services and 
work is in hand to launch operational services. This document has discussed how complementary 
infrastructures have organised themselves and managed the interfaces between the users on one hand 
and the central and local operations on the other. The key components in these projects are: 

 the definition of a service catalogue underpinned by common module components building on 
the format of the EGI catalogue presented in Table 1 and the PRACE service entry descriptions 
summarised in Table 2; 

 provision of a validated software repository covering both server and client sides available 
through web downloads to support interoperability; 

 operational, service and end-user agreements that clearly define roles and responsibilities, the 
scope of services and levels of performance. They need to address legal issues such as data 
protection, confidentiality, dispute resolution, termination and liability and management 
arrangements such as review, monitoring and governance building on the draft versions 
attached in Annex E and F and incorporating relevant elements form the PRACE and EGI 
agreements.  

The Data Access and Reuse Workshop in Barcelona highlighted the importance that we review the 
compatibility of data availability policies across the EUDAT partners and the legal issues around data 
licensing – perhaps developing tools that support decision making on the most appropriate licenses. 
What we will seek to do here is minimise the barriers to data generators who wish to deposit their data 
and to users who want to access the data, add value to it and re-deposit it, expanding and enhancing the 
data resources available. In the longer term we want to support interoperability between data sets and 
thus stimulate the development of new and innovative applications that support the societal Grand 
Challenges, through the efficient and effective exploitation of the collaborative data infrastructure 
developed herein.  

Pilot case studies of the technical and organisational aspects of the CIT will be undertaken in the third 
year of the project to test the feasibility of the protocols and procedures for new community 
integration. The pilot cases will include one community which is primarily a data provider/ with its 
scientific and information technology domain expertise and users and one community which is primarily 
a data storage/ server provider. The approach adopted will be based on a cascade model, where 
“ambassadors” from participating community will test out the prototype CIT on other members of their 
wider communities before it is finalised for use with new communities. The motivations for conducting 
the pilot cases are twofold. First, if anything is found to be lacking, it can be added to the CIT and 
second, the pilot cases will assist the closer integration of additional members of the communities 
already represented in EUDAT as well as demonstrating the potential of membership of EUDAT to new 
research communities. 
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ANNEX A. EGI OPERATIONAL AND SERVICE LEVEL AGREEMENTS 

There is a vast body of work in the field of Information Technology Service Management (ITSM) that 
defines a set of best practices and standards that allows an organisation to understand, design and 
maintain the processes necessary for providing IT services. The Information Technology Infrastructure 
Library (ITIL) consists of 5 core volumes – Service Strategy, Service Design, Service Transition, Service 
Operation, and Continual Service Improvement. Within these volumes 26 processes are defined, 
including a service catalogue management and service level management. The Microsoft Operations 
Framework (MOF 4.0) is another approach to manage the IT service lifecycle and is designed as a series 
of guides. The service lifecycle is composed of three phases: planning, delivery and the operational 
phase along with a foundational layer describing overall management. Each phase groups together a 
number of activities and processes organised into Service Management Functions (SMF). The MOF 
approach involves the definition and optimisation of OLAs that are necessary to fulfil the statements of a 
SLA. The Control Objectives for Information and related Technology 4.1 (COBIT) is a framework for IT 
management and governance that is positioned at a high level due to its business orientation. The 
framework provides a set of good practices and subdivides IT into four domains: planning and 
organisation, acquisition and implementation, delivery and support, and monitoring and evaluation. 
There are 34 generic processes defined together with their inputs and outputs, key activities, objectives, 
performance measures and elementary maturity models. One of the IT processes within the delivery 
and support domain, defines and manages service levels. COBIT is harmonised with other more detailed 
IT good practices and standards, including ITIL. As noted in Section 2, the scale of implementation 
required to meet these frameworks is very significant and often beyond the means of research 
communities or their service providers. Hence there is an increasing move towards adapting these 
standards to more specific services such as Grids and federated infrastructures. THE EGI is working with 
the FedSM21 project to achieve this.  

Within the EGI organisational structure, described in section 4, there is a need for three OLAs, which 
describe how the various IT groups work together to meet service level requirements:  

 The EGI.eu OLA defining the provision of global services and responsibilities 
 The Resource Infrastructure Provider OLA with EGI.eu global services 
 The Resource Centre OLA with the Resource Infrastructure Provider 

In the following sections we summarise the main components  

EGI.EU Operational Level Agreement v0.1622  

The EGI has been working some time on agreements between the central EGI.eu organisation and 
Resource Infrastructure Providers on the services to be provided and service levels and targets needed 
to ensure an available and reliable grid infrastructure.  

The Agreement defines Availability (the fraction of time that a service is UP) and Capability (the set of 
activities which may be further classified as functional (user focused e.g. user management, 
authentication, authorisation and job submission), operational (infrastructure such as messaging, 
accounting and monitoring) and security. Reliability is defined as the ratio time that the service was 
actually UP divided by the amount of time that it was meant to be up. Unscheduled down time is caused 
by incidents which are caused by Problems. Response times to incidents are a key component of the 

                                                             
21 FedSM: Federated Storage Management, http://www.fedsm.eu/ 
22

 https://documents.egi.eu/document/1093 
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service targets. The services build on a Unified Middleware Distribution compliant with interfaces within 
a roadmap.  

The agreement identifies the responsibilities of the Chief Operations Officer who coordinates the 
operation of the infrastructure and enforces the OLA. EGI.eu Global Services provides services to 
Resource Infrastructure Providers. Operations Centres offer services on behalf of the Resource 
infrastructure Providers delivered by local Resource Centres run by Operations Managers. The OLA is 
signed by the EGI.eu and the Resource infrastructure Provider (the legal organisation responsible for 
providing infrastructure).  

The service levels and targets are summarised in the table below where the support hours are typically 
eight hours a day (9-17 CEST) Monday to Friday excluding public holidays at the same time in all 
countries of the Operating Centres.  

Clearly the duration of the agreement has to be specified. New Research Providers need to successfully 
complete an Operations Creation procedure meeting one of the conditions:  

 Associated/ Participant in the EGI Foundation.  
 Collaborates with EGI.eu through the Resource Infrastructure Provider Memorandum of 

Understanding.  

The Resource Provider has the right to terminate the Agreement at any time through a decommissioning 
procedure or change the provider into a test-site. 

The EGI.eu OLA specifies responsibilities of the central Infrastructure. Availability and Reliability reports 
are generated monthly and made public. The quality of support services is reported and reviewed 
monthly. Should the service targets not be met for two months then a plan for service improvement 
must be submitted within one month and monitored.  

Table 3: EGI Operational Level Agreement Central Service Targets 

Type of 
service 

Service Service Target 

Consulting 
and Support 

1st - basic support on standard 
products and standard workarounds 
2nd - resolve configurations 
troubleshoot, compatibility testing 
3rd - patches agreed with Technology 
Providers 

Top priority: immediate within support hours 
Very urgent: within 8 support hours 
Urgent: within 16 support hours 
Less Urgent: within 40 support hours 

Grid Oversight 1 hour response time within the support hours 

Central EGI helpdesk Availability/Reliability: 99%/99% 

Software Repository of validated software Availability/Reliability:  
Repository frontend: 90% / 99%  
Repository backend: 90% / 99% 

Operations 
Tools and 
Services 

Service Availability Monitoring (SAM) 
central service 

Availability/Reliability: 95%/99% 

Operational Tools and Meta-service 
Monitoring (Ops-Monitor) 

Availability/Reliability: 99%/99% 

Operations Portal Availability/Reliability: 99%/99% 

Accounting Portal and database Availability/Reliability:  
Repository: 99%/99% 
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Accounting Portal: 99%/99% 

GOCDB Availability/Reliability: 99%/99% 

Security monitoring tools Availability/Reliability: 99%/99% 

Grid Services for Resource Centre 
certification 

Availability/Reliability: 99%/99% 

Grid Services 

Virtual Organisation Management Availability/Reliability: 99%/99% 

Workload Management Availability/Reliability: 99%/99% 

Information Discovery Availability/Reliability: 99%/99%  

 

Resource Infrastructure Providers Operational Level Agreement23 

As one would expect much of this document reflects the definitions within the EGI OLA with the 
additional specification of a certified Resource Centre PR09 and a ROD Performance Index which is a 
sum of the number of instances of expired tickets in the operations dashboard, measured daily and the 
number of instances of alarms older than 72 hours in the operations dashboard, ,measured daily.  

Table 4: EGI Operational Level Agreement Resource Infrastructure Provider Service Targets 

Type of 
service 

Service Service Level and Target 

Deployment 
M=Mandatory 
O=Optional 
L=Local 
C=Central 

Tracking 

Grid Services 

RC Grid Services Overall 
Availability/Reliability: 
70%/75% 

M, L Monthly 

Information Discovery 
System 

Number of instances: one 
Availability/Reliability: 
99%/99% 

M, L Monthly 

Support 

First and second-level 
support 

Maximum incident/ 
problem record 
acknowledgement time: 4 
hours 

M, L Yearly 

Oversight Maximum ROD 
Performance Index: 
10 

M, L Monthly 

Human 

Infrastructure 
Management 

Maximum incident/problem 
record acknowledgement 
time: 4 hours  

M, L NA 

Service Level 
Management 

100% of the certified 
Resource Centres endorse 
the RC OLA 

M, L NA 

 

Resource Centre – Operational Level Agreement 

                                                             

23 https://documents.egi.eu/document/463 
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This is an Agreement between the Resource Centre and its Resource Infrastructure Provider. 

In addition to the normal range of definitions, a Certified Resource Centre is defined as a Resource 
Centre that conforms to the Registration and Certification procedure and defines a Capability as the 
ability to carry out a functional activity for users, an operational activity for the Infrastructure or a 
security activity. Functional capabilities include user management, authentication and authorisation and 
job submission. Non-functional capabilities include messaging, accounting and monitoring.  

The Agreement covers:  

 The parties, duration - for as long as the Resource Centre is in production. 
 Responsibilities of the Resource Centre to maintain accurate records of the services they 

provide, adhere to security policies and procedures, adhere to operations procedures, avoid 
creating IPR, adhere to service level targets, run compliant software, respond to GGUS/ tickets., 
provide contact points for security, operational and administrative emergencies. 

 Provision of sufficient compute and storage resources and network connectivity to support 
proper operations. 

 Description of Services Covered – specified in the GOCDB, monitored by SAM and usage 
accounted centrally, publish information in functional capabilities into the site Information 
Discovery System and provide a functional capability (file transfer, storage management, data 
access, metadata catalogue, compute, additional Information discovery capability). The services 
must support service and security monitoring, and support external testing and trouble shooting 
and a user-group. 

 The Resource Centre must be available at least 70% with a reliability of 75% with an intended 
availability of 24/7.  

 Support to resolve incidents and problems in collaboration as part of the EGI helpdesk – 
providing at least one system administrator during operating hours and responding to tickets 
within 8 hours of it being assigned and resolved within 5 days.  

 Monthly reporting of availability and reliability. 
 Suspension of services possible if the Resource Centre violates the minimum required 

availability for three consecutive months. 

Service Level Agreements with Technology Providers 

The EGI has established SLAs with three Technology provider communities:  

 SAGA – a group of developers and end-users which provides a high-level interface to the most 
commonly used distributed computing functionality: http://saga-project.github.io/  

 IGE – the Initiative for Globus in Europe which is providing European researchers with the tools 
to share computing power, databases, instruments, and other on-line tools.: http://www.ige-
project.eu/. 

 EMI – the European Middleware Initiative – a software platform for high performance 
distributed computing covering the provisioning of Software Development and Support services: 
http://www.eu-emi.eu/ . 

 

These SLAs defines the services that various projects will commit to deliver to EGI.eu as the consumer of 
the service. The first two of these agreements are quite similar and appear to have been driven by the 
requirements of the EGI. The agreements: SAGA24 and IGE25 cover:  

                                                             
24

 http://go.egi.eu/449  
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 Timing – open ended subject to reviews or fixed period. 
 Reviews – at least once per year, minute changes.  
 Scope of the Agreement in terms of management representatives and deputy, software 

component delivery (component roadmap and release plan) release delivery and format, 
quality assurance (acceptance criteria, test plans, issue management, infrastructure and 
resolution), vulnerability resolution, service requests. 

 Performance management (covering number of open releases, vulnerabilities, fixes and the 
like delivered within various time-scales). 

 Problem Management and remedy (provisions within the Agreement, escalation). 
 EGI duties (communicate requirements, publish host environment, acceptance criteria, 

feedback issues, assist in triaging, access to knowledge, contacts). 
 Termination – fixed date or agreed at review, phase out use of software. Premature 

termination if provider persistent failure against performance metrics or fails to contribute to 
EGI.  

The third of the agreements with the EMI: http:/go.egi.eu/461 appears to have been driven by the EMI 
and covers the term, termination and amendments, review dates and management representatives and 
the Service Agreement covering:  

 Service scope (software releases, requirements analysis, testing reports and web-based 
support). 

 Customer responsibilities (staff trained n EMI software, designated contacts, network access, 
systems information, backup and roll-back procedures, upgrade to recommended 
configurations, on-site access). 

 Service provider responsibilities (technical experts and updated products, lifecycle support, 
fixes and exclusions e.g. misuse, altered by customer). 

 Service Assumptions describing mechanisms for accessing web, email and telephone support 
and how incidents are prioritised and escalated. 

 Limitation of liability.Service Management including availability (web, email, telephone and on-
site support) and response time to service requests of different priority levels, Security and 
Confidentiality – of all non-public information and Force Majeure, Assignment of Agreement, 
definition of the whole Agreement are also discussed.  

Service Level Agreement with a VOM 

The EGI Project has developed a SLA to define service levels between a Resource Infrastructure Provider 
and a Virtual Organisation – a user community in a particular scientific area. Just to recall the Resource 
Infrastructure Provider is the legal organisation responsible for its respective Research Infrastructure. It 
provides, manages and operates either directly or indirectly all the operational services required to an 
agreed level of quality as required by the Resource Centres and the user community. It is responsible for 
integrating these operational services to enable uniform access. Resource Centres are typically National 
Grid Initiatives or European Intergovernmental Research Institutes. The Resource Centres work with 
Operations Centres to offer services on behalf of the Resource Infrastructure Provider.  

The SLA defines the services that must be delivered by the Resource Provider Infrastructure through its 
Operation or Resource Centres – typically 24 hours/ 7 days week.  

Infrastructure: 
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 including the Operations dash board, Helpdesk, Resource provisioning via the Operations centre 
with minimum availability of 75% and 75% respectively 

 Service Availability Monitoring – constitutes a test submission engine, visualisation tool of test 
results and availability/ reliability metrics with minimum availability of 95% and 98% 
respectively. 

Technical Services with minimum availability of 75% and 75% respectively: 

 Information Discovery needed for service discovery required by SAM. 
 Job Scheduling Service – selecting most appropriate resource, transfer of input and output files, 

management of execution failures. 
 File transfer Management – schedule wide area data transfers, prioritise, monitor and restart as 

required.  
 Attribute authority management – resources made available to a controlled collaboration of 

users in the Virtual Organisations – manager specified. 
 Credential Management – obtain, delegate and renew authentication credentials by a client 

using a remote service  
 Central File Catalogue – maps logical file name to physical system.  

Support Services 

 First and second level support covering operational incidents reported by users and Resource 
Centres to Operations centre. The Resource Infrastructure Provider supports in problem 
resolution escalating to higher level teams as required. Includes network and security support. 
Four hours response time during regular operating hours.  

 Grid Oversight: the Resource Infrastructure Provider checks the status of the Resource Centres 
and monitors Virtual Organisation specific alarms – Regional Operator on Duty team.  

 High Priority Tickets – raised by Virtual Organisations maximum response time one hour. Human 
Services: the Resource Infrastructure Provider should coordinate the registration of new 
Resource Centres supporting the Virtual Organisation, or decommission – maximum response 
time 4 hours.  

The document also identifies the responsibilities of the Resource Infrastructure Provider to provide all 
operational services, the core middleware services and to adhere to policies agreed with the Virtual 
Organisation. 

Resource centres need to adhere to the policies agreed between the Resource Infrastructure Provider 
and the Virtual Organisation. 

The Virtual Organisation is responsible for endorsing the specific policies and to retrieve data in due 
time. The Virtual Organisation has to respond to support requests in 8 hours and broadcast VO 
configuration changes. 
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ANNEX B. PRACE SERVICE LEVEL AND USER AGREEMENTS  

The PRACE First Implementation Project – Deliverable 2.2.3 put considerable thought into the 
development of a generic Service Level Agreement suggesting the main topics that should be covered26. 
Drawing on the best practice and given its organisational structure, the PRACE project concluded that it 
needed to develop:  

 a PRACE Service Catalogue using the IT service management approaches, standards and best 
practices, for instance ITIL (as discussed in Section 2 and Annex A) ; 

 an Operational Level Agreement (OLA) covering the provision of resource infrastructure from 
Hosting Members (or individual computer centres) that contribute resources to PRACE AISBL – 
called a Contributors Agreement. This OLA should be common to all computer centres and cover 
the services defined in the PRACE Service Catalogue.  

 a Service Level between each Hosting Member (or individual computer centres) and Users. This 
agreement should describe the standard average level of service the users may expect from the 
computer centres as well as the duties and responsibilities of the users for using the resources 
supported by an acceptable user policy.  

The main factors influencing the agreement(s) between PRACE AISBL and the Hosting Members are the 
organisational model and the service catalogue. The SLA between the computer centres providing 
computer resources to PRACE AISBL and the users of the computer resources needs to cover issues as 
Intellectual Property Rights (IPR), conditions of service provision, access security, rights and duties of 
users, and acknowledgment of the resources awarded by PRACE AISBL. The Hosting Members 
Agreement depends critically on the legal structure of PRACE as it moves potentially from a cycle 
contribution to a funding contribution model. Drafting of the Contributors Agreement proved to be very 
complex because of the multinational character of the computer centres, their operational and legal 
frameworks.  

Clearly the Service Catalogue, User Agreement SLA and Centre OLAs are more or less independent of the 
PRACE AISBL organisational structure as they define common services, performance metrics and 
responsibilities and duties. 

PRACE Service Catalogue 

An important aspect of the PRACE Service Catalogue is the classification of services. They have defined 
three service classes: Core services, Additional services and Optional services in terms of their 
availability and level of support: 

 Core services: robust, reliable and persistent technologies that must be implemented and 
accessible at all PRACE Tier ‐ 0/1 sites, or provided centrally, supported normal working hours. 

 Additional services: Robust, reliable and persistent technologies that must be implemented and 
accessible at all PRACE Tier‐0/1 sites where possible, supported normal working hours. 

 Optional services: Implemented optionally by PRACE Tie ‐0/1 sites. Availability and long ‐ term 
support are not guaranteed by PRACE. Sites provide support on a case-by-case basis.  

Every PRACE service is described according to this classification. It should be noted that the classes 
define the availability of the services at the hosting sites and are not related to service levels. The 
definition of the services in the PRACE Service Catalogue is achieved through six criteria: 
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 Description: A brief summary of the service, indicating its value and a general overview of its 
implementation. 

 Class: Services are arranged according to their expected availability and support across PRACE 
hosting partners. This classification is composed of three levels that indicate how essential a service 
is for the PRACE RI: Core, Additional, and Optional. 

 Provider: The person(s), group(s), site(s), or team(s) involved in and responsible for the correct 
implementation and operation of the services.  

 Reference: Documents and agreements that contain more specific details and information 
concerning the service provision.  

 Category: Services are grouped into seven different categories, according to their specific domain: 
Compute, User, Data, Generic, AAA, Network, and Monitoring. 

 Service: Concrete services and/or software products that have been chosen to implement the 
service. For each service/product it’s Service Class (core, additional, optional) is indicated for Tier‐0, 
Tier‐1 and/or PRACE AISBL or a single partner.  

The PRACE Service Catalogue is regularly updated to capture the actual status of all of the services and is 
maintained as a living document, where all changes in services and their provision are indicated. The 
status of the services can change when new services are deployed, when levels of services are changed, 
when new service providers (i.e. new hosting partners) are integrated or when new software products 
are released. It is intended that the catalogue will at all times reflect the current situation of the PRACE 
services, so that it can be used as the main reference document for service provision within PRACE.  

The main items in the PRACE Services Catalogue include:  

PRACE uniform access to HPC: Allows a user to execute code, monitor and retrieve the results.  
PRACE internal interactive command‐line access to HPC: Allows an employee of a PRACE partner to 
connect remotely to a Tier ‐0/1 system and execute command‐line instructions.  
PRACE external (user) interactive command‐line access to HPC: Allows a user to connect remotely to a 
Tier‐0/1 system and execute command‐line instructions.  
Project submission: Centralised point for submitting projects for Peer Review. Access to Tier ‐ 1 sites is 
through a DECI database for project registration.  
Data transfer, storage and sharing: Each PRACE User is provided a “home” directory and access to a 
project space shared with his User Group, at each of the assigned Tier ‐ 0/1 sites.  
HPC Training: Provides training sessions and workshops for topics and technologies in high‐performance 
computing, as well as online and offline education material. 
Documentation and Knowledge Base: User documentation in the form of an online knowledge base, 
including manuals and other information and tools that are indispensable for the users.  
Data Visualisation: Converts data into images as a tool to help users with analysis. 
Authentication: Confirm the identity of a user and bind that user to a global PRACE RI.  
Authorisation: Specifies access rights for each user account created based on the content of the specific 
User Agreement and the Security Policy. Ensures compliance and manages change. 
Accounting: Keeps track of resource usage linked to an account for analysis by users and management. 
Guarantees that users are not exceeding their limits, specified in their User Agreement.  
Information Management: Provides a common PRACE collaborative environment for sharing relevant 
information between PRACE sites (BSCW, wiki, subversion, ...).  
Network Management: Establishes and maintains network connections between PRACE nodes (Tier ‐ 0 
and Tier ‐ 1 systems).  
Monitoring: Periodically presents and analyses up-to-date data such as system uptime/downtime and 
usage levels, network connections, software and service availability. 
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Reporting: Periodic reports of system from the Tier ‐ 0/1 hosting partner to the PRACE AISBL.  
Software Management and Common Production Environment: Provides software, tools, libraries, 
compilers, and uniform mechanisms for software and environment configuration for users. 
First Level User Support: User access to a centrally managed Helpdesk.  
Advanced User Support: Description: Applications porting, performance tuning, pre‐post processing, 
data access. Deals with issues that are escalated from First Level User Support.  

Operational Level Agreement with the Hosting Members (or Individual Computer Centres) 

Currently Hosting Members (or individual Computer Centres) provide compute cycles for allocation to 
researchers/ users by PRACE AISBL as in-kind contribution. Resources within PRACE are distributed 
geographically and have different architectures and performance characteristics such as number and 
types of cores, memory per core, bandwidth, I/O, etc which means that users can seek allocations on 
the resource best suited to their application – optimising their use of resources. Having a common 
Service l Level Agreement (also called a Contributors Agreement) is good for the users in terms of ease 
of moving between resources and encouraging best-practice. With new resource providers wishing to 
join the project and existing providers regularly upgrading systems it is helpful to have an agreed 
common Operational Level Agreement rather than having to re-invent the wheel every time. 

As PRACE AISBL is a dynamic infrastructure, i.e. computer systems will be upgraded during their lifetime, 
new computer systems may join the PRACE AISBL RI, new software developments and new libraries will 
be integrated in new or existing computer systems, it is advisable that the level of specification of the 
SLAs would not be very high and SLA rules should be flexible to avoid constant updates and changes.  

Contributors Agreement 

PRACE has developed an Agreement between Hosting Contributor’s and PRACE AISBL.  

The contract defines: 

 The term of the agreement. 
 What type of technical resources are being contributed and what First Level Support. The 

conditions of delivery of the computing service cover availability, usage and restrictions. The 
User Agreement between Centre including an Acceptable User Policy.  

 Terms of the Contribution and reporting.  
 IPR ownership, operating software licenses (provided by the users), user IPR remains with the 

user, summary of results.  
 Disclosure of identified confidential information retained by disclosing party and only divulged 

with written consent.  
 Data protected according to EU and national laws and regulations with PRACE acting as the 

Controller for all personal data processed by the Contributor with the User acting as Controller 
for any information processed by the Contributor.  

 Termination due to Force Majeure in particular natural disasters, Conflict Resolution, Notices, 
Relationship of the parties, Variation, Severability (legal validity of Agreement) and Governing 
Law (Belgian). 

Service Level Agreements with the Users 

PRACE AISBL is in charge of managing the distribution of the resources contributed by the Hosting 
Members to users from academia and research. This includes the opening of calls for the various types 
of projects and evaluation of the proposals according to the peer review process specifically developed 
for PRACE.  
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At present the eligibility conditions for applying to PRACE AISBL resources are as follows: “Proposals 
from academia are eligible, as long as the project leader is a senior researcher employed in a research 
organisation homed in a European Union country or a PRACE Association member country. The 
employment contract of the project leader with the research organisation must be valid to at least 3 
months after the end of the allocation period. Industry will be eligible for access through collaborations 
with academia, i.e. industry must have the role of collaborators in academic projects.” A similar 
approach is taken to non-Europe based researchers.  

As one of the main goals of PRACE AISBL is to promote competitiveness and socio-economic 
development in Europe, access to industry will be part of this goal. This access may take two forms: 

 Full open access to industrial users without any charge for pre-commercial research that is to be 
made available to all other researchers. 

 Industrial access on a paid per use basis for commercial purposes. This model can still be 
considered somehow a variant of open access in that all industries have the same opportunity to 
access the PRACE AISBL resources without any specific preference been given to any particular 
type of industry. 

At present there are number of types of access to its resources which operate over different timescales 
and have a range of different review mechanisms:  

 preparatory access (limited allocation to demonstrate or develop minimum scalability); 
 project access directed to proposals which pass technical and scientific evaluations, allocated 

time for a year; and, 
 programme access supports applications to a number of large blocks of computing resources for 

grand challenge projects proposed by self-managing teams. Subject to enhanced peer-review. 

The allocation time should be at least 2 years subject to periodic reviews. . There would be the 

possibility for these proposals to be subject to a mid-term review.  

The applicants of successful proposals, i.e. proposals that are deemed to have excellent scientific quality 
and have proved to be technically suitable to the computer systems made available through PRACE 
AISBL, will need to sign an agreement regulating their rights and duties incurring from usage of the 
computer resources. This User Agreement needs to include a part common to all computer centres and 
approved by PRACE AISBL based on the user agreements of the Hosting Members and covering a set of 
basic points, e.g. IPR, duties and rights of users, and a part specific to each computer centre that needs 
to include any restrictions imposed by vendors or any other type of restrictions resulting from national 
decisions. This specific part will be of the responsibility of each computer centre that contributes 
resources to PRACE AISBL. The duties of the users of PRACE AISBL resources need to be described and 
defined in the Acceptable Use Policy (AUP) according to the policy applicable at the computer centres. 

 User – Service Level Agreement 

The User Agreement between the Hosting Members and Users sets out the terms on which a PRACE 
User Group will be allocated Resources and conditions of usage. It starts with a preamble summarising 
the main characteristics of PRACE AISBL, that the Principal Investigator will use all reasonable 
endeavours to ensure that his User Group will comply with their obligations in the User Agreement and 
Acceptable Use Policy set out in a separate document.  

The Agreement should include the following items:  

 Conditions of Delivery of the Resources: PRACE allocates the Resources to the Principal 
Investigator for use by the PRACE User Group (to be identified) during the Period of Availability. 
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Report on scientific results, service feedback, a popular summary of the results for publication 
on the PRACE and the Contributor website.  

 Intellectual Property Rights IPR ownership, operating software licenses (provided by the users), 
user IPR remains with the user, summary of results. Acknowledgement of use of PRACE 
Resources in publications,  

 Disclosure of identified confidential information retained by disclosing party and only divulged 
with written consent.  

 Data protected according to EU and national laws and regulations with the Principal Investigator 
PRACE acting as the Controller for all personal data processed by the Users.  

 Termination due to Force Majeure in particular natural disasters(possible allocation of 
replacement resources),  

 Dispute Resolution and Governing Law – with regards to the User Agreement (Belgian Law).  
 Technical description of resources, period of availability and PRACE User Groups.  
 Acceptable User Policy: peaceful purposes, personal data processing as part of the Peer Review 

process, contact information and changes, use for purpose for which resources allocated, non-
transferrable, Wassenar restriction, respect for IPR, copyright, licenses, respect confidentiality, 
pro-rata usage over time, Centre protects data, encryption for transfer of sensitive/ confidential 
information, no liability on availability of service or damages, user will exercise all reasonable 
care.  

 Unacceptable Use: activities illegal under local, national or international law, attempting to 
breach security or administrative controls, breach of copyright, activities which cause material 
or moral damage to the Contributor or PRACE, loss of operational efficiency, loss or corruption 
of systems, interference with other users, compromise privacy.  

 Security: access credentials to be supplied by Contributor and protected by the user, take all 
reasonable steps to protect security of systems that access resources, not use applications that 
may harm system, comply with special software conditions, report unauthorised use or 
suspected security breaches, move data away after project. PRACE and the Contributor will 
endeavour to protect the confidentiality of information stored on the systems.  

The PRACE User is liable for damages resulting from breaches of the User Agreement and PRACE or the 
Contributor may withdraw access rights to the Tier-0 System and/or initiate disciplinary proceedings 
and/or legal proceedings against the PRACE User. 

The PRACE Operation Level Agreement  

The PRACE AISBL proposed common service levels of services offered by the computing Centres of the 
Hosting Members.  

For the purposes of this Annex, all capitalised terms shall have the meanings given to them in Clause 1 
(Definitions and Interpretations) of the Contributors Agreement and the following additional terms shall 
have the following meanings: 

Contributor Personnel means all employees of the Contributor or personnel working on behalf of the 
Contributor; 

PRACE Personnel means all employees who are directly employed by PRACE; 

Incident means an event that causes a Problem. 

Problem means any error or fault on the Contributor’s infrastructure which effects the PRACE User’s 
access to or use of the Tier-0 Resources; 
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Support Hours means the normal working hours according to the usual working arrangements of the 
Tier-0 site of the Contributor 

1. Availability and Allocation of the Tier-0 Resources – 24x7 excluding scheduled down-time, user 
account, exchange access credentials, allocation to be used pro-rata, codes ready to use system.  

2. Helpdesk/First Level Support – the Contributor shall provide a helpdesk or contribute to the common 
helpdesk to provide First Level Support which meansa) acting as the first point of contact for support 
for the PRACE Users and regular follow-up; (b) providing web-based information on usage; frequently 
asked questions and the technical responses to previously asked support queries; (c) information and 
support to the PRACE Users on the access arrangements to the Tier-0 resources, including support on 
password allocation and re-sets; (d) providing advice and assistance to the PRACE Users on the use of 
the Tier-0 Resources; and (e) providing initial aspects of Problem diagnosis and Problem fixes to the 
PRACE Users. (Problems which cannot be fixed at First Level Support will be appropriately escaladed to 
higher level of support. 

2.3 The First Level Support helpdesk shall be available to the PRACE Users during Support Hours 
throughout each PRACE User’s usage of the Tier-0 Resources. The Contributor shall ensure that the First 
Level Support helpdesk is provided by appropriately skilled and experienced Contributor Personnel who 
will use English as the working language. 

2.4 The Contributor shall ensure that the First Level Support helpdesk may be contacted by the PRACE 
Users.  

2.5 The Contributor shall ensure that all calls to the First Level Support helpdesk are answered promptly 
and that all emails are promptly acknowledged. 

2.6 All PRACE User queries must, wherever possible, be addressed within two support days. 

2.7 Once the query is resolved, the PRACE User will be asked to provide a feedback on the resolution 
process. In case of the non resolution of any query within two support days the PRACE End User will be 
informed in due time. 

3. Higher Level Support 

3.1 As additional in-kind contribution, the Contributor (along with the other Members of PRACE AISBL) 
shall be entitled at its discretion to make contributions to Higher Level Support for the Tier-0 System. 

3.2 Higher Level Support means: (a) Support for application porting; (b) Tuning of applications to exploit 
the Tier-0 Resources; (c) Support for data access; (d) Support for pre and post-processing, data 
management; and (e) Support on algorithms, libraries and recommendations of appropriate software 
packages. 

3.3 Contributions to Higher Level Support will not be included in the valuation of the Contributor’s in 
kind Contribution which is described in the Annex III of the Agreement for the Initial Period but will be 
separately valued as an in-kind Contribution to PRACE. 

4. Downtime 

4.1 In accordance with Clause 3.2 of the Contributors Agreement, any unscheduled or unexpected 
downtime experienced by the complete Tier-0 System during any period that the Tier-0 Resources are 
allocated to PRACE in excess of six (6) hours during each PRACE user’s usage of the Tier-0 Resources 
must be reported by the Contributor to the PRACE Users as soon as reasonably practicable. 
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4.2 Scheduled downtime, such as regular maintenance and system upgrade must be reported by the 
Contributor to the PRACE Users well in advance before the downtime is due to commence, with an 
estimated timeframe for the downtime. The notice must contain the following information with respect 
to the downtime:(a) the date and time on which the downtime commenced or is due to commence; (b) 
purpose and reasons for the downtime; and (c) an estimate of the duration of the downtime. 

4.3 The PRACE End Users shall be informed about the downtime after the recovery of the system. 

5. Data 

5.1 The Contributor must use all reasonable endeavours to protect the security and privacy of any 
PRACE User data which is stored, processed or transmitted on the Tier-0 System. 

5.2 Once the allocation of the PRACE User has come to an end, the Contributor must allow the PRACE 
User access to its data on the Tier-0 System for thirty (30) days. After the thirty (30) day period, the 
Contributor will save the PRACE User’s data and will hold them for a period of one (1) year up to a 
reasonable size. After this period the Contributor may erase the data without prior notice. 

6. Reporting 

6.1 The Contributor shall, as a minimum, report to PRACE at quarterly intervals on: (a) number of 
problems; and (b) accumulated downtime. 

6.2 Quality of Service:  

(a) The Contributor must, as a minimum, keep a record of: number of Problems reported and scheduled 
or planned downtime experienced; any incidents or changes to the Tier-0 System such as power failures, 
security incidents and network performance; and (iii) any other impact on normal operations of the Tier-
0 Resources. 

(b) Where possible, the real time utilisation of the Tier-0 Resources should be made available to the 
PRACE User on-line. 

(c) PRACE will conduct a PRACE User satisfaction survey every year, covering a number of aspects such 
as hardware, software, application performance, support services, resource allocation and overall 
satisfaction. 

6.4 System Usage: The Contributor shall, as a minimum, keep a record of: (i) total usage relative to total 
available capacity (CPU hours); (ii) total usage relative to allocation per project; and (iii) distribution per 
job size and job duration. 
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ANNEX C. THE DATA SEAL OF APPROVAL 

The Data Seal of Approval proposes guidelines for the application and verification of quality aspects with 
regard to creation, storage and (re-)use of digital research data in the social sciences and humanities. 
These guidelines serve as a basis for granting a ‘Data Seal of Approval’ by the Data Seal of Approval 
Board. Since its establishment in 2005, DANS – the Data Archiving and Networked Services has been 
providing storage of and continuous access to research data in the social sciences and humanities. It 
developed the DSA which in 2009 was handed over to an international Board. 

The quality guidelines should be of interest to researchers and institutions that create digital research 
files, to organisations that archive research files, and to users of research data. The objectives of the 
Data Seal of Approval are to safeguard data, to ensure high quality and to guide reliable management of 
research data for the future without requiring the implementation of new standards, regulations or high 
costs. The Seal of Approval gives  

 Researchers the assurance that their research results will be stored in a reliable manner and can 
be reused  

 Provides research sponsors with the guarantee that research results will remain available for 
reuse Enables researchers, in a reliable manner, to assess the repository where research data 
are held.  

 Allows data repositories to archive and distribute research data efficiently  

The criteria for assigning the Data Seal of Approval to data repositories can be seen as a minimum set 
distilled from national and international guidelines. Fundamental to the guidelines are five criteria, that 
together determine whether or not the digital research data may be qualified as sustainably archived. 

 The research data can be found on the Internet.  
 The research data are accessible, while taking into account relevant legislation with regard to 

personal information and intellectual property of the data.  
 The research data are available in a usable format.  
 The research data are reliable.  
 The research data can be referred to.  

The associated guidelines relate to the implementation of these criteria and focus on three 
stakeholders: the data producer, the data repository and the data consumer. 

 The data producer is responsible for the quality of the digital research data.  
 The data repository is responsible for the quality of storage and availability of the data - data 

management.  
 The data consumer is responsible for the quality of use of the digital research data.  

The starting point for assigning the Seal of Approval to data is the deposit of research data into a data 
repository qualified to this end. 

Guidelines relating to the quality of digital research data  

1. The data producer deposits the research data in a data repository with sufficient information for 
others to assess the scientific and scholarly quality of the research data and compliance with 
disciplinary and ethical norms.  

2.  The data producer provides the research data in formats recommended by the data repository.  
3. The data producer provides the research data together with the metadata requested by the data 

repository.  
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Guidelines relating to the quality of the data repository 

4. The data repository has an explicit mission in the area of digital archiving and promulgates it. 
5. The data repository uses due diligence to ensure compliance with legal regulations and contracts.  
6. The data repository applies documented processes and procedures for managing data storage.  
7. The data repository has a plan for long-term preservation of its digital assets.  
8. Archiving takes place according to explicit workflows across the data life cycle.  
9. The data repository assumes responsibility from the data producers for access to and availability of 

the digital objects. 
10. The data repository enables the users to utilise the research data and refer to them. 
11. The data repository ensures the integrity of the digital objects and the metadata. 
12. The data repository ensures the authenticity of the digital objects and the metadata  
13. The technical infrastructure explicitly supports the tasks and functions described in internationally 

accepted archival standards like OAIS.  

Guidelines relating to the quality of the use of digital research data 

14. The data consumer must comply with access regulations set by the data repository. 
15. The data consumer conforms to and agrees with any codes of conduct that are generally accepted in 

higher education and research for the exchange and proper use of knowledge and information.  
16. The data consumer respects the applicable licenses of the data repository regarding the use of the 

research data. 
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ANNEX D. SCI: SECURITY COLLABORATION AMONG INFRASTRUCTURES 

http://www.eugridpma.org/sci/ 

Security in a distributed collaborative environment is governed by the same principles that apply to a 
local centrally managed system, but complicated by the diversity of sites (both in terms of hardware and 
software systems and in terms of local policies and practices that apply), and by the lack of a centralised 
management hierarchy that can “order” certain operations to be performed in specific ways. 

Governing principles include: 

 The management of risk; both to mitigate the most likely occurring and dangerous risks, and to 
take counter measures that are commensurate with the scale of the involved risks. 

 Containing the impact of a security incident while keeping services operational, but in certain 
cases this may require identifying and fixing a security vulnerability before re-enabling user 
access. 

 Identifying the cause of incidents and understanding what measures must be taken to prevent 
them from re-occurring. 

 Identifying users, hosts and services, and controlling their access to resources, all of which must 
be sufficiently robust and commensurate to the value of the resources and the level of risk and 
must comply with the regulatory environment. 

In this document we lay out a series of numbered requirements in six areas (operational security, 
incident response, traceability, participant responsibilities, legalities, and data protection) that each 
infrastructure should address as part of promoting trust between infrastructures.  

To evaluate the extent to which the requirements described in this document are met, we recommend 
that each infrastructure assess the maturity of its implementation according to the following levels: 

 Level 0: Function or feature not implemented. 
 Level 1: Function or feature exists, is operationally implemented but not documented. 
 Level 2: Function or feature is comprehensively documented and operationally implemented. 
 Level 3: Function or feature implemented, documented, and reviewed by an independent 

external body. 

We encourage openness and transparency in the documentation and for Levels 2 and 3 we recommend 
that wherever possible such documents should be made available to collaborating infrastructures as a 
way of promoting trust. 

Operational Security [OS] 

Retaining operational availability and integrity is the most urgent and visible aspect of security. Each of 
the collaborating infrastructures must therefore have the following: 

[OS1] A security model addressing issues such as authentication, authorisation, access control, 
confidentiality, integrity and availability, together with compliance mechanisms ensuring its 
implementation. 
[OS2] A process that ensures that security patches in operating system and application software are 
applied in a timely manner, and that patch application is recorded and communicated to the 
appropriate contacts. 
[OS3] A process to manage vulnerabilities (including reporting and disclosure) in any software 
distributed within the infrastructure. This process must be sufficiently dynamic to respond to changing 
threat environments. 

http://www.eugridpma.org/sci/
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[OS4] The capability to detect possible intrusions and protect the infrastructure against significant and 
immediate threats on the infrastructure. 
[OS5] The capability to regulate the access of authenticated users. 
[OS6] The capability to identify and contact authenticated users, service providers and resource 
providers. 
[OS7] The capability to enforce the implementation of the security policies, including an escalation 
procedure, and the powers to require actions as deemed necessary to protect resources from or contain 
the spread of an incident. 
 
Incident Response [IR] 

The management of risk is fundamental to the operation of any Infrastructure. Identifying the cause of 
incidents is essential to prevent them from re-occurring. In addition, it is a goal to contain the impact of 
an incident while keeping services operational. For response to incidents to be acceptable this needs to 
be commensurate with the scale of the problem. 

It is imperative that every infrastructure has an organised approach to addressing and managing events 
that threaten the security of resources, data and overall project integrity.  

Each infrastructure must have the following: 

[IR1] Security contact information for all service providers, resource providers and communities 
together with expected response times for critical situations. 
[IR2] A formal Incident Response procedure. This must address: roles and responsibilities, identification 
and assessment of an incident, minimising damage, response & recovery strategies, communication 
tools and procedures. 
[IR3] The capability to collaborate in the handling of a security incident with affected service and 
resource providers, communities, and infrastructures. 
[IR4] Assurance of compliance with information sharing restrictions on incident data obtained during 
collaborative investigations. If no information sharing guidelines are specified, incident data will only be 
shared with site-specific security teams on a need to know basis, and will not be redistributed further 
without prior approval. 
 
Traceability [TR] 

The minimum level of traceability for the Infrastructure is to be able to identify the source of all actions 
(executables, file transfer, etc.) together with the individual27 initiating the actions. In addition, 
sufficiently fine-grained controls, such as blocking the originating user, system or service and monitoring 
to detect abnormal behaviour, are necessary for keeping services operational. It is essential to be able to 
understand the cause and to fix any problems before re-enabling access for the user. 

The aim is to be able to answer the basic question "who, what, where, when and how" concerning any 
incident. This requires retaining all relevant information, including accurate timestamps and the digital 
identity of the initiator, sufficient to identify, for each service instance, and for every security event 
including at least the following: connect, authenticate, authorise (including identity changes) and 
disconnect. 

                                                             

27 For software agents initiating actions there must be a human individual responsible for all actions of 
the agent 
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Each infrastructure must provide the following: 

[TR1] Traceability of service usage, by the production and retention of appropriate logging data, to 
identify the source of all actions as defined above 
[TR2] A specification of the data retention period, consistent with local, national and international 
regulations and policies 
[TR3] A specification of the controls that the resource provider implements to achieve the goals of [TR1] 
 

Participant Responsibilities [PR] 

All participants in a group of collaborating infrastructures need to rely on appropriate behavior by 
various actors in both their own and other infrastructures. We separate these responsibilities into 
behavior expected of: 

 Individual users. 
 Collections of users. 
 Resource providers and service operators. 

Each infrastructure must ensure that the various participants are aware that they have these 
responsibilities. 

Individual Users 

Each infrastructure must provide: 

[PRU1] An Acceptable Use Policy (AUP). The AUP must at least address the following areas: defined 
acceptable use, non-acceptable use, user registration, protection and use of credentials, data protection 
and privacy, Intellectual Property Rights (IPR), disclaimers, liability and sanctions. 
[PRU2] A process to ensure that all users are aware of, and accept the requirement to abide by, the AUP. 
[PRU3] Communication to their users of any additional restrictions or requirements on acceptable use 
that arise out of new collaborative partnerships. 
 

Collections of Users 

A Collection of users is a group of individuals organised around a common purpose jointly granted 
access to the Infrastructure. It may serve as an entity which acts as the interface between the individual 
users and each Infrastructure. In general the members of the Collection will not need to separately 
negotiate with Resource Providers or Infrastructures. 

Examples of Collections of users include: User groups, Virtual Organisations, Research Communities, 
Virtual Research Communities, Projects, Science gateways, and geographically organised communities.  

Each infrastructure must have: 

[PRC1] A process to ensure that all Collections of users using their infrastructure are aware of, and 
accept the need to abide by, various policy requirements. 
[PRC2] Policies and procedures regulating the individual user registration and membership management 
(registration, renewal, suspensions, removal, and banning). At a minimum these must address the 
accuracy of contact information both for initial collection and periodic renewal. 
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Collections of users must: 

[PRC3] Be aware that they will be held responsible for actions by an individual member of the collection 
which in turn may reflect on the ability of other members to utilise the infrastructure. 
[PRC4] Ensure a way of identifying the individual user responsible for an action. 
[PRC5] Keep appropriate logs of membership management actions28 sufficient to participate in security 
incident response. 
[PRC6] Define their common aims and purposes and make this available to the Infrastructure and/or 
Resource Providers to allow them to make decisions on resource allocation. 
 

Resource Providers and Service Operators 

The Infrastructure must have policies and procedures in place to ensure that Resource Providers and 
Service Operators understand and agree to abide by expected standards of behaviour, including: 

[PRR1] vulnerability patching; 
[PRR2] incident reporting; 
[PRR3] physical and network security; 
[PRR4] confidentiality and integrity of data; and, 
[PRR5] retention of appropriate logs. 
 

Legal Issues and Management procedures [LI] 

Infrastructures, resource providers, service providers and collections of users must have policies and 
procedures, appropriately communicated to all participants, that address legal issues including but not 
limited to the following: 

[LI1] Intellectual Property Rights clarifying the rights and obligations of the participants. 
[LI2] Liability responsibilities and disclaimers to make the participants aware of their obligations. 
[LI3] Software licensing clarifying the rights and obligations of the participants. 
[LI4] Dispute handling and escalation procedures. 
[LI5] Data Protection responsibilities (also see the next section). 
[LI6] Any additional regulations such as export controls, ethical use, externally imposed data protection 
and/or access control requirements. 
 

Protection and processing of Personal Data/Personally Identifiable Information [DP] 

Infrastructures, resource providers, service providers and collections of users must have policies and 
procedures addressing the protection of individuals with regard to the processing of their personal data 
(PII) collected as a result of their participation in the infrastructure, including but not limited to:  

[DP1] Accounting Data. 
[DP2] User Registration Data. 
[DP3] Monitoring Data. 
[DP4] Logging Data. 
[DP5] Data owned by or produced by Users or Collections of Users. 

                                                             
28 Examples include but are not limited to: Registration or renewal in a membership system, dynamic authorisation such as 

acquisition of VOMS attributes, authentication to a Science Gateway or portal, job submission or file transfer initiated by the 
Collection on behalf of an individual user 
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ANNEX E. DRAFT SLA FOR SAFE REPLICATION 

Workpackage 6.1 has taken the lead in developing ‘Guidelines for the Integration of new Centres and 
Services and has pioneered the drafting of Service Level Agreements. The SLA presented below has been 
developed to bridge the needs of a resource provider and a user-community for a Safe Replication 
service.  

       
 

 

 

 

 

SLA – Convention governing a safe replication service for digital scientific data 

 

BETWEEN 

 

<Name of backend service provider> 

With headquarters located at <address> - <city> - <country> 

Represented by its director <Name> 

Hereafter identified as the backend service provider 

 

AND 

 

<Name of community> 

With headquarters located at <address> - <city> - <country> 

Represented by its director <Name> 

Hereafter identified as the submission service 

 

 

The submission service and the backend service provider are referred individually as PARTY and 

collectively as PARTIES. 

 

THE FOLLOWING HAS BEEN AGREED: 

 

DEFINITIONS 

Availability: the ability of a component or IT service (under combined aspects of its reliability, 

maintainability and security) to perform its required function at a stated instant or over a stated 

period of time [ITIL-V2] 

BACKEND SERVICE PROVIDER: the BACKEND SERVICE PROVIDER has the mission and responsibility 

to preserve and to enable the access and sharing of scientific data submitted on its platform by 

submission service(s). 

Bit stream preservation: This form of preservation is concerned with the maintenance of existing 

manifestations of a digital resource. Its function is to ensure the continuing integrity of, and 

controlled access to, the digital objects which are contained within the preservation storage 

http://www.knowledgetransfer.net/dictionary/ITIL/en/IT_Service.htm
http://www.knowledgetransfer.net/dictionary/ITIL/en/Reliability.htm
http://www.knowledgetransfer.net/dictionary/ITIL/en/Maintainability.htm
http://www.knowledgetransfer.net/dictionary/ITIL/en/Security.htm
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environment, including their associated metadata. It is sometimes referred to as passive 

preservation contrary to the “content preservation”. 

Confidentiality: Ensuring that information is accessible only to those authorised to have access 

and is protected throughout its lifecycle. 

Data: Information received, preserved and communicated by a BACKEND SERVICE PROVIDER. 

They can include data and metadata. 

Integrity: Quality of being complete and unaltered [ISO/DIS 13008 – ISO 15489-1:2001] 

Submission service: Organisation transferring a data to a BACKEND SERVICE PROVIDER 

Transfer: Transmission of a data or a set of data by a submission service to a BACKEND SERVICE 

PROVIDER 

2 – SLA PURPOSE 

This SLA purpose is to enable a sharing, broadcast and storage service for digital scientific data 

transferred by the submission service. To perform this mission, the BACKEND SERVICE PROVIDER 

commits to offer to the submission service a set of professional and efficient resources and 

methods ensuring, for the submission service benefit, the short term preservation of its data (bit 

stream preservation). 

3 – IMPLEMENTING RULES 

This convention is managed by a liaison committee, in charge of establishing and administering 

relationships between SUBMISSION SERVICE and BACKEND SERVICE PROVIDER, and in particular 

to deal with activity planning and tracking. 

 

4 – DATA PROPERTY 

Data preservation by the BACKEND SERVICE PROVIDER doesn’t transfer in any way the property 

of those data. 

The SUBMISSION SERVICE ensures BACKEND SERVICE PROVIDER a prior agreement (« Terms of 

Use » available here: <>) with producers, authors or rights owners for the data is available, 

whereby he is duly authorised to transfer the relevant documents to the BACKEND SERVICE 

PROVIDER. 

5 – SUBMITTED DATA INTEGRITY AND AUTHENTICITY  

By this convention, the SUBMISSION SERVICE declares to submit, by the mean of transfer which 

will necessarily be secured, to the BACKEND SERVICE PROVIDER, the archives on their digital, 

original and genuine format. 

This submission is provided together with all relevant information since its creation and required 

for its exploitation, such as data allowing its identification and properties determination. 

By default, the BACKEND SERVICE PROVIDER will not guarantee the preservation of non-

compliant archives integrity, authenticity and possible confidentiality, or reserves the right to 

refuse them. 

6 – BACKEND SERVICE PROVIDER LIABILITY 

By this convention, the BACKEND SERVICE PROVIDER is responsible for preservation of archives 

transferred to its platform. The BACKEND SERVICE PROVIDER commits to proceed to storage and 

to ensure the availability of archives entrusted to him. 
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The BACKEND SERVICE PROVIDER will not take care by any way of data selection, content 

verification, sorting or cross indexation. Those operations must be performed by SUBMISSION 

SERVICE before any transfer. 

The BACKEND SERVICE PROVIDER guarantees archives preservation : their integrity (regarding 

this detailed general description of the safe replication service that is available here: <>), their 

confidentiality, their availability and their accessibility in an as efficient as possible response time 

such as defined in the general service conditions (provided in annex 1) and not exceeding XXX 

hours. Le Backend service provider guarantees traceability of all the operations done on the 

data preserved. He is committed to appropriate physical support migrations, and undertakes to 

provide, upon SUBMISSION SERVICE request, a periodical archives status. 

Phase preceding document archival set up (preparation phase, test phase, development 

phase) are conducted in partnership by SUBMISSION SERVICE and BACKEND SERVICE PROVIDER. 

The liaison committee approves each of these phases. 

The BACKEND SERVICE PROVIDER guarantees to the SUBMISSION SERVICE that its policies and 

procedures are compliant with local, national and international law and rules. 

The BACKEND SERVICE PROVIDER takes the responsibility about maintaining the consistency of 

the PID used to identify each data stored in its systems. 

The BACKEND SERVICE PROVIDER guarantees that its processes for incident response are 

documented. 

The Backend Service Provider offers different operation services available to Submission service: 

 A Resource Coordination Tool: available at https://rct.eudat.eu/ is available to manage 

the resource request. 

 A helpdesk is operated and uses the TTS system available at https://helpdesk.eudat.eu 

for Submission Service to raise issues. 

 A service monitoring tool is available at https://cmon.eudat.eu/nagvis/ and shows 

services availability real time status. 

 

7 – BACKEND SERVICE PROVIDER LIMITS OF LIABILITY 

The SUBMISSION SERVICE provides its own definition of the more relevant description level to 

associate with documents. The BACKEND SERVICE PROVIDER cannot be held liable for those 

choices. 

In accordance with chapter 6 stipulations, the SUBMISSION SERVICE bears the archives transfer to 

BACKEND SERVICE PROVIDER. 

The BACKEND SERVICE PROVIDER undertakes the bit train preservation. 

The BACKEND SERVICE PROVIDER would not commit itself to submitted data sustainability and 

understanding. 

The BACKEND SERVICE PROVIDER is not responsible for the submitted archives content. The 

SUBMISSION SERVICE must take all actions to ensure compliance with legislation in force. 

In no event shall BACKEND SERVICE PROVIDER be liable in case of a fault, negligence, omission 

or failure from SUBMISSION SERVICE, cases of force majeure or events beyond the BACKEND 

SERVICE PROVIDER control. 

The BACKEND SERVICE PROVIDER liability under the terms of this convention may under no 

circumstances be invoked except when a material damaged is directly caused by a proven 

failure from BACKEND SERVICE PROVIDER. Under no circumstances BACKEND SERVICE PROVIDER 

https://rct.eudat.eu/
https://helpdesk.eudat.eu/
https://cmon.eudat.eu/nagvis/
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may be held accountable for neither indirect nor immaterial damages nor operating losses 

caused directly or indirectly by using BACKEND SERVICE PROVIDER. 

8 – OBLIGATION OF MEANS 

The obligations undertaken hereunder by the BACKEND SERVICE PROVIDER have the nature of 

obligations of means. 

The BACKEND SERVICE PROVIDER commits to provide to SUBMISSION SERVICE all the means at his 

disposal to ensure SUBMISSION SERVICE entrusted data preservation and access, especially: 

 Ensure management of submitted data  

 Setup service level, with sufficient physical and logical security, compliant with the 

general service conditions (provided in annex 1) 

 Preserve entrusted elements (except in case of elimination or return) in compliance with 

the functional and technical specifications of the BACKEND SERVICE PROVIDER 

system(available in the annex 2) and in compliance with digital data storage domain 

norms and standards (the minimum required standards are available here: <> ; the 

policies and additional standards are specified in the annex 6). 

 Record, in a place or a method accessible to SUBMISSION SERVICE, information and 

technical descriptions allowing archives recovery. 

 Allow a controlled access to archives in accordance with defined conditions and to 

consumers duly defined in annex 4 of this convention or in a subsequent amendment. 

 Inform SUBMISSION SERVICE about any major technical modification deployed on the 

system. 

 Inform SUBMISSION SERVICE about any error on its data in accordance with the reporting 

procedure defined in the annex 7. 

 Have suitable written disaster preparedness and recovery plan(s) (cf. annex 8), including 

at least one off-site backup of all preserved information together with an offsite copy of 

the recovery plan(s). 

 Inform SUBMISSION SERVICE about any use of external suppliers by BACKEND SERVICE 

PROVIDER, about outsourced service type and about agreements made for this use to 

guarantee an equivalent service level to SUBMISSION SERVICE. 

 

Forecast volume to store and reserve is defined in annex 3. 

It will be regularly reviewed by mutual agreement from the parties. 

9 – PRESERVATION DURATION 

During the life of this convention, BACKEND SERVICE PROVIDER is committed to preservation 

duration defined at the data submission time. By default, data preservation duration is defined 

as XXXX. 

10 – ARCHIVES COMMUNICABILITY 

Archives communicability policy is defined by the SUBMISSION SERVICE. After validation by 

BACKEND SERVICE PROVIDER, it is attached as annex 4. 

The SUBMISSION SERVICE ensures BACKEND SERVICE PROVIDER at least two prior agreements 

with final user(s) whereby BACKEND SERVICE PROVIDER is duly authorised to transfer the relevant 

requested documents. These prior agreements are: 

 Terms of Use : available on <> 

 Acceptable Use Policy: available on <> 

In no event shall BACKEND SERVICE PROVIDER be liable neither in case of communication to 

users as soon as they have been granted access by SUBMISSION SERVICE, nor usage (holding, 
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preservation and communication) of archives that can be made by SUBMISSION SERVICE or 

granted users. 

In accordance with this policy by BACKEND SERVICE PROVIDER, the SUBMISSION SERVICE holds 

the BACKEND SERVICE PROVIDER harmless from all third-party remedies. 

11 – SUBMISSION SERVICE SUCCESSION 

Any natural person, legal person or beneficiary who could succeed the SUBMISSION SERVICE 

must prove his right to succession and in particular the powers referred to in this agreement, and 

establish a new contract with the backend service provider. 

If the SUBMISSION SERVICE were to have no successor in his activity, the data referred to in this 

agreement would then be referred to a specialist in the field. 

12 – ARCHIVES RETURN 

Any claim for restitution of archives to the SUBMISSION SERVICE must be made to Backend 

Service provider taking into account a notice of XXXX Months before the effective date of 

archives return. It can take place at the end of the agreement, in case of cessation of activity of 

the backend service provider or force majeure. 

The Parties shall agree in time on a return protocol. The Backend Service provider agrees to 

return all electronic records and associated elements in the technical condition they were in 

when submitted to the system. 

This return may result in financial compensation for the Backend Service provider based in 

particular on time, the volume to be treated and the return protocol to the SUBMISSION SERVICE. 

The calculation of this compensation will be made based on a minimum number of man / days 

required and the possible acquisition of material resources. 

The backend service provider ensures that, once the return is completed, the corresponding 

data on its platform will be destroyed and it will retain no copies. 

The backend service provider will send a notification to SUBMISSION SERVICE about elimination 

of such data. The data will be automatically destroyed within XXX days of such notification. 

The backend service provider can keep track and show the passage of data on its platform. 

13 – ARCHIVE ELIMINATION 

Destruction of data can take place with the agreement of both parties. After this operation, the 

backend service provider is released from any obligation 

14 – FINANCIAL CONDITIONS 

The annual cost is determined in accordance with?? <cf. WP– - economic model>. 

15 – DURATION OF SERVICE 

This agreement is for a duration of XXXXX from the date of signing it. It may be supplemented by 

amendments. 

Either party may terminate the agreement, subject to XXX months notice. In this case, the 

records are returned to the SUBMISSION SERVICE as provided by Article 13. 

16 – FORCE MAJEURE 

Any event of force majeure as defined in <find Ad hoc reference in the EU texts of laws > has the 

effect to interrupting or even discontinue if the continuation of the contract is not possible even 

after interruption, the effects of this agreement, in particular regarding responsibilities of each 

party. 
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17 – INSURANCE 

The backend service provider has contracted an insurance policy (attached in Appendix 5), in 

particular to cover damages and losses that may incur the deposited archives. 

The SUBMISSION SERVICE may choose to be insured for this type of service. 

18 – INVALIDITY 

In the event that any stipulation of this Agreement is invalid or unenforceable by law, regulation, 

competent jurisdiction after a final decision, all other stipulations of this Agreement will continue 

to apply and disability effect only apply to the portion of the agreement immediately in 

question, unless otherwise agreed by the parties. 

In addition, the Parties undertake, in good faith negotiations to replace the invalid or 

unenforceable stipulations with other stipulations whose effects are comparable. 

Failure by either party to achieve invalid or unenforceable stipulations replacement, shall not 

affect neither the validity of the remaining stipulations nor the valid part of a partly invalid 

stipulation which will take effect to the extent permitted by law. 

19 – CONTRACT DOCUMENTS 

No other document will generate obligations under this Agreement unless it has previously been 

the subject of an amendment signed by the parties and attached to this agreement. 

This Agreement and its annexes supersede any verbal or written agreements that the parties 

could previously have made relative to the object of the Convention. 

20 – DISPUTES 

In case of dispute should the parties fail to reach an agreement, the parties expressly conferred 

exclusive jurisdiction on the court of XXXX 

21 – APPENDIX 

The following additional documents are attached. They will be maintained as necessary following 

the annual meeting of the Liaison Committee. 

 Annex 1: Terms of Service for the Backend service provider. 

 Annex 2: Functional and technical specifications of the backend service provider system. 

 Annex 3: Maximum volumetric and price. 

 Annex 4: Communicability policy. 

 Annex 5: Backend service provider insurance contract. 

 Annex 6: Additional standards and policies for the preservation of digital data. 

 Annex 7: Reporting procedure for errors on the data preserved. 

 Annex 8: Disaster preparedness and recovery plan(s). 

Done in two (2) original copies, 

<date> 

For SUBMISSION SERVICE For Backend service provider 

<Name> 

<Function> 

<Name> 

<Function> 
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ANNEX F. EUDAT SERVICES TERMS OF USE 

EUDAT has developed, as Deliverable 6.2, a Draft Terms of Use that users of resources must have read, 
agreed to and comply with. If required, a further agreement reflecting specific projects and use 
conditions will be put in place between EUDAT and the administrative management of the requesting 
user. The rules are based on common sense with the purpose of ensuring that all users receive a high 
level of quality of resource usage, given the constraints set by the EUDAT infrastructure. The shared 
resources made available to users for research purposes are the software, servers, storage media and 
network which are part of the EUDAT infrastructure.  

Users must adhere to all general EUDAT policies and procedures including, but not limited to, policies on 
proper use of information resources and computing and networking facilities, legal use of software, and 
legal use of administrative data. Users should report any information concerning instances in which the 
EUDAT Terms of use policy has been or is being violated.  

Users must provide relevant personal information: name, address, project, etc. They also must notify 
administrators about any changes to these records. Each user is granted a userid and an associated 
password for (non-transferable) access to specific resources for a specific time frame. Each user is 
accountable for the resource usage made from his account. They should follow sensible rules in 
choosing passwords, not disclose them, protect their files, respect the privacy of other users and respect 
the confidentiality of information.  

Users should respect the intended usage of resources awarded and respect the integrity of the 
resources and not introduce software that harms the system and respect the administrative restrictions 
such as commercial use or use for non-EUDAT projects.  

EUDAT computing resources are made available for research purposes. There can be some usage 
restrictions based on country/state laws. 

Users must respect the legal protection provided by copyright and licensing of programs and data; for 
example, not to make copies of a licensed computer program to avoid paying additional license fees or 
to share with other users.  

Any user who abuses the privilege of their access to EUDAT resources in violation of this policy will be 
subject to corrective action, including possible termination of access, legal action, and criminal liability. 

Access will be removed as soon as the user’s position or projects no longer require it. It can also be 
terminated if the user abuses the rules defined in this policy document; for example, supplying 
deliberately erroneous information, using another user account without authorisation, copying or 
distributing copyrighted or licensed software or data will be considered as a policy violation, and as such 
will be subject to termination of access. 

EUDAT will potentially take a legal action based on the laws in place in the country or state where the 
violation has been reported, regardless of the administrative actions taken. 
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ANNEX G. GLOSSARY 

AUP Acceptable Use Policy 

CDI EUDAT Collaborative Data Infrastructure 

CIT Community Integration Toolkit 

COBIT Control Objectives for Information and Technology 

Curation Provision of domain-dependent contextual support for permanent access to the 
meaning of data – including metadata, lexica, etc 

Curation and 
Preservation 

The process of ensuring that data can be re-used over time. 

D4Science Data Infrastructures Ecosystem for Science 

DECI DEISA Extreme Computing Initiative 

DEISA  Distributed European infrastructure for supercomputing applications 

DSA Data Seal of Approval 

EGI European Grid Initiative 

EMI European Middleware Initiative 

EPIC European Persistent Identifier Consortium 

ERIC European Research Infrastructure Consortium 

ESFRI European Strategy Forum on Research Infrastructures 

EUDAT European Data Project 

FedSM Federated Storage Management project 

FitSM Standard for lightweight service management in federated IT infrastructures 

HPC High Performance Computing 

ICT Information and communication technologies 

ITIL Information Technology Infrastructure Library 

IPR Intellectual Property Right 

iRODS Integrated Rule-Oriented Data System 

ISO International Organisation for Standardisation 

ITSM Information Technology Service Management 

MoU Memorandum of Understanding 

OAIS Open Archival Information System 

OLA Operational Level Agreement 

PID Persistent Identifier 
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PRACE Partnership for Advanced Computing in Europe 

Preservation Provision of generic support for permanent access to ‘physical’ data – the bits 
and bytes – including storage, replication, provenance, etc 

QA Quality assurance 

QoS Quality of Service 

RI Research Infrastructure 

SAF EUDAT Services and Architectural Forum  

SAM  Service Availability and Monitoring 

SCI Security for Collaborating Infrastructures 

SLA Service Level Agreement 

TDR Trusted Data Repository 

VO Virtual Organisation 

 


